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A B S T R A C T

Robots can take over many tasks that are unsafe or inconvenient for us
to carry out. To assist us effectively, service robots are expected to make
sense of fast-changing, real-world settings. In this dissertation, we tackle
the problem of robot sensemaking from the standpoint of vision. Thus, we
focus on the objective of building Visually Intelligent Agents, able to use
their vision system, reasoning components, and background knowledge
to make sense of the environment. We start by identifying a framework
of requirements that contribute to the Visual Intelligence of a robot. In
particular, we emphasise that the Visual Intelligence of state-of-the-art AI
methods based on Deep Learning is severely limited, while humans excel
at vision. Therefore, we derive an initial set of requirements from cogni-
tive theories of the human vision system and further complement these
requirements with insights from concrete robotic scenarios. We hypothe-
sise that a promising direction for equipping Deep Learning methods with
the missing requirements is to introduce reasoning components that rely
on symbolic knowledge representations. To this aim, we audit the level
of support that state-of-the-art Knowledge Bases provide for the required
knowledge. Our requirement analysis and knowledge coverage study in-
form the development of two reasoners, which are able to consider the
typical size and spatial relations of objects when trying to categorise them.
These two components have been integrated in a general Robot Architec-
ture for Visual Intelligence (RAVI), which augments a Deep Learning com-
ponent with different knowledge-based reasoners. We evaluate RAVI in
the test case of a robot that monitors an office environment in search of po-
tential Health and Safety risks, demonstrating a significant improvement
over the state of the art. Findings from this work also guide the discussion
of the limitations of current solutions and provide a roadmap for further
developing Visual Intelligent Agents.
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1
I N T R O D U C T I O N

Hello, world. My first look at my forever home.

— NASA Perseverance’s first tweet from Mars
(Feb 18th, 2021)

Contents
1.1 Scope and Motivation . . . . . . . . . . . . . . . . . . . . . 1

1.2 Research Hypothesis and Questions . . . . . . . . . . . . . 6

1.3 Research Methodology . . . . . . . . . . . . . . . . . . . . 8

1.4 Proposed Approach . . . . . . . . . . . . . . . . . . . . . . 9

1.5 Thesis Contributions . . . . . . . . . . . . . . . . . . . . . . 12

1.6 Thesis Outline . . . . . . . . . . . . . . . . . . . . . . . . . 13

1.7 Publications . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

1.1 scope and motivation

Robots can help with many daily activities by taking over inconvenient or
unsafe tasks. Service robots, or assistive robots, are defined by the Interna-
tional Federation of Robotics (IFR) as "robots that operate partially or fully
autonomously to perform services useful to the well-being of humans and
equipment" (Schraft & Schmierer, 2000). For instance, service robots can
facilitate search and rescue operations (Mishra et al., 2020) or ensure con-
tactless interactions when social distancing needs to be maintained (Yang
et al., 2020).

Recent advances in the Artificial Intelligence (AI) and Robotics fields
have expedited the development of cost-effective technological solutions.
As a result, robots are being deployed across many economic sectors: for
warehouse automation and last-mile deliveries (Chen et al., 2021), for
waste disposal (Samonte et al., 2021), for soil and weed management in
agricultural settings (Bertoglio et al., 2021), to name just a few.
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To operate successfully in complex and dynamic environments, service
robots are expected to reliably interpret the data collected through their
perceptual sensors (Alatise & Hancke, 2020). This process of understand-
ing and reconciliation of different experiences is also known as sensemaking.
Since its introduction in the 1980s, the term sensemaking has been widely
used in AI as a generic expression to refer to various attempts at building
intelligent systems (Klein et al., 2006). Broadly speaking, "sensemaking
is a motivated, continuous effort to understand connections (which can
be among people, places, and events) in order to anticipate their trajec-
tories and act effectively" (Klein et al., 2006). In particular, sensemaking
can be seen as "the process of searching for a representation and encoding
data in that representation to answer task-specific questions" (Russell et
al., 1993). As such, sensemaking is a two-way process. It entails building
a representation from the observed data while also adapting the learned
representation to newly-observed data.

Ultimately, service robots can use this world model to autonomously in-
teract with the environment and to act deliberately, i.e., to exercise some
form of deliberation. In the words of Ingrand and Ghallab (2017), the term
robot deliberation refers to any computational function that is needed for
"performing actions that are motivated by some intended objectives and
that are justifiable by sound reasoning with respect to these objectives".
In particular, the capability to act deliberately does not only entail that
the agent intervenes in its physical surroundings, i.e., acting. It also con-
cerns, for instance: (i) observing perceptual data collected through the robot
sensors; (ii) learning from experience; as well as (iii) monitoring the environ-
ment to update the predicted world states in light of newly-observed data.
Hence, a robot’s capability to act deliberately is crucial to making sense of
open-ended, unconstrained environments.

A compelling use case that we are currently tackling at the Knowledge
Media Institute (KMi) concerns the development of a Health and Safety
robot inspector, HanS (Bastianelli et al., 2018). For example, overloaded
power outlets or flammable items left near ignition sources may cause
a fire. A cable dangling in the middle of a corridor constitutes a trip
hazard. Moreover, to ensure Health and Safety (H&S) at the workplace, it
is essential to conduct regular inspections, e.g., to check that all emergency
exit routes are signed and that fire extinguishers are securely mounted
and readily accessible. HanS provides the main motivating scenario for
this work. Therefore, in the remainder of this dissertation, we will use the
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HanS application to illustrate the research issues that emerge when service
robots are deployed in concrete scenarios.

Different sensory modalities contribute to a robot’s sensemaking and de-
liberation. For instance, HanS may use the sense of hearing to detect noise
levels that may put the employees’ health at risk. Similarly, it may use
biosensors to detect gas leaks through the sense of smell. In this work, we
focus on the modality of vision and reframe the problem of autonomous
sensemaking as the objective of equipping robots with high-performance
Visual Intelligence. In the context of this work, we define Visual Intelligence
as the robots’ ability to use their vision system, reasoning system, and
external knowledge sources to make sense of their environment (Chiatti,
Motta, et al., 2020). Hence, our focus is on developing Visually Intelligent
Agents (VIA). Through the lenses of visual perception, a Visually Intelli-
gent Agent can be seen as a particular type of intelligent agent. Following
Russell and Norvig’s definition, the term intelligent agent refers to any ar-
tificial entity that collects environmental perceptions through sensors and
acts rationally in the environment through a series of actuators (Russell
& Norvig, 1995). Because our focus is on robotics, in the following, we
adopt the term agent to refer implicitly to embodied agents, i.e., we assume
that the agent’s interaction with the environment occurs through physical
sensors and actuators1. As such, we will use the terms agent, embodied
agent, and robot interchangeably throughout this dissertation.

Currently, the de facto methodology for tackling robotic tasks that require
Visual Intelligence is to rely on Deep Learning (DL) methods. However, de-
spite their popularity, these methods have received many critiques due to
their brittleness and lack of transparency (Marcus, 2018; Parisi et al., 2019;
Pearl, 2018). These limitations are particularly evident when compared
to the excellence of the human vision system (Darwiche, 2018; Hoffman,
2000; Lake et al., 2017). Humans can rapidly learn rich object representa-
tions, even from minimal observations, and adapt these representations to
reflect environmental changes. In fact, change is the trigger of our sense-
making processes. Our brain first constructs a mental blueprint of the
surroundings and then uses our senses as "fact-checkers" to assess what
has changed compared to its mental model (Snowden et al., 2012). This
efficient operation of evidence accumulation (Contini et al., 2017) allows
us to cope with the abundance of stimuli that come from our environment
(Snowden et al., 2012).

1 https://dbpedia.org/page/Embodied_agent. Last accessed on Aug 24, 2022.
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By contrast, state-of-the-art AI technologies exhibit only "a reckoning" of
the complete, deliberative thought processes that characterise human cog-
nition (Cantwell Smith, 2019). In particular, it has been argued (Paulius
& Sun, 2019; Pearl, 2018) that, to shift from pattern recognition to sense-
making, robots need access to knowledge representations that are more
comprehensive, transparent and explainable than those embedded in neu-
ral architectures. Indeed, when robots are deployed in authentic problem-
solving scenarios, like in HanS’ case, they must be able to learn from their
experiences, to asses the typicality and plausibility of a situation. That is,
they must exhibit some degree of commonsense (Davis & Marcus, 2015;
Hayes, 1988; Levesque, 2017; McCarthy, 1960; Newell, 1982).

In an attempt to bridge the gap between machine intelligence and hu-
man intelligence, a more recent trend among AI researchers has been to
combine DL with knowledge-based reasoning to address different learn-
ing tasks, thus adopting a hybrid (Aditya et al., 2019; Gouidis et al., 2020),
or neurosymbolic (Sarker et al., 2022) approach. Indeed, data-driven (sub-
symbolic) approaches, e.g., DL, and knowledge-driven (symbolic) methods
exhibit complementary traits (Darwiche, 2018; Paulius & Sun, 2019).
On the one hand, sub-symbolic systems enable faster inference times than
traditional methods for symbolic reasoning over large-scale data sources
(Lake et al., 2017). These methods can learn features indirectly from raw
data (Sarker et al., 2022). On the other hand, knowledge-driven methods
model features and scenarios explicitly and, thus, in principle, are easier
to explain and to prove for correctness (Paulius & Sun, 2019; Sarker et al.,
2022).

Concurrently, thanks to efforts in the Semantic Web and Knowledge
Engineering communities, an increasing number of large-scale resources
have been made publicly available, which encode linguistic, encyclopaedic
and commonsense knowledge - see, e.g., (Chang et al., 2015; Fang et al.,
2021; Hwang et al., 2021; Jiang et al., 2021; Krishna et al., 2017; Romero &
Razniewski, 2020; Storks et al., 2019; Zhang et al., 2022). Thus, a promising
research direction is capitalising on these knowledge resources to develop
hybrid reasoning architectures. A question remains, however, on what
types of knowledge resources and reasoning capabilities should be lever-
aged within hybrid methods (Daruna et al., 2018).

Let us consider the scenario in Figure 1.1. To correctly interpret the risk
posed by a piece of paper that lies near a heater, HanS first has to reliably
recognise the different objects involved, i.e., the paper and heater in ques-
tion. It also needs access to relevant domain knowledge and reasoning
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Figure 1.1: As shown in these examples, HanS needs not only access to robust
object recognition methods, but also a higher level of understanding
of the situation.
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components. Namely, it would need to know that paper is flammable and
that portable heaters are electric devices that can produce hot surfaces. It
would also need spatial reasoning capabilities to conclude that the paper
is touching the heater. The list goes on.

This scenario is further complicated by the fact that robustly recognis-
ing objects in real-world environments can be challenging. For instance,
the glass door in Figure 1.1 may be mistaken for a window. However, ob-
serving that people typically open this object to walk through it provides
a strong sign that the observed object is a door. Furthermore, even a per-
fectly accurate object recognition system may not be sufficient to provide
HanS with a complete understanding of the environment. For example,
HanS may correctly infer that the object in the bottom-left corner of the
picture is a carton box. However, to conclude that the box is used as a
paper bin, it would need to consider other cues: e.g., that the box has
the words "paper bin" written on it, and that people toss paper inside it
daily. Thus, through direct experience and observation, and by detecting
actions like opening a door or throwing paper away, HanS can refine its
environment model.

In this work, we will introduce what is, to the best of our knowledge,
the first systematic framework of requirements for the development of Vi-
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sually Intelligent Agents. Requirements in this framework were gauged
both on the basis of seminal studies of the human visual cognition sys-
tem and by analysing the limitations of state-of-the-art Deep Learning so-
lutions. In addition to gathering requirements for VIA, we will address
the challenge of realising the required capabilities and associated domain
knowledge in a concrete architecture.

1.2 research hypothesis and questions

The main hypothesis underlying this research work is that:

Combining Deep Learning methods with knowledge-based techniques
can improve a robot’s performance on tasks that require Visual Intelli-
gence (e.g., sensemaking), compared to approaches that rely solely on
Deep Learning.

To test this hypothesis, we ought to first identify a series of robotic
tasks requiring Visual Intelligence. Second, we will consider state-of-the-
art Deep Learning methods as evaluation baselines for each selected task.
Third, we will test a series of hybrid approaches against the DL baselines.
We provide further details on the proposed methodology in Section 1.3.

The research hypothesis mentioned above raises a series of research
questions which will drive our investigation.

The first step concerns identifying a set of requirements, or building
blocks, for developing Visually Intelligent Agents. Here, we assume that it
is possible to characterise the Visual Intelligence of a system in terms of a
set of constituent (i) reasoning capabilities and (ii) knowledge components.

RQ1: what are the epistemic requirements, i.e., the set of knowledge
components and reasoning capabilities, which are required for devel-
oping Visually Intelligent Agents?

Several different epistemic components are required for developing VIA.
Hence, in the context of this doctoral research, we are interested in se-
lecting those components that are most effective when tackling real-world
robotic tasks. In other words, which epistemic requirements should we
prioritise to deal with real-world robotic tasks?

RQ2: which epistemic requirements are the most effective ones when
tackling robotic tasks that require visual sensemaking?
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Visually Intelligent Agents ought to have access to several different knowl-
edge resources. Thus, we also want to assess the level of coverage that is
already provided by state-of-the-art Knowledge Bases (KBs). Firstly, map-
ping the resources embedded in current KBs to our framework of require-
ments can facilitate the implementation of concrete architectures for VIA.
Secondly, this mapping can reveal gaps in the type of knowledge represen-
tations that are currently available for VIA.

RQ3: to what extent can state-of-the-art Knowledge Bases support the
development of Visually Intelligent Agents?

Ultimately, the main objective of this research is to devise a hybrid ar-
chitecture that combines DL-based and knowledge-based components to
support concrete use cases. Because it would be infeasible to integrate all
the requirements contributing to VIA within the scope of this doctoral re-
search, the envisioned architecture prioritises the integration of those epis-
temic requirements that the findings from RQ2 highlight as most important.
In the following, we use the term reasoner to refer to each architectural
component geared toward a specific reasoning capability.

RQ4: what are the performance effects of implementing a concrete
architecture which integrates the most impactful epistemic require-
ments?

Because the hybrid architecture of RQ4 will integrate different reason-
ing capabilities and knowledge resources, a key objective is isolating the
contribution of the individual reasoners to the overall performance. This
premise is an essential precondition to identifying strengths, weaknesses
and complementarities of the reasoners.

Because different reasoners are likely to contribute differently to the sys-
tem’s performance, another crucial step is studying the effects of orches-
trating these reasoners. This problem is often referred to as meta-reasoning,
or reasoning about reasoning (Griffiths et al., 2019). On the one hand, lever-
aging multiple reasoners can produce synergistic effects, if there are com-
plementary strengths between the reasoners that can be exploited. On the
other hand, the reasoners may produce conflicting outcomes that should
be reconciled. Thus, we also interrogate on:

RQ5: what are the performance effects of leveraging different reason-
ers within the implemented architecture for VIA?

We will tackle these questions through the methodology presented in
the following section.
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1.3 research methodology

As Newell and Simon have firstly emphasised in their 1975 ACM Turing
Award lecture (Newell & Simon, 1976), Computer Science is an empir-
ical discipline that is fundamentally different from the natural sciences.
Thus, Computer Science and Computer Engineering research cannot be
modelled through the traditional notion of controlled experiment (Schiaf-
fonati, 2020). Unlike other experimental sciences, Computer Science re-
search starts from building an artefact, whether a program or a machine.
The artefact is already an experiment in itself because it can be inspected
to make hypotheses on how the inner workings of the artefact influence
the observed behaviour.

In other words, observing the behaviour of the artefact provides cues
that contribute to the investigation, as well as direct insights on how to
incrementally adapt the model based on the empirical findings (Newell &
Simon, 1976). This view originates from one crucial implicit assumption:
that any information stored in the artefact is explicitly represented and
that the designer has complete control over the different processes that
make up the machine. This assumption is not surprising if one considers
its historical context. Indeed, the predominant approach during the initial
three decades of AI research has been to rely on symbolic methods, i.e.,
on models that operate on symbols that are both machine-readable and
human-understandable (Lieto, 2021).

In this classic framework, the research inquiry proceeds according to
three main phases (Russell & Norvig, 1995; Schiaffonati, 2022). First, a
computational model, consisting of a set of features, is constructed on
the basis of the problem scope. Then, the model is executed to provide
answers to the target problem. Lastly, the solutions generated by the model
are critically examined. In this phase, any unsatisfying results drive the
incremental improvement of the model.

The ubiquitous adoption of Deep Learning methods across AI problems
has challenged this classic approach (Schiaffonati, 2022) because DL meth-
ods promise to automate the incremental refinement of the model through
successive passes over a set of data points. Moreover, DL models gener-
ate predictions that are difficult to explain, thus violating Newell’s and
Simon’s original assumption. In sum, they operate as "black boxes" (Rai,
2020). Consequently, Deep Learning methods only allow us to indirectly
evaluate the variables under investigation by selecting different types of
models (Schiaffonati, 2022).
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In accordance with Newell’s and Simon’s view, we frame the problem of
achieving high-performance Visual Intelligence in robotics as the objective
of designing a specific artefact: a concrete architecture for Visual Intelli-
gence. We shall not delve into the different cognitive stances of building
AI systems to resemble human-like intelligence at this stage. We will fur-
ther elaborate on these in the next chapter. For now, it suffices to say that
we intend to subscribe to the classic methodological paradigm in AI.

Therefore, we start by considering the set of features that compose the
envisioned architecture. Because the contributing factors to Visual Intelli-
gence are not known a priori, the first step is to systematically identify the
requirements of the envisaged framework.

Secondly, we aim to qualify the sources of symbolic knowledge that
contribute to Visual Intelligence. In this context, we study the extent to
which symbolic knowledge can be sourced from the state-of-the-art data
collections which are openly available.

Findings from the former two phases inform the implementation of the
artefact, which we will evaluate incrementally. In particular, a key design
requirement here is to design an architecture that allows us to disentangle
the contributions of different symbolic and DL-based components, to draw
more precise insights into the strengths and limitations of the system.

The following section clarifies how we contextualised this general method-
ology within the target problem space.

1.4 proposed approach

Our investigation is structured in three phases. We start by identifying
the reasoning capabilities and knowledge components that contribute to
building Visual Intelligent Agents (RQ1). At this stage, we also form hy-
potheses on which epistemic requirements should be prioritised in the
envisaged artefact (RQ2). Then, we study the coverage of the identified
requirements that is provided by state-of-the-art Knowledge Bases (RQ3).
Ultimately, our goal is to evaluate the performance of a concrete archi-
tecture that implements a meaningful subset of the missing requirements
(RQ4-5).
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1.4.1 Requirement Analysis

To address RQ1, we gather requirements from the top down, i.e., based on
seminal frameworks that characterise human visual cognition, and from
the bottom up, i.e., based on the requirements emerging from robotic use
cases that require visual sensemaking capabilities.

The choice of deriving requirements by taking inspiration from the hu-
man visual system is not necessarily appropriate for designing just any
automated task. For instance, when considering the ability to perform
mathematical calculations at speed to design a supercomputer, it would
not be beneficial to take the human mind as a reference. However, in the
case of Visual Intelligence, there is an incentive to take inspiration from
seminal cognitive theories simply because humans excel at vision com-
pared to machines (Darwiche, 2018; Lake et al., 2017; Marcus, 2020).

We then map the top-down requirements to the five benchmark sce-
narios of the 2021 Smart Cities and Robotics Challenge (SciRoc)2. We
consider these scenarios as a reference for two main reasons. First, the
robotic scenarios in the SciRoc competition have been developed through
the concerted efforts of partners contributing to the European Robotics
League (ERL) and EuroBench frameworks3, which define the predominant
frameworks for robot benchmarking in Europe. As such, the analysis of
the SciRoc scenarios elicits the study of the broader impacts of the pro-
posed requirements across a diverse set of use cases, which stakeholders
in the robotics community have selected as high-priority and compelling.
Secondly, the SciRoc events are conceived for testing the integration of
robotic technologies in urban, smart city environments (Bardaro, Daga, et
al., 2022). Thus, albeit being significantly constrained for reproducibility
and practicality reasons, these scenarios define challenges that characterise
the interaction between robots and citizens in a physical arena. As such,
they provide a proxy of the types of robot capabilities required to operate
effectively in real-world settings.

Moreover, we extend this bottom-up analysis by considering the chal-
lenging application scenario of autonomously monitoring H&S risks in of-
fice settings. At this stage, we analyse the classification errors that emerge
when DL solutions are applied to recognise objects through the HanS robot,
which patrols a real-world environment characterised by unconstrained
viewpoint, clutter, and lighting conditions.

2 https://sciroc.org/. Last accessed on Aug 24, 2022.
3 https://eurobench2020.eu/. Last accessed on Aug 24, 2022.
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In sum, the advantage of introducing a bottom-up analysis is two-fold.
First, analysing the SciRoc and HanS scenarios may reveal additional re-
quirements that are not evident from the top-down analysis. Second,
grounding requirements in practical scenarios allows us to assess their
relative effectiveness in real-world problems (RQ2).

1.4.2 Knowledge Base Coverage Study

After defining a set of epistemic requirements for VIA, we want to verify
the level of support of these requirements that is provided by publicly-
available Knowledge Bases (RQ3). To this aim, we select state-of-the-art
Knowledge Bases that are relevant for building Visually Intelligent Agents,
as further detailed in the literature review of Chapter 2.

We then map the selected KBs to the knowledge components identified
during the requirement analysis. At this stage, we evaluate the level of
coverage of each requirement qualitatively by inspecting the entities, rela-
tions, and statements in each KB. Furthermore, we also consider the level
of accessibility of the reviewed resources.

This assessment indicates which KBs can be more readily reused and re-
purposed for the task of developing Visually Intelligent Agents. Moreover,
gaps in the support of these requirements serve as a research agenda for
developing improved Knowledge Representations for VIA.

1.4.3 Architecture Design and Implementation

Ultimately, the objective of this research is to implement a concrete ar-
chitecture that improves the Visual Intelligence of service robots (RQ4).
Specifically, we aim to isolate the contribution of DL-based and knowledge-
based components, to test the central research hypothesis. Thus, we start
by identifying our target evaluation tasks. Because we are interested in de-
veloping HanS, a H&S robot assistant, the problem of recognising objects in
the wild and the autonomous assessment of H&S risks are two critical tasks.
However, to test the suitability of the proposed architecture to model dif-
ferent robotic scenarios, we also consider a second robotic scenario where
objects are recognised in the context of stowing Amazon parcels.

In the reference tasks, we consider the performance of baseline Deep
Learning methods before and after introducing additional reasoners. Specif-
ically, we apply the knowledge-based reasoning steps in post-processing
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to isolate the contribution of the different modules to the overall perfor-
mance. Findings from the previous phase allow us to decide which specific
Knowledge Bases to query in the reasoning process.

In particular, on the basis of our requirement analysis, we have designed
and implemented two knowledge-based reasoners: one for size reasoning
and one for spatial reasoning, as shown in Chapters 5 and 6.

Because the envisioned architecture integrates different reasoning mod-
ules that consider different sets of knowledge components, we expect that,
in some cases, different modules may provide divergent predictions. For
instance, in the case of object recognition, considering only the size of
an object is likely to yield different results than when the visual appear-
ance of objects is also considered. Moreover, the background knowledge
introduced may be incomplete or inaccurate. Similarly, the baseline DL

algorithms may propagate errors and biases based on the patterns they
have learned from the training data. To tackle these problems, we pro-
pose a Robot Architecture for Visual Intelligence (RAVI) that is agnostic to
the DL-based and knowledge-based modules that are considered during
reasoning. Crucially, RAVI includes a dedicated meta-reasoning layer for
leveraging the different reasoning sub-modules in the proposed architec-
ture (RQ5).

In addition to providing a generic definition of RAVI, we will instantiate
the proposed architecture in the HanS use case. This scenario provides us
with a test case to discuss the utility of the proposed architecture through
the analysis of ten proof of concept scenarios.

1.5 thesis contributions

The current level of Visual Intelligence embedded in robotic applications
suffers from the limitations of the Deep Learning paradigm and is, thus,
significantly limited. The acknowledgement of these limitations has sparked
a growing body of literature in AI on developing hybrid intelligent sys-
tems that leverage neural and symbolic components.

Given the lack of concrete guidelines on which components to priori-
tise within a hybrid model for visual sensemaking, this doctoral work
contributes a novel framework for the development of Visually Intelligent
Agents. Specifically, this work provides the following contributions:

• An extensive review of the relevant literature, in the context of (i)
Visual Intelligence, AI, and Cognitive Science, (ii) Deep Learning
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methods for Visual Intelligence, and (iii) Hybrid methods for Visual
Intelligence. Concurrently, we also review (iv) the opportunities and
challenges associated with the reuse of large-scale Knowledge Bases
for developing Visually Intelligent Agents (Chapter 2).

• A comprehensive analysis of the epistemic competencies that con-
tribute to the development of VIA (Chapter 3).

• A critical assessment of the current level of support for the proposed
epistemic requirements that is provided by state-of-the-art Knowl-
edge Bases (Chapter 4).

• A method for designing a reasoner that can consider the typical size
of objects to aid object recognition (Chapter 5).

• A comprehensive framework to formally represent the spatial rela-
tions between objects in the challenging scenario of robot sensemak-
ing. In this context, we also provide a methodology to extract the
typicality of these spatial relations from large-scale KBs (Chapter 6).

• Extensive experiments that show the significant performance benefits
of leveraging size and spatial awareness to solve object recognition
tasks (Chapters 5, 6, and 7).

• RAVI, a generic Robot Architecture for Visual Intelligence that lever-
ages both symbolic and sub-symbolic reasoners (Chapter 7).

• A case study that demonstrates the utility of the proposed architec-
ture for the autonomous assessment of Health and Safety risks (Chap-
ter 8).

1.6 thesis outline

This dissertation is organised into chapters, as follows.
We start by reviewing the related literature on Visual Intelligence and

provide the relevant background concepts for situating this work, in Chap-
ter 2. Chapter 3 illustrates the building blocks of a Visually Intelligent
Agent. In Chapter 4, the proposed framework of requirements is used as
a list of desiderata to assess whether the reviewed Knowledge Bases can
be a suitable source of Visual Intelligence for service robots.
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We then focus on the two most-impactful reasoners discovered in Chap-
ter 3. Specifically, we examine the ability to reason on the size of objects in
Chapter 5, whereas we devote Chapter 6 to the theme of spatial reasoning.

As we reach Chapter 7, a generic architecture to orchestrate the different
epistemic requirements of VIA is proposed. Contextually to introducing
RAVI, we investigate the performance effects of pairing up size and spatial
awareness for object recognition.

To extend our assessment of the utility of the RAVI architecture, in Chap-
ter 8, we study the test scenario of autonomous risk assessment in office
environments.

We conclude with a discussion of the main findings, limitations and
potential future extensions of this work, in Chapter 9.
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2
B A C K G R O U N D A N D L I T E R AT U R E R E V I E W

All sorts of things can happen
when you’re open to new ideas

and playing around with things.

— Stephanie Kwolek
chemist and Lavoisier medallist

This chapter provides the background and foundation for the research
work presented in this dissertation. First and foremost, we consider work
conducted at the intersection of the Artificial Intelligence (AI) and Cogni-
tive Science fields and motivate the choice of modelling Visually Intelli-
gent Agents on the basis of cognitive theories (Section 2.1). In this respect,
we also introduce two historically distinct approaches to the design of AI
systems: symbolic and sub-symbolic methods. In Section 2.2, we focus
on a specific class of sub-symbolic methods, i.e., on Deep Learning archi-
tectures, which define the predominant approach in AI, and discuss the
current limitations of these methods. A promising research direction to
address these limitations is found in hybrid methods that combine sym-
bolic and sub-symbolic components (Section 2.3). In order to design a
hybrid intelligent system, we examine the different sources of symbolic
knowledge that contribute to Visual Intelligence (Section 2.4). Finally, we
conclude the chapter by analysing the different characterisations of com-
monsense knowledge in the literature (Section 2.5).
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2.1 visual intelligence , ai , and cognitive science

Humans are "geniuses at Vision" (Hoffman, 2000). They can segment their
observations of the world even before recognising other visual cues, such
as colours or textures (Spelke et al., 1995). Moreover, humans can learn rich
object representations from minimal and sparse observations and form
a mental "blueprint" of their environment (Pearl, 2018). This process of
mental modelling is referred to as model building by Lake et al. (2017).
Through model building, we abstract high-level concepts, such as object
categories, actions and events, from low-level perceptual features, such
as depth, shape, colour, and texture. Thus, we overcome the most fun-
damental vision problem: that each retinal image has countless possible
interpretations in the 3D world (Hoffman, 2000).

Moreover, we can link the rich representations that we abstract from
our perceptions with previously-learned concepts and experiences (Smith
& Medin, 1981). As a result, we produce mental models that can be cre-
atively combined and reused to interpret new events and situations. In
this incremental process of evidence accumulation (Contini et al., 2017),
we learn new concepts and also refine our ability to learn. That is, we
learn to learn (Lake et al., 2017), a process also known as meta-learning
(Chen & Liu, 2018).

Designing systems on the basis of human cognition may not always be
desirable or useful. Indeed, many AI advancements have been achieved
without replicating human intelligence because machines are more effi-
cient and accurate than humans at solving specific problems. For instance,
machines are vastly more efficient than us when computing arithmetical
operations at speed (Davis & Marcus, 2015; McCarthy, 1960). However, in
the case of image understanding and visual sensemaking, there is an in-
centive to take inspiration from the human visual cognition system (Lake
et al., 2017; Marcus & Davis, 2020).

This opposing tension between nature-inspired and machine-oriented ap-
proaches (Lieto, 2021) has characterised the field of AI since its inception.
Nature-inspired approaches aim to design artificial systems that resemble,
to the greatest extent, the workings of natural, biological, or cognitive sys-
tems. Conversely, machine-oriented approaches are engineered to yield a
computational improvement on a target problem without considering how
the same problem is tackled in nature. Hence, while these two approaches
are equally sensible directions to address AI problems, they serve different
research objectives.
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Figure 2.1: Two approaches at the intersection of AI and Cognitive Sciences. Ar-
row 1: cognitively-inspired architectures can inform the construction
of cognitive theories. Arrow 2: insights from cognitive studies influ-
ence the design of cognitive architectures.
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COGNITIVE 
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Machine-oriented approaches produce functional artificial models, which
"function as" natural systems but rely on components and mechanisms
that are different from cognitive processes (Lieto, 2021). Thus, by defini-
tion, functional approaches cannot be used to explain the inner workings
of natural systems. Nevertheless, these methods can play a crucial role in
addressing the computational challenges of specific AI problems. Differ-
ently from functional approaches, structural models (Lieto, 2021), i.e., cog-
nitive architectures (Paulius & Sun, 2019), are designed with components
and processes that mimic the human neurobiological and cognitive pro-
cesses. Hence, these methods can be useful both (i) as "computational ex-
periments" (Lieto, 2021), for validating and extending theoretical findings
on the modelled natural system (Paulius & Sun, 2019) - as symbolised by
arrow 1 in Figure 2.1, and (ii) for producing technological advancements,
by "reverse-engineering" the human performance at solving specific prob-
lems (Lake et al., 2017; Lieto, 2021; Marcus, 2020) - i.e., arrow 2 in Figure
2.1.

On the one hand, functional models cannot explain cognitive theories.
On the other hand, structural models can provide only a proxy of natural
systems, for which a complete "artificial replica" is impossible to produce
(Lieto, 2021). However, these design paradigms define the opposite ends
of a continuum: several different approaches exist between these extremes.

Although the biological plausibility of the different AI methods within
the functional-structural spectrum is a subject of active debate, we can fur-
ther characterise approaches in AI with respect to the types of knowledge
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representations they use. Namely, we can differentiate between symbolic
and sub-symbolic methods.

As the name suggests, the tenet of symbolic methods is that intelligence
depends on a system’s ability to maintain and manipulate representations
of abstract symbols. Newell, Shaw, and Simon subscribed to this view when
they developed one of the first AI systems, the General Problem Solver
(Newell et al., 1958). Indeed, the underlying assumption of the general
problem solver is that, for the solver to attain its goal, one can provide
an explicit representation of the complete problem space. Another well-
known example of a symbolic method is Minsky’s proposal to organise
knowledge according to a series of frames (Minsky, 1974). Minsky’s frames
are prototypical concepts which can support the generation of the most
plausible explanation from a set of observations. To contribute to this
view, Schank and Abelson (1977) proposed another data structure known
as script. Scripts are simple stories that an agent can use to answer Natu-
ral Language questions about typical situations. A famous example of a
script involves a restaurant scenario. In the restaurant script, the customer,
among other things, is expected to sit at a free table and wait for someone
to take their order before eating their meal. Symbolic methods have de-
fined the predominant paradigm in AI from approximately the mid-1950s
to the mid-1980s.

However, an alternative methodology emerged in the same period to
address the scalability and flexibility issues associated with symbolic ap-
proaches. Differently from symbolic methods, sub-symbolic approaches
assume that intelligence can be learned indirectly by processing data sig-
nals through distributed architectures of connected nodes, or artificial neu-
rons. Following a philosophical current known as Connectionism, these
architectures were initially designed to attempt to resemble the neurons
and synapses in the human brain (Fodor & Pylyshyn, 1988). The con-
nectionist approach sparked the development of the first Artificial Neural
Network (ANN), a simple model comprising a single neuron unit, also
known as perceptron (Rosenblatt, 1958). In the context of Computer Vi-
sion, findings about the activation patterns of the receptive fields in the
human visual cortex (Hubel & Wiesel, 1959) inspired the proposal of a
hierarchical multi-layer perceptron known as neocognitron (Fukushima &
Miyake, 1980).

Although the origin of Artificial Neural Networks has been inspired, to
some extent, by cognitive theories, the modern evolution of this class of
methods, i.e., Deep Neural Networks (DNN), was designed on purely func-
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tional grounds. Indeed, it was empirically observed that stacking mul-
tiple processing layers together and propagating information backwards
through the layers, an operation also known as backpropagation, would lead
to a drastic improvement in performance (LeCun et al., 2015).

Given the efficacy of the human mind at vision, we hypothesise that cog-
nitive theories can inform the development of Visually Intelligent Agents.
By taking this stance, we position ourselves on arrow 2 in Figure 3. In
other words, we aim to enhance state-of-the-art systems through a set of
cognitively inspired components. However, contributing to theories of hu-
man cognition is out of the scope of this research.

To find a suitable set of methods for developing Visually Intelligent
Agents, we start by reviewing the currently predominant approach in Com-
puter Vision: Deep Neural Networks, also referred to as Deep Learning
models.

2.2 sub-symbolic methods for visual intelligence

Deep learning has enabled remarkable progress on several Computer Vi-
sion benchmarks (Krizhevsky et al., 2012; Liu et al., 2020; Redmon &
Farhadi, 2017; Ren et al., 2015; Voulodimos et al., 2018). The Convolu-
tional Neural Network (CNN) model (LeCun et al., 1989; LeCun et al., 1998)
has proven particularly successful for recognising patterns from visual im-
agery and has become the standard method to process raw visual inputs
(Liu et al., 2020). In a nutshell, the CNN is the modern evolution of the
neocognitron architecture (Fukushima & Miyake, 1980). Its basic build-
ing block is the convolutional layer. This n-dimensional matrix resembles
the same grid-like structure of an image and is associated with a set of
learnable parameters, i.e., with a kernel. The kernel slides across the input
image and reduces the raw data to a series of features through dot product
operations. As such, CNNs can be used to iteratively extract feature maps
from images for classification and regression purposes.

However, CNNs and, more broadly, Deep Neural Networks (DNN) also
suffer from drawbacks. These include: (i) the inability to learn from lim-
ited data; (ii) catastrophic forgetting, i.e., insufficient ability to retain infor-
mation learned previously; (iii) the issue of disentanglement, i.e., limita-
tions in discerning, recomposing, and reusing the separable constituents
of observations; (iv) generalisation issues beyond the learned data distri-
bution and optimisation tasks.
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In a typical DL setting, training examples are shuffled to resemble in-
dependent and identically distributed conditions. The parameters of the
DL model are initialised at random first and then gradually regularised
for a specific optimisation objective, or loss function, through successive
passes over the entire data set, i.e., epochs (LeCun et al., 2015). On the one
hand, this configuration removes the start-up costs and burden of mod-
elling a new application scenario explicitly. On the other hand, it com-
plicates tasks such as explaining the obtained features, reasoning about
the current world state, and updating the model based on newly-acquired
information (Marcus, 2018; Pearl, 2018).

It so happens because DNN draw their inferences from weighted neuron
activations, i.e., numeric high-dimensional vectors known as embeddings.
These representations are fundamentally different from the clearly-defined
models that are associated with symbolic methods and structured Knowl-
edge Bases (Paulius & Sun, 2019; Sarker et al., 2022).

Moreover, learning distributed features through successive iterations
over a training set hinders the ability of a model to learn from limited
data and to be applied across different datasets and tasks. To mitigate
these issues, a number of Few Shot Learning (FSL) methods have been pro-
posed that can learn from minimal training examples (Qi et al., 2018; Snell
et al., 2017; Wang et al., 2020). In the most challenging cases, the DL model
is tested for learning new concepts from a single data point - One Shot
Learning (OSL) (Koch et al., 2015; Lake et al., 2015; Wang et al., 2020), or
even in the absence of any data points - Zero Shot Learning (ZSL) (Snell
et al., 2017; Wang et al., 2020).

2.2.1 Few-shot Learning and Transfer Learning

Few Shot Learning (FSL) approaches contribute to the broader goal of
adapting a DL model from a source domain, for which a higher number
of training examples is usually available, to a target domain. This do-
main adaptation process is also known in the literature as transfer learn-
ing (Chen & Liu, 2018). Although transfer learning does not imply that
the target domain is limited to very few data points, the latter condition
holds in the case of FSL scenarios.

A common practice in transfer learning is to extract image features from
CNN models that have been previously trained on large-scale datasets - e.g.,
ImageNet (Deng et al., 2009; Krizhevsky et al., 2012; Russakovsky et al.,
2015), instead of training the entire model from scratch. A common choice
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in the literature is to reuse pre-trained Residual Networks, or ResNets, as
CNN modules. Unlike traditional CNN models (Krizhevsky et al., 2012; Le-
Cun et al., 2015), Residual Networks were the first DL models to enable the
training of a substantially higher number of convolutional layers, yielding
deeper DNN.

A Neural Network composed of many layers is typically prone to ei-
ther vanishing or exploding gradient problems (Bengio et al., 1994). In the
former case, the gradient is at risk of significantly reducing its value due
to the repeated multiplication operations applied during backpropagation.
This phenomenon hinders optimisation because the model weights change
only marginally across iterations. The opposite scenario is also problem-
atic: a large-valued gradient rapidly increasing its value due to backprop-
agation generates unstable training parameters. ResNets counteract these
issues by allowing the gradient to flow through shortcut paths, or skip
connections, which are placed in-between convolutional layers (He et al.,
2016). In skip connections, the outputs of previous layers are summed to
the outputs of deeper layers.

Another popular approach to transfer learning is to fine-tune only the
last layers on the target domain without updating the weights of the ini-
tial layers (Chen & Liu, 2018). This design choice is supported by empir-
ical findings that suggest that the first layers of a CNN are more general
and can thus be more easily reused across different domains and tasks,
whereas features in the last layers tend to be more specialised (Neyshabur
et al., 2020; Yosinski et al., 2014). In particular, Qi et al. (2018) proposed
initialising the weights in the last layer with the same feature maps that
are extracted through pre-trained CNNs, after opportune scaling and L2-
normalisation steps. The proposal of using these so-called "imprinted
weights" (Qi et al., 2018) was inspired by our instant ability to memorise
new visual concepts (Lake et al., 2015).

2.2.2 Deep Metric Object Learning

In the context of object recognition tasks, promising FSL results have been
achieved through the use of Deep Metric Learning (DML) models. Un-
like traditional approaches, which frame the object recognition problem
as a classification over pre-determined classes, DML, or image matching,
focuses on learning a feature space to identify different image clusters.
The typical DML setup consists of multiple Convolutional Neural Net-
work (CNN) pipelines, yielding a so-called multi-branch network. Fea-
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tures extracted in each branch are compared through similarity-based or
distance-based functions.

Prototypical Networks, or ProtoNets (Snell et al., 2017), consider newly-
observed examples as a reference for drawing inferences. Specifically, em-
beddings belonging to the same target category are averaged to derive a
prototypical representation of a new class. Ultimately, objects are classi-
fied as their closest prototype in the learned feature space. In the absence
of any observations of a class, i.e., in a ZSL setting, the high-level textual
descriptions and attributes that describe the class are used to approximate
the prototype embedding.

While ProtoNets are designed to learn prototypical object representa-
tions, Siamese Networks (Koch et al., 2015) are trained for minimising the
distance between the image embeddings produced by two twin branches,
i.e., two CNN modules which are updated with the same parameter values.
The two branches are fed with image pairs that depict the same class or
instance.

Triplet Networks (Hoffer & Ailon, 2015) are an extension of Siamese
Networks, where similar images are also contrasted with dissimilar im-
ages, i.e., with negative examples. In this case, the optimisation objective,
which is formally expressed through a mathematical function known as
Triplet loss, is to learn a feature space where similar objects lie close to one
another and further away from dissimilar objects.

Because DML methods compare objects by similarity, even objects unseen
at training time can be classified, by considering their nearest neighbour in
the learned feature space. This characteristic of DML methods makes them
particularly suitable for supporting robot sensemaking (Meyer & Drum-
mond, 2019). Indeed, DML has been successfully applied to a number
of robotic applications. Sawadwuthikul et al. (2021) have used a Triplet
Network to recognise customers of a cafe in a human-robot collaboration
scenario. Suzuki et al. (2020) have relied on a Siamese Network to derive
optimal grasping poses for picking objects through a robotic arm.

Zeng et al. (2018) won the object stowing task at the latest Amazon
Robotic Challenge, by combining two DML methods: N-net, conceived for
scaling up to unknown objects, and K-net, where a second component is
added to the Triplet loss (Hoffer & Ailon, 2015), to overfit the model on
a set of known classes. Indeed, the addition of a multi-class classification
layer on top of a DML architecture, i.e., the K-net model, led to a near-
perfect performance when recognising known objects, i.e., classes which

24



are part of the training set. Conversely, the N-net performance was higher
on novel objects, i.e., on classes that are only introduced at test time.

Given the complementary performance of the K-net and N-net models,
Zeng and colleagues designed a "recollection stage" to capitalise on the
benefits of both approaches. Specifically, during recollection, if the L2

distance associated with the top-1 prediction is greater than a threshold k,
then the object is assumed to be novel and N-net is applied instead of K-net.
However, this approach is problematic because it derives k by maximising
the system’s accuracy on known test examples. Hence, it assumes that
the ground truth labels of the test set are known a priori. Moreover, this
approach uses the same test set for estimating k and evaluating the final
performance.

In our previous work (Chiatti, Bardaro, et al., 2020), i.e., prior to the
doctoral research presented in this Thesis, we tested the performance ef-
fects of initialising K-net (Zeng et al., 2018) with imprinted weights (Qi
et al., 2018). Specifically, we evaluated results on a synthetic dataset of
2D object views collected from a combination of ShapeNet (Chang et al.,
2015) and Google. However, this method is yet to be tested on real-world,
robot-collected images. Moreover, the study presented in (Chiatti, Motta,
et al., 2020) was limited to 20 object classes.

2.2.3 Image Understanding and Visual Question Answering

Naturally, visual intelligence goes beyond the ability to recognise objects
robustly. Indeed, a visually intelligent system is also expected to under-
stand the higher-level concepts conveyed by an image, such as events, emo-
tions, and situations.

A series of benchmark practices known as visual Turing tests have been
introduced to evaluate the capability of a system to understand images
(Geman et al., 2015; Lake et al., 2015; Malinowski & Fritz, 2014). Turing
originally conceived his test to check whether a computer program could
be mistaken for a human by holding a conversation in natural language
with a human judge (Turing, 1950). Similarly, the objective of visual Tur-
ing tests is to assess the image understanding capabilities of Computer
Vision algorithms through a series of binary (i.e., yes or no) questions. An
alternative approach to question answering is to ask human judges to dis-
criminate between human-generated and machine-generated images (Lake
et al., 2015).
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The task of improving a system’s ability to answer questions about the
visual content of an image is known as Visual Question Answering (VQA).
This problem has gathered increasing attention in the Computer Vision
community (Antol et al., 2015; Johnson et al., 2017; Krishna et al., 2017;
Wu et al., 2017; Yang et al., 2018). However, state-of-the-art approaches to
VQA evaluate the performance on benchmark image and video collections,
which are not representative of real-world robotic use cases.

The latter works share with this doctoral research the end goal of achiev-
ing a human-like understanding of visual data in autonomous systems.
However, the gap between human Visual Intelligence and the level of Vi-
sual Intelligence embedded in machines is currently substantial. Thus, we
argue that several other prerequisites need satisfying before attacking this
end goal. First and foremost, we ought to ask: what makes a system vi-
sually intelligent? That is, we ought to pinpoint the capabilities that can
improve an agent’s Visual Intelligence, as further discussed in Chapter 3.

Secondly, before addressing more complex sensemaking tasks, we ought
to improve the robustness of state-of-the-art methods for object recognition.
We will consider the methods in (Zeng et al., 2018) as a reference in our
experiments. As highlighted from our literature review, these provide the
most suitable sub-symbolic approach to model the case of robot sensemak-
ing. Indeed, they are optimised to learn from scenarios where known and
novel objects co-exist, and where minimal training examples are available
for the newly-observed objects. Specifically, they capitalise on Residual
Networks pre-trained on a different image domain. Moreover, they com-
bine image matching and classification learning objectives to maximise the
performance on different object groups. Based on preliminary results in
(Chiatti, Bardaro, et al., 2020), we also want to test the effects of apply-
ing the weight imprinting strategy developed by Qi et al. (2018) to these
reference models.

However, differently from Zeng et al. (2018), we propose a more rigor-
ous rationale for combining the predictions of the K-net and N-net models
to prevent data leaking from the training set to the test set. Specifically,
we want to explore the use of knowledge-driven methods to leverage DL-
based predictors of complementary performance. Indeed, the combination
of DL-based and knowledge-driven modules has emerged as a promising
approach to sensemaking tasks, as further discussed in the following sec-
tion.
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2.3 hybrid methods for visual intelligence

The limitations of Deep Learning (DL) methods have inspired the de-
velopment of hybrid (Aditya et al., 2019; Gouidis et al., 2020), or neu-
rosymbolic methods (Sarker et al., 2022), which enhance DL by means of
knowledge-based approaches. Indeed, DL-based (i.e., sub-symbolic, or
data-driven) and symbolic (i.e., knowledge-based, or knowledge-driven)
methods showcase complementary strengths and weaknesses (Darwiche,
2018).

On the one hand, Deep Learning methods can autonomously discover
features from unstructured data, whereas knowledge-based systems rely
on features that are engineered upfront. Moreover, DL-based inference
is normally faster than querying large-scale Knowledge Bases (Lake et
al., 2017). On the other hand, symbolic approaches rely on knowledge
representations that are more expressive, explainable, and reusable than
the data-driven patterns exploited by Neural Networks (Paulius & Sun,
2019). Therefore, hybrid methods promise to bring together the best of
both worlds.

Aditya et al. (2019) and Gouidis et al. (2020) have contributed a detailed
survey of hybrid methods for image understanding. Although hybrid
methods have recently regained increasing attention in the context of en-
hancing DL methods, the use of knowledge-driven reasoning and inference
to support Machine Learning (ML) tasks is not limited to the realm of Deep
Neural Networks.

Statistical Relational Learning (SRL) formalisms are an early example of
hybrid methods (Beltagy et al., 2013). In the SRL paradigm, the target do-
main is represented as a static set of random variables that are linked
together through a joint distribution. As such, a probabilistic graphi-
cal model can be built to model data observations that are represented
in relational databases and knowledge bases. Bayesian Logic Programs
(BLP), Markov Logic Networks (MLN), and Probabilistic Soft Logic (PSL)
are prominent examples of SRL methods.

The development of Bayesian Logic Programs (BLP) (Kersting & De Raedt,
2000) was motivated by the limitations of directed graphical models known
as Bayesian Networks (Pearl, 1985). In Bayesian Networks, nodes repre-
sent random variables, while edges represent the causal relationships, or
conditional probability distributions, between these variables. As such,
the topology of Bayesian Networks is rigidly-defined and difficult to ex-
pand to a varying number of objects and relations. BLP approaches extend
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the propositional logic statements symbolised in Bayesian Networks, i.e.,
Boolean statements, to First Order Logic (FOL) axioms, which can be uni-
versally quantified.

Similarly, Markov Logic Networks (MLN) couple weighted FOL clauses
with undirected graphical models known as Markov Networks (Richard-
son & Domingos, 2006). Unlike Bayesian Networks, Markov Networks are
undirected and can contain cycles.

Probabilistic Soft Logic (PSL) (Kimmig et al., 2012) combines Markov
Networks with fuzzy logic statements, i.e., with predicates whose truth
values can be expressed through real numbers in the [0, 1] range. Weights
for the logic axioms in PSL and MLN models are learned by iteratively opti-
mising a likelihood metric over the Markov Network. Specifically, pseudo-
likelihood functions can be used to approximate the joint probability dis-
tribution of variables, to ensure the tractability of the reasoning process in
the case of large and complex networks (Richardson & Domingos, 2006).

Both PSL and MLN have been successfully applied to image understand-
ing tasks. In (London et al., 2013), PSL was used to infer group activities,
such as queuing or dancing, from the individual actions depicted in the
input images. Intuitively, this process is equivalent to answering ques-
tions such as, what is the likelihood that everyone is dancing if one person
is dancing? In (Zhu et al., 2014), MLN aided the prediction of object af-
fordances from images. In this context, the term affordance refers to the
intended uses and actions associated with an object, such as fruit is edible or
football is rollable. Specifically, Zhu et al. first constructed a Markov Logic
Network on the basis of assertions extracted from raw visual and textual
data. Then, the network learned from the data a set of optimal weights to
predict the object affordances.

Given the impressive performance of Deep Learning methods across
different Computer Vision tasks, many hybrid methods have been pro-
posed that are specifically tailored to Deep Neural Networks (DNN). In
this context, background knowledge and knowledge-based reasoning can
be integrated at four different levels of the DNN (Aditya et al., 2019): (i) in
pre-processing, to augment the training examples or to partition the learn-
ing space, (ii) within the intermediate layers, (iii) as part of the architectural
topology or optimisation function, and (iv) in the post-processing stages, to
validate the predictions of the DNN.

Naturally, these different approaches to neurosymbolic learning are char-
acterised by individual strengths and weaknesses. Methods in the first
group aim to reduce the complexity of the learning space before DL is
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applied. However, these methods also require that the background knowl-
edge introduced in the system is opportunely pre-processed, so that it
can be input to a Deep Neural Network. Conversely, methods in the sec-
ond group process the input data and knowledge statements separately.
Then, a joint feature space is learned across the two pipelines, generating
a so-called multi-modal embedding. In this setup, the contribution of the
different features that compose the embedding to the inference process is
difficult to pinpoint. By contrast, methods in the third group rely on a
more explainable structure, because they tailor the design of the DNN to
the topology of Knowledge Graphs. Methods in this group that adopt a
fixed, pre-determined structured are difficult to adapt to varying sets of
object classes and knowledge statements. However, alternative methods
have been proposed that are modular and trainable end-to-end. Neverthe-
less, the latter methods still prevent us from disentangling the contribution
of DL-based and knowledge-based features to the training loss. In this re-
spect, methods that integrate knowledge in post-processing allow us to
more precisely isolate the effects of injecting background knowledge in
the DL pipeline while maintaining the advantage of modularity.

The approach proposed by Mancini et al. (2019) falls under the first
group of neurosymbolic methods. In (Mancini et al., 2019), training exem-
plars for newly-observed classes were retrieved from the Web, to compen-
sate for the lack of supporting observations. However, the Web-retrieved
images had to be manually validated to be effectively used as training ex-
amples. Recent approaches have been proposed (Wang et al., 2017; Wu
et al., 2017) where benchmark collections of images and text are enriched
with facts extracted from large-scale Knowledge Bases (Auer et al., 2007;
Speer et al., 2017; Tandon et al., 2017), to aid Visual Question Answering
(VQA) tasks.

A second and increasingly popular trend in Computer Vision fuses vi-
sual and symbolic features within multi-modal embeddings (Castellano et
al., 2021; Daruna et al., 2019; Garcia et al., 2020). For instance, in (Castel-
lano et al., 2021; Garcia et al., 2020), a CNN has been jointly trained on
visual features extracted from images and on feature vectors extracted
from a Knowledge Graph for classifying artworks. Similarly, Daruna et
al. (2019) have relied on multi-relational embeddings to teach a robot to
answer questions about the typical location, fabrication material and affor-
dances of objects. However, the robot performed poorly on object categori-
sation tasks, i.e., when asked to infer the object class from its attributes. In
other words, multi-relational embeddings tailored to a specific task could
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not be reused effectively on related tasks. As such, these methods suffer
from the same disentanglement and explanation issues as traditional DL.

More transparent and explainable than multi-modal embeddings, ap-
proaches in the third group are aimed either at (i) modelling the reasoning
process through the topology of a Knowledge Graph (Donadello et al.,
2017; Koner et al., 2021; Li, Tarlow, et al., 2016; Manhaeve et al., 2018;
Marino et al., 2017), or at (ii) introducing modular knowledge-based com-
ponents, which are trainable end-to-end (Santoro et al., 2017; van Krieken
et al., 2020).

In Logic Tensor Networks (LTN) (Donadello et al., 2017), predicates, e.g.,
Orange(x), are represented as distinct DNN. Moreover, the individual ob-
jects (e.g., instances of the Orange class) are modelled as points in a vector
space. In this setup, optimal weights for the DNN are learned to satisfy a
set of soft-logic rules: e.g. all oranges are round, or ∀Orange(x) → round(x).
Manhaeve et al. (2018) proposed a variation of the LTN architecture known
as DeepProbLog, where logic rules are expressed in Prolog. Intuitively,
this approach is not scalable to a varying number of object classes because
it requires constructing a DNN for each considered predicate.

However, other approaches have been proposed that can receive a Knowl-
edge Graph linking different entities and relations as input. In Graph
Gated Neural Networks (GGNN), each node in the graph is fed to the DNN
architecture at a given time-step (Li, Tarlow, et al., 2016). This method en-
ables the process of sequential data through looping structures known as
Recurrent Neural Networks (RNNs). For example, in the context of object
recognition tasks, this method can be applied to triples that represent the
relationships between objects in the graph. Because running inferences
over a full-scale Knowledge Graph (KG) can be inefficient, Marino et al.
(2017) proposed an extension of GGNN named Graph Search Neural Net-
works (GSNN), where the most relevant sub-graph is selected from the in-
put KG, based on the observed objects in a given image. Hence, the GSNN

model requires a set of detected object regions as input. Koner et al. (2021)
adopted a similar approach to GSNN to tackle Visual Question Answering
tasks. Specifically, for each input image, Koner et al. (2021) considered the
scene graph that models the detected objects and relations in that image
and trained a DNN to find the optimal path to traverse the scene graph.
Thus, this method assumes that a compositional representation of the im-
age is available. However, it is more interpretable and explainable than
methods based on embedding representations. Indeed, in this case, the
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predictions can be traced back to explicit reasoning chains, i.e., the paths
taken along the Knowledge Graph.

Not all methods in this group require a graph as input, however. San-
toro et al. (2017) proposed a module known as Relational Reasoning Layer,
which can be trained end-to-end through the standard methods for gradi-
ent backpropagation. Given a set of input objects, the Relational Reasoning
Layer learns the joint probabilities of observing these objects, given their
relations. Thus, this method is similar to LTN because it capitalises on
the availability of knowledge-based predicates which link the different ob-
jects. Another similar approach was explored in (van Krieken et al., 2020)
to classify images of digits taken from the MNIST dataset (LeCun et al.,
2009). This method considered knowledge statements expressed in fuzzy
logic for computing the overall training loss.

In the latter methods, both the symbolic and sub-symbolic components
of the Network contribute to the learning loss. However, an alternative de-
sign approach is to decouple the Deep Learning steps from the knowledge-
based inference process, to isolate the contributions of symbolic and sub-
symbolic modules. That is, the predictions generated via DL are validated
in post-processing. This class of methods offers the advantage of modular-
ity, because it is agnostic to the specific methods used to implement each
component.

Moreover, by following this configuration, external knowledge resources
can be adaptively queried without re-training the DNN when novel ob-
ject classes are observed (Burghouts & Hillerström, 2021; Young et al.,
2017).Young et al. (2017), reused a CNN that was previously trained on Im-
agenet to generate object predictions from robot-collected images. These
predictions were used as spatial cues to classify unknown objects on the
basis of neighbouring objects. Specifically, given a set of nearby objects, the
most semantically-similar concept was retrieved from DBpedia to classify
the unknown object.

The system proposed in (Burghouts & Hillerström, 2021) also capitalises
on expert knowledge to classify unknown classes. Concretely, a DNN was
trained to detect a predefined set of object parts. Then, a reasoning module
was developed to classify novel objects on the basis of the DL-predicted
parts.

The doctoral research presented in this Thesis aims to test that the in-
tegration of knowledge-based components can improve the Visual Intel-
ligence of systems based on Deep Learning. Disentangling the individ-
ual contributions of knowledge-based and DL-based components is an
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essential precondition to testing this hypothesis. Therefore, introducing
knowledge-based reasoning in post-processing is the most suitable hybrid
approach to fulfil this objective among the reviewed ones.

With these premises, the next step is investigating the knowledge re-
sources that can support a hybrid architecture for Visual Intelligence.

2.4 knowledge resources for visual intelligence

To suit the case of service robotics, a knowledge representation model
should bridge the gap between the lower-level inputs collected by the
robot’s perceptual layers, e.g., through vision and navigation, and the
higher-level semantic representation of these symbols (Paulius & Sun, 2019).
Paulius and Sun (2019) discriminate between specific and comprehensive
Knowledge Bases, the latter also referred to as fully-fledged knowledge
Knowledge Bases.

Learning models produce specific representations. The image embed-
dings in a Convolutional Neural Network (CNN) and the directed, acyclic
graphs of Bayesian Networks are examples of specific representations. Com-
prehensive Knowledge Bases, instead, formalise relevant concepts as higher-
level ontologies and are agnostic to the specific learning method used.
Considering the breadth of knowledge that is required for robots to exhibit
human-like sensemaking capabilities (Hoffman, 2000; Lake et al., 2017),
in what follows, we prioritise the analysis of knowledge representations
which can be considered as comprehensive. Naturally, these fully-fledged
KBs could be used to augment other lower-level representations, such as
the image embeddings learned via DL, in a neurosymbolic fashion.

Comprehensive Knowledge Bases can be categorised with respect to the
type of knowledge they encode. In particular, Storks et al. (2019) have cate-
gorised Knowledge Bases as (i) linguistic, (ii) common, and (iii) commonsense
resources. Linguistic knowledge supports the understanding of language.
Namely, it supports understanding the semantic definition of words, the
structure, syntax, and grammar of language discourse. Common knowl-
edge concerns ’well-known facts about the world that are often explicitly
stated’ (Storks et al., 2019). It can be knowledge of a specific domain,
such as historical facts or Physics notions, or general-purpose knowledge,
which spans across different areas and levels of expertise, like in the case of
the predicates elephants are animals, or apples are fruit. In the following, we
refer to these facts with the term encyclopaedic to better discriminate them
from commonsense knowledge. Indeed, while encyclopaedic knowledge
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is factual and explicit, commonsense knowledge is often taken for granted
because it was never explicitly taught to us (Davis & Marcus, 2015). Com-
monsense knowledge concerns assumptions that are usually subjective,
based on cultural norms, and that we deem as typical or plausible (Davis
& Marcus, 2015; Levesque, 2017; Storks et al., 2019).

The survey by Storks et al. (2019) is centred around the objective of tack-
ling Natural Language Processing (NLP) tasks and only includes a single
data modality, i.e., textual resources (Storks et al., 2019). However, our
goal is to identify fully-fledged knowledge resources that are suitable for
VIA. Therefore, in our review, we will not only look at i) linguistic, (ii) ency-
clopaedic, and (iii) commonsense resources, but also at (iv) Knowledge Bases
that have been designed specifically for robots (Paulius & Sun, 2019; Thosar
et al., 2018), as well as at (v) multi-modal data collections that link textual
concepts with imagery (Liu et al., 2019; Wu et al., 2017).

While a detailed review of these KBs will be carried out in Chapter 4, in
what follows, we will examine the different characterisations of common-
sense knowledge in the literature.

2.5 on the (visual) knowledge we do not see :
characterising commonsense

Developing programs that display commonsense has been one of the cor-
nerstone objectives of AI since the earliest days of the field (Hayes, 1988;
McCarthy, 1960; Newell, 1982). Because most people exercise some de-
gree of commonsense daily, contrarily to AI applications, commonsense
has been hypothesised to be one of the most crucial missing pieces for
machines to achieve human-like language comprehension and image un-
derstanding abilities (Davis & Marcus, 2015).

Despite the significant efforts devoted to building large-scale reposito-
ries of commonsense knowledge (Lenat, 1995; Romero et al., 2019; Speer
et al., 2017; Tandon et al., 2017), the literature still lacks a systematic assess-
ment of the commonsense knowledge provided by state-of-the-art knowl-
edge bases (Davis & Marcus, 2015). This scenario is further complicated
by the fact that the AI literature arguably lacks a robust definition of com-
monsense.

In fact, the ambiguity surrounding the term commonsense spans even
beyond the scope of AI. The Cambridge Dictionary defines commonsense
as "the basic level of practical knowledge and judgement that we all need
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to help us live in a reasonable and safe way" 1. According to the Oxford
Dictionary, commonsense is "the ability to think about things in a practical
way and make sensible decisions" 2.

From the above definitions, we can infer that commonsense must involve
some form of practical knowledge and judgement. Hence, we can hypothesise
that commonsense contributes to Visual Intelligence.

Indeed, as we make sense of the world, our vision system only provides
us with the information which is necessary to behave appropriately (Snow-
den et al., 2012). That is, our visual system retains only an efficient subset
of the stimuli we receive. This compact recording is not the most objective
and accurate account of the environment. It carries significantly less infor-
mation than the image streams recorded through a high-resolution camera.
Nevertheless, it allows us to achieve far more advanced sensemaking abil-
ities than any existing machine.

Similarly to visual sensemaking, commonsense reasoning also involves
a process of subjective filtering of information. To cope with the person-
specific, social, cultural, geographical, linguistic and educational factors
that contribute to commonsense and make its definition more tractable,
McCarthy proposed to consider the knowledge shared "by any non-feeble-
minded human" (McCarthy, 1960). Similarly, Davis (2017) defines com-
monsense as the body of knowledge held by "a 21st-century, first-world,
urban, middle-class, normally-abled child, with an appropriate level of
schooling, whose native language is English if that matters". In this view,
commonsense is roughly shared by most people (Davis, 2017).

Since commonsense is universal to most people, it is taken for granted.
It is "largely unverbalised", "largely unavailable to introspection", and "not
explicitly taught" (Davis & Marcus, 2015). Indeed, while we communicate,
we tend to leave out trivial concepts and assume that we share a common
ground of terminology and social norms with our interlocutor (Havasi et
al., 2007).

If we consider the Psychology literature, we can link the concept of com-
monsense to that of practical intelligence, i.e., a set of abilities that are es-
sential to succeed at real-world, concrete tasks. The latter contrasts with
academic intelligence, which is typically evaluated through structured as-
sessments, such as psychological IQ tests, or school exams (Sternberg et
al., 1995). Another related concept to commonsense that we can borrow

1 https://dictionary.cambridge.org/dictionary/english/common-sense, Last accessed on
Aug 24, 2022.

2 https://www.oxfordlearnersdictionaries.com/definition/english/common-sense?q=
common+sense. Last accessed on Aug 24, 2022.

34

https://dictionary.cambridge.org/dictionary/english/common-sense
 https://www.oxfordlearnersdictionaries.com/definition/english/common-sense?q=common+sense
 https://www.oxfordlearnersdictionaries.com/definition/english/common-sense?q=common+sense


from organisational theories is that of know-how, an umbrella term which
refers to the procedural knowledge and skills that one gains through direct
action and experience (Sternberg et al., 1995; Winograd, 1975).

In addition to being inherently practical, commonsense knowledge is
independent of any domain of specialisation. For instance, we can expect
that a paper falling on an open fire will fan the flames, even without know-
ing the exact Physics formulas involved in the process (McCarthy, 1960).
This intuitive understanding of the law of Physics, also known as naïve
physics (Hayes, 1988), is independent of our familiarity with the subject
of Physics (Lake et al., 2017). Similarly, most of us know that people play
chess for fun, even without any knowledge of the game’s intricate moves,
openings and tactics.

Despite its transversal focus across different domains, commonsense
knowledge has often been confused with encyclopaedic knowledge in the
AI literature. For instance, Suh et al. (2006) tried to approximate common-
sense by extracting from Wikipedia articles sentences like "Foxes gather
a wide variety of foods ranging from grasshoppers to fruit and berries".
However, most people are unaware of facts such as the typical diet of
foxes, unless they have studied it in school or have had to deal with it due
to particular situations, e.g., a proliferation of foxes in their area.

Another view proposes to gather commonsense by grouping observa-
tions of entities in a class under generic statements (Tandon et al., 2017;
Tandon et al., 2018). Based on this premise, Tandon and colleagues argue
that generic facts such as apples are round, or carrots are orange are "difficult
for machines to acquire".

While the overall claim on the difficulty for machines to autonomously
acquire commonsense stands, the examples that support this statement are
problematic. Facts such as apples are round or carrots are orange are, in fact,
easy for machines to acquire, especially considering the current availability
of large-scale annotated image collections. More fitting examples of trivial
statements regarding apples and carrots that are harder for algorithms to
acquire would be: an apple falling from a tree can hurt, or carrots are never
brought near the mouth to hold a telephone conversation.

The definitions of commonsense that have been proposed in the context
of Computer Vision problems are equally problematic. Aditya et al. (2019)
view commonsense as "mapping the objects in a scene to a set of semantic
frames, representing high-level knowledge (about events, activities)". Sim-
ilarly, Yatskar et al. (2016), devised a method to map the observations of
specific entities, e.g., dog lies on bed, to more generic statements, e.g., animal
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lies on furniture. These approaches reduce commonsense reasoning to tax-
onomic reasoning, thus leaving out other key components of commonsense,
such as causal reasoning, temporal reasoning, and spatial reasoning (Davis
& Marcus, 2015).

Furthermore, commonsense also entails reasoning about the plausibility
of events and situations (Davis & Marcus, 2015; Levesque, 2017). Given
what is known from experience, commonsense allows us to reach conclu-
sions which are reasonable or sensible, even in unprecedented situations.
According to Levesque, "commonsense enters the picture when we are
forced to act in situations that are sufficiently unlike the patterns we have
seen before" (Levesque, 2017). As such, commonsense reasoning allows
us to deal with long-tail phenomena, i.e., significant events that are rarely
observed (Davis & Marcus, 2015).

For instance, no individual with commonsense would ever serve a soup
containing a cockroach, even without experience with waiting tables. Mak-
ing a sensible decision while faced with this unexpected situation is paramount
for the server to preserve both his job and the restaurant’s reputation. On
the contrary, the chances of being served a cockroach-infused soup would
be higher if we were dealing with a robot waiter. It so happens because
artificial systems are particularly brittle: they are limited to "the scope
originally intended by their designer" (McCarthy, 1960).

In sum, we learn commonsense through experience, but we also tap
into our commonsense to handle atypical situations, which deviate from
experience. As such, finding a comprehensive definition of commonsense
remains an open challenge. Nonetheless, our literature review suggests
that commonsense involves an intelligence of the practical kind, which is
more generic than encyclopaedic and domain-specific facts and which is,
to some extent, shared by most people. Thus, in the context of Visual
Intelligence, we characterise commonsense as:

The body of knowledge and reasoning processes that is avail-
able to most individuals to interpret a given image and that al-
lows them to rule out implausible interpretations of the image.
This judgement is based not only on the features of the image
that can be directly observed but also on prior knowledge. In
particular, this knowledge is experiential and cross-sectional to
specialised domains (e.g., time, space, physics). Therefore, it
can be reused reliably and robustly across different reasoning
scenarios.
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Given the broad and open-ended nature of commonsense, pinpointing
the requirements for building AI applications which exhibit commonsense
would be impractical. However, commonsense and Visual Intelligence ap-
pear as highly-overlapping concepts.

In this context, investigating the requirements of Visual Intelligence
(RQ1) can provide a practical starting point to audit the commonsense
knowledge included in state-of-the-art KBs. Moreover, it can help equip
autonomous agents with part of the commonsense knowledge and com-
monsense reasoning capabilities that they are currently lacking. Thus, if
not equipped with better answers and better definitions, at least we are
left with better-formed questions to continue the exploration. Our search
for the requirements of VIA commences in the next chapter.
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3
E P I S T E M I C R E Q U I R E M E N T S O F V I S U A L LY
I N T E L L I G E N T A G E N T S

For things to exist there are two essential conditions,
that a man should see them and be able to give them a name.

— José Saramago ("The Stone Raft")

Stat rosa pristina nomine; nomina nuda tenemus.

— Umberto Eco ("The Name of the Rose")1

This chapter presents the epistemic requirements for developing Visu-
ally Intelligent Agents. We start by gathering requirements from the top
down, based on seminal theories of visual cognition and machine intelli-
gence, in Section 3.1. Then, in Section 3.2, we map these requirements to
a series of benchmark robotic tasks introduced at the 2021 Smart Cities
and Robotics Challenge (SciRoc). Additionally, we map the collected re-
quirements to the types of errors that emerge from the application of Deep
Learning methods to recognise everyday objects in an office environment
(Section 3.3). In this way, we extend this initial set of requirements with ad-
ditional ones, which are grounded in concrete robotic tasks. Concurrently,
this setup allows us to assess the relative importance of requirements with
respect to the reference robotic scenarios.

Part of the work presented in this chapter has been published in: Chi-
atti, A., Motta, E., and Daga, E. (2020). Towards a framework for Visual
Intelligence in Service Robotics: Epistemic requirements and gap analy-
sis. Proceedings of the International Conference on Principles of Knowledge Rep-
resentation and Reasoning (KR) - Special session on KR & Robotics, 905–916.
https://doi.org/10.24963/kr.2020/93.

1 paraphrased from the original verse I, 952 by Bernard de Morlaix ("De Contemptu
Mundi").
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3.1 a top-down approach

As pointed out in the previous chapter, cognitive theoretical frameworks
can inform the development of Visually Intelligent Agents. Lake et al.
(2017) have recently suggested a set of core ingredients that characterise
how we think and learn. The discussion introduced by Lake and col-
leagues broadly concerns human intelligence as a whole and goes beyond
visual sensemaking. From (Lake et al., 2017) we borrow those ingredients
which pertain to Visual Intelligence, namely learning as model building, in-
tuitive physics, compositionality, and thinking fast - which we rename as fast
perception in the following. We further complement these ingredients with
other principles based on Donald Hoffman’s seminal book, "Visual Intelli-
gence: how we create what we see" (2000). These additional requirements
are spontaneous morphing, which falls under Lake et al.’s notion of composi-
tionality, generic views, and motion vision. In the remainder of this section,
we describe these core concepts, which are also illustrated in Figure 3.1.

3.1.1 Learning as Model Building

Thanks to our vision system, we can easily interpret what we see. We can
recognise the boundaries between different objects (Hayes, 1988; Rosch
et al., 1976), their natural structure and configuration (Minsky, 2007), in-
sofar as discerning what is relevant from what is irrelevant (Brooks, 1991;
Rosch et al., 1976). Thanks to these perceptual abilities, we can build a fine-
grained mental model of the environment (Lake et al., 2017; Pearl, 2018),
where new concepts can be formed by combining previously learned con-
cepts (Chomsky, 2010). This capability is often referenced, in the literature,
as learning-to-learn (Lake et al., 2017) or meta-learning (Chen & Liu, 2018).

Through meta-learning, we can reuse the concepts which we have learned
in different scenarios (Davis & Marcus, 2015), even in unprecedented situa-
tions (Levesque, 2017). Conversely, state-of-the-art Deep Learning models
can only recognise regularities, or patterns, from the input data. As a re-
sult, long-tail phenomena (Davis & Marcus, 2015) are particularly difficult
for pattern recognition algorithms to detect.

We also rely on our mental models for deliberation, including reasoning
on the causes and effects of our interactions (Lake et al., 2017).

The world models we construct are far from static. In fact, we are primed
to incrementally recognise change (Snowden et al., 2012). Thus, another
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Figure 3.1: The top-down requirements for developing Visually Intelligent Agents,
as gathered from reference cognitive frameworks by Lake et al. (2017)
and Hoffman (2000).
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latent requirement of model building (and, more broadly, of sensemak-
ing, as defined in Chapter 1) is the capability to consider successive ob-
servations of the environment. As such, this requirement entails dealing
with the long-standing problem of object anchoring (Coradeschi & Saffiotti,
2003), i.e., the task of maintaining a correspondence, within artificial mod-
els, between the perceptual data collected from the environment and the
higher-level taxonomies of concepts that represent distinct object entities.

The model building component thus requires:

• incremental object learning,

• object anchoring,

• and causal reasoning capabilities.

It also entails having access to:

• higher-level object representations that can be expanded opportunis-
tically as new concepts are learned;

• hierarchical object taxonomies where new concepts are represented
as a combination of existing concepts;

• cause-effect relations between concepts, including infrequent rela-
tions.
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Because this first requirement shapes the way we learn and the way
we mentally represent the learned concepts, it is transversal to the other
requirements discussed in the following.

3.1.2 Intuitive Physics

One causal world model that children excel at constructing even before six
months of age is that which adheres to intuitive physics principles (Spelke
et al., 1995). Indeed, infants understand object permanence. They ’believe
objects should move along smooth paths, not wink in and out of existence,
not inter-penetrate and not act at a distance’ (Lake et al., 2017). From
very early on, we can judge the physical attributes of objects, such as their
rigidity, hollowness (Gouidis et al., 2020) and suitability to contain other
objects (Savva et al., 2015).

The ability to reason about the physics principles that govern the envi-
ronment can be viewed as a special case of causal reasoning. Nonetheless,
here we treat the requirement of Intuitive Physics separately from model
building due to the centrality of this requirement for visual sensemaking.

Since Hayes’ ’Naïve Physics Manifesto’ was published in 1978, many
have advocated the need to integrate intuitive physics, or commonsense
physical knowledge, in AI systems (Davis & Marcus, 2015; Lake et al.,
2017). In Hayes’ view, these commonsense, physical properties of objects
such as shape, orientation, continuity and inertia are organised as clus-
ters, i.e., as neighbourhoods of concepts, which are tightly related through
several axioms (Hayes, 1988).

As such, intuitive physical properties also play a central role in object
categorisation. For instance, our priors about objects’ typical relative size
strongly influence how we interpret perspective in images (Konkle & Oliva,
2011). If we were shown a picture depicting a very large cup and a rela-
tively smaller but similarly shaped rubbish bin, we would still be able
to disambiguate the two. We would conclude that the cup is in the fore-
ground and the bin is in the background because we know that cups are
typically smaller than bins.

At times, we can also infer objects’ most suitable configurations and
uses from their physical attributes. For instance, we can intuitively tell
that a baseball is not a suitable container because of its solidity, i.e., its
solid volume, which can consist of convex and concave surfaces (Savva et
al., 2015). We also intuitively know that a water bottle is more likely to be
spotted lying upright, rather than upside-down, sitting on its cap. In other
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words, many object categories exhibit a natural orientation, e.g. upright or
front-sided, in which they are typically observed (Savva et al., 2015).

In sum, to adhere to the requirement of Intuitive Physics, the envisaged
system would need to include:

• a reasoner that is capable of considering the physical properties of
objects;

• knowledge representations that describe these physical properties,
such as the object size, natural orientation, typical solidity, and weight,
to name just a few.

3.1.3 Compositionality

Another ingredient that makes humans so efficient at visual sensemaking
tasks is compositionality (Lake et al., 2017), which is sometimes referred
to as spontaneous morphing (Hoffman, 2000). In other words, we process
visual concepts as a combination of parts and relations between these parts
(Lake et al., 2017). These parts ’could be objects themselves’ (Aditya et al.,
2019). Therefore, compositionality has to do both with (i) the sub-parts
composing each object, as well as with (ii) the spatial configuration of
different objects.

Compositionality helps children learn to differentiate between the self
and the surroundings and to categorise the world as a collection of ’things’
(Piaget, 1956), even before knowing what these things are (Hoffman, 2000;
Rosch et al., 1976). Firstly, dividing objects into structural sub-parts is
essential to learn to recognise them. Indeed, we rarely see objects in
their entirety, and as we move, different parts become visible, and other
parts disappear from our visual field (Edelman, 1999). Moreover, many
objects include movable parts, which can be differently configured (Hoff-
man, 2000). Secondly, we can differentiate the nearby objects from their
sub-parts. Indeed, studies have shown that infants can identify the spatial
relationships between different physical entities (e.g., above, below, next
to) independently from the object categories involved and their level of
familiarity with these objects (Casasola & Cohen, 2002).

Hence, to adhere to compositionality principles, a desirable system should
include:

• a segmentation module to recognise the object sub-parts;

• geometric and spatial reasoning capabilities.
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These capabilities imply knowing

• part-whole object relations. Hierarchies of part-whole relations are
often called meronomies or partonomies.

• the Qualitative Spatial Relations (QSR) between objects.

3.1.4 Generic 2D Views: How We Construct Depth

The retinal images cast at the back of our eyes are 2-dimensional. We
construct their representation in the 3D world mentally, thanks to our Vi-
sual Intelligence (Hoffman, 2000). Specifically, we construct only those 3D
models for which the retinal image provides a generic or stable view. This
implies the existence of a set of preferred canonical views from which we
can recognise objects more rapidly and effectively. These 2D views exhibit
specific shape and colour traits (Hoffman, 2000).

First, the way we typically draw contours on 2D images and segment the
objects is non-arbitrary. Hoffman (2000) refers to the 2D shapes we con-
struct as ’subjective’ because our mind constructs them. However, these
shapes are universal because we all construct them according to the same
rules. This view aligns with findings that showed that humans categorise
objects by similarity to prototypical shapes, obtained from averaging all
contours of objects belonging to a particular class (Rosch, 1978; Rosch et
al., 1976).

Secondly, we interpret our retinal images based on the colours we con-
struct. Colour, however, causes much ambiguity. For instance, shapes
printed in the same ink on a sheet of paper can look different from one
another under different light sources or depending on which other colours
are occupying our visual field (Hoffman, 2000). To overcome this ambigu-
ity, the human mind poses specific constraints on how we decide to apply
colours to both the objects and the light sources we observe. Although the
mechanisms that allow humans to approximate similar colours despite
changes in lighting are still unclear, there is evidence that our perception
of colours is based on principles of stability. When interpreting retinal im-
ages, we select the most stable combination of shape, colour and light, i.e.,
the one for which perturbations in shape, colour and luminance result in
the fewest changes to the image.

This evidence suggests the need for the following capabilities:

• segmenting from images the stable 2D regions that represent objects;
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• classifying objects based on their visual similarity to generic (or pro-
totypical) 2D views.

As such, this requirement also implies having access to:

• a dataset of 2D object views,

• prototypical shapes and stable colour regions derived from this data.

The segmentation capability mentioned above partially overlaps with
the compositionality requirement (Section 3.1.3). However, the image seg-
mentation required for extracting 2D object views precedes the finer-grained
segmentation of object parts.

3.1.5 Motion Vision

Motion is also constructed by our Visual Intelligence (Hoffman, 2000) and
plays a crucial role in object categorisation. Pioneering experiments con-
ducted by Eleanor Rosch have shown that we group objects into basic or
natural categories based on the set of common motor actions that we use to
interact with these objects (Rosch et al., 1976). In 1979, Gibson coined the
term affordances to refer to what the environment ’offers, provides or fur-
nishes’ to the observer (Gibson, 1979). In this view, the object’s design and
functional parts influence its uses. Gibson’s original definition was later ex-
tended by Norman (1988), in the context of Human-Computer Interaction
(HCI), to refer to the set of possible actions that are readily perceivable by
an actor when interacting with everyday objects. Over the years, there have
been different appropriations and definitions of the term affordance. As a
result, the term has grown to embrace the different uses (and misuses) that
are motivated by the actor’s goals, intentions and past experiences. Nev-
ertheless, these different views share a common assumption: each object
brings a range of typical uses. These uses can help discriminate different
object categories. Back to our running example, if HanS observes a person
typing on an unknown object, the observed object would more likely be
a keyboard than a potted plant. Conversely, the recommended action of
watering a plant is certainly not desirable on a keyboard. In what follows,
we use the term affordance to refer specifically to the sets of actions and
uses that are commonly associated with everyday objects.

Some of these actions entail moving objects from one location to another.
On the contrary, other objects remain fixed at specific locations. The evo-
lution of the object location over time forms a spatio-temporal trajectory,
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which we will refer to, in the following, as motion trajectory, consistently
with related cognitive studies that study the role of motion properties in
memory and categorisation (Kourtzi & Nakayama, 2002). Indeed, cogni-
tive studies have suggested that the human brain maintains two distinct
representations (or signatures) for static and moving objects (Kourtzi &
Nakayama, 2002; Wallis, 2002). Namely, our brain represents static objects
as a set of known static views circumscribed to a limited spatial range.
Conversely, it conceptualises moving objects by interpolating sequences
of images along the object motion paths, thus covering a more extensive
spatial range (Kourtzi & Nakayama, 2002).

Therefore, two additional required capabilities that we can identify are:

• object tracking across temporally ordered frames,

• action recognition.

These two components can benefit from the integration of prior knowl-
edge of:

• the object affordances,

• and motion trajectories of these objects (or lack thereof).

In this context, we define object tracking as the capability to track objects
across temporally-ordered frames. Thus, this concept is closely related to
the theme of object anchoring (Section 3.1.1). However, while object track-
ing implies that the object is visible across successive frames, the capability
to anchor objects over space and time also entails retrieving information
that may be outside of the current field of view. From this perspective, the
object anchoring requirement links the motion vision component with the
overarching goal of model building.

3.1.6 Fast Perception

Humans learn to recognise objects very rapidly, often from their first ex-
posure to unknown objects (Lake et al., 2017). Thus, another requirement
for systems to exhibit Visual Intelligence is to maximise their learning ef-
ficiency and speed. Inference times may increase when querying exter-
nal repositories in comparison to applying off-the-shelf Deep Neural Net-
works (DNN) (Lake et al., 2017), especially when computationally intensive
simulation engines are adopted (Beetz et al., 2018). Thus, we hypothesise
that another promising direction for building Visually Intelligent Agents
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is to capitalise on Deep Learning methods which can be trained efficiently
on minimal training examples (Liu et al., 2020).

3.2 a bottom-up approach : impact on the sciroc benchmark

tasks

Since our focus is on service robotics, we want to ground the theoretical
ingredients identified in the previous section into robotic scenarios that
require visual sensemaking capabilities. To this aim, we start by consider-
ing the benchmark tasks introduced at the latest Smart Cities and Robotics
Challenge (SciRoc 2021)2. Specifically, we assess the relevance of the top-
down requirements qualitatively across the considered robotic tasks.

3.2.1 The SciRoc 2021 Episodes

The ERL is the reference research community that currently provides a
framework for robotic competitions. Since 2019, the scope of ERL compe-
titions has been extended to consider the integration of robots in Smart
Cities, through the support of the Horizon2020 EU-funded project SciRoc.
The 2019 and 2021 editions of the SciRoc competition aimed at provid-
ing a set of challenges where robots are required to interact with a sim-
ulated smart city environment and with the public to provide a range of
services. Specifically, each challenge was framed as a story that repre-
sents the interaction between robots and users in a smart city, to make
the competition more accessible and understandable to the general public
(Bardaro, Daga, et al., 2022). Due to the ongoing COVID-19 pandemic,
the 2021 edition of SciRoc was held as a hybrid event, with the option for
participating teams to compete in person, in a physical arena, or within
a simulated, virtual environment. However, because our focus is on em-
bodied agents, in the following analysis, we assume that the robot activ-
ities are conducted within the physical SciRoc arena, i.e., through the in-
teraction with actual objects and people. The remainder of this section
provides an overview of the SciRoc 2021 episodes. The detailed rule-
books that describe the evaluation criteria of the episodes are available at
https://sciroc.org/2021-challenge-description/ (last accessed on Aug 24,
2022).

2 https://sciroc.org/. Last accessed on Aug 24, 2022.
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episode 1 - coffee shop. In this first use-case, robots are required to
act as waiters in a coffee shop. Specifically, they are expected to (i) mon-
itor the status of tables, which can be ready, needs serving, already served,
or in need of cleaning. Moreover, they must (ii) take orders from the cus-
tomers and (iii) move the ordered items to and from the tables. Partic-
ipants should place objects on a tray attached to the robot to facilitate
the delivery of orders. Hence, the robot is not expected to manipulate
objects but only to navigate to and from the table locations. This setup
ensures that the focus of the evaluation is placed on the robot’s ability to
accurately perceive objects and people. Moreover, this task aims to evalu-
ate the robot’s ability to understand the customer’s orders given through
speech commands. Alternatively, teams can ask customers to provide their
orders through the modality of sign language, which is the core interaction
modality of episode 2. Simplified methods of interaction (e.g., textual in-
put, ordering through a tablet or QR codes) are also allowed. However,
resorting to the latter methods does not add to the team’s score.

episode 2 - sign language generation/interpretation. This
task aimed to assess a robot’s ability to interact with users through signs,
i.e., hand gestures, body language, and facial expressions, as opposed to
spoken words. The organisers posed different assumptions to constrain
this complex task. First, since Italy hosted the 2021 event, this challenge
focused on the Italian Sign Language (LIS). Moreover, a constrained subset
of signs was selected from LIS, to derive a vocabulary that a PAL Robotics
TIAGo robot can reproduce through its hand effector3. Furthermore, the
evaluation was limited to terms and phrases that pertain to the customer-
robot interaction in a coffee shop (Episode 1). Thus, the first objective
of this task is to evaluate the robot’s ability to recognise sign language
through visual perception. The second objective is to assess whether the
robot can execute signs so that they are understandable by users and de-
livered at a realistic pace, i.e., not too fast or too slow, as judged by expert
referees.

episode 3 - shopping cart. The third challenge is designed to eval-
uate a robot’s ability to manoeuvre a shopping cart. In this scenario,
the robot must successfully guide the cart along a given trajectory con-
sisting of many checkpoints. This episode was modelled according to
the Benchmark-Enabling Active Shopping Trolley (BEAST) framework for

3 https://pal-robotics.com/robots/tiago/. Last accessed on Aug 24, 2022.
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mobile robots, which is part of the European benchmarking project for
robotics Eurobench4. For reproducibility purposes, the BEAST testbed
places detailed constraints on the characteristics of both the arena and the
shopping cart that are used for the evaluation. In particular, this challenge
involves a special robotised shopping cart. In addition to providing the
standard functionalities of a shopping cart, the robotised cart comprises
an active component to simulate the types of physical disturbances that
can occur in real-world environments. For instance, through this active
component, one can simulate unevenly distributed friction on the wheels
or the presence of small obstacles on the ground. The anterior wheels of
the cart are limited to one degree of freedom, i.e., they can only rotate
along their internal axis. This configuration is different from the standard
features of a commercial shopping cart, where all wheels are castors that
are free to rotate on themselves. Thus, the challenge requires equipping
the robot with a control model that describes the specific kinematics of
this cart model. Moreover, because the cart sensor measurements, such
as the cart location and force applied on the handle, are unknown to the
robot, this challenge also requires that, at any point in time, the robot can
correctly interpret the location and pose of the cart through visual percep-
tion.

episode 4 - delivery of emergency equipment. In this scenario,
mobile ground robots deliver medicines to fragile patients. Thus, the chal-
lenge focuses on robots that operate in contact with the ground. The
main objective of this challenge is to successfully reach the patient’s loca-
tion through localisation and navigation and opportunely avoid obstacles.
Both static constraints, e.g., structural barriers, and mobile obstacles, e.g.,
pedestrians, are placed in the arena to increase the complexity of the task.
Indeed, while static obstacles can be recorded on a map before the compe-
tition trials, moving obstacles ought to be detected in real-time through the
robot’s sensors. Once the robot has reached the patient area, it must ap-
proach each participant to ask if they need help, either through a tablet or
speech, until it identifies the target patient. Thus, this challenge includes a
Human-Robot interaction component, besides navigation and perception
capabilities.

episode 5 - shopping pick & pack . In this task, robots are expected
to pick products from a container and place them on the designated prod-

4 https://eurobench2020.eu/. Last accessed on Aug 24, 2022.
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uct shelf. This episode was sponsored by Ocado Technology5, and con-
tributes to the use-case of autonomous warehouse management. The core
capability evaluated through this episode is the robot’s ability to manipu-
late objects. However, to complete this task, the robot also needs to recog-
nise the different objects that it is manipulating. The benchmark defines
different degrees of clutter for placing objects in the container. In particu-
lar, objects may appear: (i) well separated according to a fixed orientation
that simplifies the grasping for the robot, (ii) in contact with one another,
or (iii) randomly organised in terms of contact and orientation. Of the 11

Ocado products considered for the episode trials, only six products were
revealed to the teams ahead of the competition. For each product category,
additional information was provided to the teams about the item pack-
aging (e.g., ’undeformable tin can’, ’soft packet’), weight, and dimensions.
During the trials, robots must place the grasped objects on the correct shelf
level for each category. Moreover, the placement of objects must follow a
pre-defined orientation, which is agreed before the competition starts.

3.2.2 Qualitative Analysis

In this section, we interrogate on whether the top-down requirements can
support the robotic tasks in the SciRoc competition. To this aim, we decom-
pose the SciRoc episodes into the key robot capabilities that are required
to complete each task. Then, we map each required capability to one or
more epistemic components, as summarised in Table 3.1. In the following,
we further discuss how each epistemic requirement fits the demands of
the SciRoc benchmarks.

model building . The ability to maintain an accurate and timely en-
vironment model is transversal to all the examined robotic tasks. Indeed,
this ability can support the incremental recognition of objects, be it coffee
shop items, Ocado products, or a shopping cart. Namely, previous obser-
vations of the environment can be used to incrementally refine the object
predictions. This mental model also provides a blueprint for navigation
because obstacles and points of interest can be tracked on a map.

Furthermore, the access to causal reasoning capabilities can support dif-
ferent SciRoc tasks. In the coffee shop scenario, causality regulates the be-
haviour of the robot waiter. For instance, a server knows that if customers

5 https://www.ocadogroup.com/about-us/ocado-technology. Last accessed on Aug 24,
2022.
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have not received their order yet, there is no point in cleaning the table.
Moreover, considering the causal ordering of sentences in a dialogue can
help interpret gestures in sign language. For instance, the sentence "one
coffee, please" is more likely to follow the sentence "what would you like
to order?" than the phrase "thank you, bye". In the pick and pack episode,
reasoning on the effects of grasping actions on the object orientation can
guide the correct placement of products on the shelves.

Similarly, causal reasoning would allow the robot to validate its predic-
tions about the location of the shopping cart in episode 3. Namely, the
robot could rectify the estimated cart location by considering the force it
has applied to the handle. In this context, the world model also provides
a persistent record of the involved parameters and metrics to model the
spatio-temporal trajectory of the cart.

Notably, the positive impact of model building spans beyond tasks that
require visual sensemaking. It can also support deliberation and action
planning, like in the case of generating signs.

intuitive physics . In all scenarios that entail a physical interaction
with the environment, robots can benefit from having access to a set of
intuitive physical rules. More specifically, the capability to consider the
physical properties of objects can improve a robot’s ability to recognise
different object classes and to discriminate people from objects. As a re-
sult, all episodes except for episode 2 are impacted by the intuitive physics
requirement. In the shopping cart scenario, the driving is influenced not
only by the specific kinematics of the cart but also by more trivial physi-
cal attributes, such as, for instance, the fabrication material of the handle.
Similarly, in the pick & pack episode, the size and material of products
drive the planning of optimal grasping actions. For instance, if the robot
is equipped with different end effectors, choosing a vacuum pump over
a gripper is desirable for picking objects that are wrapped in soft plas-
tic packaging. Moreover, the weight sensors on the robot’s arm can be
used for refining the object classification after grasping. Furthermore, the
knowledge of the natural orientation of products on the shelves guides
the placement of objects on the shelves. Overall, the impact of the intuitive
physics component on visual recognition tasks is significant. In contrast,
automation, control and navigation tasks are best served by finer-grained
physics models that consider domain-specific constraints.
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compositionality. The awareness of the object sup-parts and typi-
cal spatial relations is a key capability for solving many of the challenges
posed by the SciRoc tasks, particularly for recognising people and objects.
For instance, in the coffee shop scenario, products are typically found ei-
ther on tables, on the shop counter, or on the robot’s tray. With this knowl-
edge, the robot can simplify the problem: e.g., it can search for leftover
products only nearby the tables instead of scouting the entire arena.

The implementation of compositionality requirements could positively
impact the pick and pack episode. Indeed, the segmentation of the differ-
ent objects in the container is a pre-condition to the robot’s ability to pick
the individual objects, especially if the level of clutter in the container is
high. The robot can consider the object sup-parts through segmentation to
derive the optimal grasping points. For instance, if the robot is equipped
with a gripper, it may be easier to grasp a spray bottle by its cap than by
its base. Similarly, considering the spatial configuration of products on
the shelves helps identify the most suitable region for placing the grasped
objects.

Similarly, the identification of the fingers on a hand supports the recog-
nition and generation of different signs and gestures in episodes 1 and 2.
In the context of episode 3, knowing the spatial configuration of the cart
components would help identify the handle for grasping. It would also
help to derive the cart location, even if only one part is visible.

generic 2d views . Intuitively, the impact of this requirement is lim-
ited to visual sensemaking tasks. Because reference images of the coffee
shop items and Ocado products were shared with the competing teams
ahead of the event, they can be used to supervise the object recognition
models. Similarly, because the reference vocabulary of signs was also
known beforehand, participants could collect a set of views of the target
hand gestures, to support the interpretation and generation tasks. Learn-
ing prototypical object traits is particularly helpful in the SciRoc use cases
because they involve a limited and highly specialised set of objects - i.e.,
specific menu items and Ocado products. Thus, despite the varying light-
ing conditions imposed by the interaction with a physical arena, the refer-
ence object classes display distinctive colour and shape attributes that can
facilitate their categorisation. Product categories are also marked through
distinctive logos. As such, commercial logos can facilitate not only object
recognition but also pose recognition tasks. Nonetheless, one should con-
sider different views of each product category to account for variations in
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the object orientation. This precaution is especially important in the pick
& pack scenario, where objects can be grasped from different directions.

motion vision. The motion vision requirement is central to most con-
sidered scenarios. First, tracking objects across frames can significantly im-
prove the robustness of predictions. Moreover, in all scenarios that imply
some degree of interaction with the users, the awareness of typical actions
and affordances can improve the robot’s comprehension of the situation.
For instance, in the coffee shop episode, observing customers sitting at a ta-
ble triggers a very different response from the server than the case where
customers are standing, waiting to be seated. Similarly, the language of
signs can be decomposed into atomic action sets, which facilitate the in-
terpretation and generation of complex sentences. In principle, navigation
tasks can be solved independently from the motion vision capability, with
access to a geometric map of the environment and through laser sensors
to identify obstacles. However, recognising obstacles as static or moving
can help the robot choose an adequate response to reach its destination.

fast perception. Because the robots are expected to operate live and
can only occupy the arena up to a fixed maximum time during each com-
petition trial, the requirement of fast perception is essential. Furthermore,
the SciRoc episodes simulate real-world situations that are affected by con-
tinuous change. Thus, the robot’s ability to swiftly detect environmental
changes is vital for different tasks. For instance, the robot waiter must
react as soon as a new customer enters the shop. Similarly, the prompt
recognition of signs ensures holding conversations at a natural pace, with-
out interrupting the flow of discourse. Response times are also a decisive
factor in navigation scenarios, which require avoiding moving obstacles.
In sum, the requirement of fast perception is relevant to all the examined
benchmark tasks.

machine reading . The study of the SciRoc episodes allowed us to
identify a requirement that was not evident from the top-down review of
the related cognitive literature: i.e., the robot’s ability to understand the
written text in images. Thus, we added a column in Table 3.1 to account
for this additional requirement. Indeed, this capability aids the recognition
coffee shop items and Ocado products, which are labelled with keywords
such as, e.g., ’Ocado chickpeas’, or ’multi-surface spray’. Furthermore, in
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the pick and pack episode, the orientation of the text in the product label
can be used to infer object pose, similar to the logo orientation.

3.3 a bottom-up approach : impact on the hans use-case

In addition to the SciRoc robotic tasks, we consider the specific application
scenario of the HanS robot inspector. As highlighted through the analy-
sis of the SciRoc episodes, the capability to robustly recognise objects is
an essential pre-condition to visual sensemaking. Therefore, in the fol-
lowing, we focus on the object recognition task. Specifically, we start by
analysing the performance results of Deep Learning methods when recog-
nising everyday objects in an office. Then, we qualitatively analyse the
DL predictions (i) to make hypotheses about which of the top-down ingre-
dients can compensate for the recognition errors and (ii) to integrate any
missing requirements into our framework.

3.3.1 Quantitative Performance Evaluation

In this experimental setup, we collected images of the KMi office environ-
ment through a Turtlebot mounting an Orbbec Astra Pro RGB-D monoc-
ular camera. We labelled images with respect to a taxonomy of 25 object
classes. In particular, five classes of interest are specific to the Health and
Safety use-case of interest: i.e., fire extinguisher, fire (extinguisher) sign,
electric heater, power cord and emergency exit sign. The object taxonomy
is listed in Table 3.2.

We sampled the overall image set to derive training, validation and test
splits as follows.

Training and validation sets (KMiSet-ref). This dataset consists of five
pictures of each target object in a decluttered environment. That is, each
image includes only one object, which lies against a neutral background.
Moreover, we manually cropped the training images to the minimum
bounding box that encloses each object to reduce the marginal noise, i.e.,
the portion of background pixels surrounding each object region (Figure
3.3a). We then split the KMiSet-ref set so that, for each target class, four
images are used for training the baseline DNN, and the remaining one is
kept for validating the results after each epoch.

Test set (KMiSet-test). 295 additional RGB images were collected while
the robot was navigating in KMi, this time without constraining the
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Table 3.2: The 25 reference classes in preliminary evaluation trials. For each class,
the number of examples available in the test set, i.e., the class support,
is also indicated.

Object class Support

Bin 62

Book 24

Bottle 42

Box 19

Chair 55

Coat stand 19

Computer monitor 14

Desktop computer 21

Desk 36

Door 71

Electric heater 8

Emergency exit sign 15

Fire extinguisher 90

Fire extinguisher sign 15

Lamp 10

Mug 13

Paper 13

Person 93

Plant 26

Power cord 36

Printer 7

Radiator 55

Robot 8

Sofa 13

Window 6
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Figure 3.2: Exemplary images from the three datasets collected to evaluate the
object recognition performance of DL baselines on images collected
through the HanS robot.

(a) KMiset-ref (b) KMiset-test (c) SNG-25

number of objects captured per frame and without removing the clutter
surrounding each object (See Figure 3.3b). As a result of this setup, the
class cardinalities in the KMiSet-test (Table 3.2) reflect the natural occur-
rence of objects in the considered domain. For example, HanS is likely to
encounter fire extinguishers and people more often than windows on its
scouting round. To achieve performance estimates that are representative
of the target use-case scenario, we retained the data points as they were
collected, without re-sampling the class distribution. Images in the test set
were stored at their maximum resolution (i.e., 1280x720) and annotated
through the VGG Image Annotation open-source tool (Dutta & Zisserman,
2019). Specifically, we first annotated the relevant objects in each natural
scene as rectangular bounding boxes. Then, we labelled each bounding
box according to the 25 reference classes. Overall, this annotation process
produced 896 bounding boxes.

The DML methods introduced in (Zeng et al., 2018) contrast images col-
lected through the robot camera with synthetic object models to learn
generic visual similarity patterns. Indeed, our requirements analysis has
also indicated that prototypical 2D views can aid object categorisation.
Thus, we collected a reference set of synthetic images for the classes of
interest. This collection extends the SNG-20 dataset presented in (Chiatti,
Bardaro, et al., 2020), to cover the 25 object classes of Table 3.2.

In particular, the ShapeNet+Google-25class (SNG-25) set consists of 15

synthetic images of object models for each class. Images were retrieved
from ShapeNet (Chang et al., 2015) and complemented with models re-
trieved from Google Images. The search queries used to retrieve images
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from Google followed a ’class name no background’ template: e.g., ’office
chair no background’, to retrieve a set of chair models. This precaution
allowed us to opportunely filter the results and more easily select only
images with a white background, which are visually comparable to the
2D models available in ShapeNet (Figure 3.3c). Of the 15 views available
for each class, we used ten views as training examples and five views as
validation examples.

To evaluate HanS’ capability to recognise objects, we consider as base-
line the Deep Metric Learning (DML) approaches introduced in (Zeng et
al., 2018), as anticipated in our review of the related literature (Section 2.2).
Moreover, we also consider the effects of initialising a K-net architecture
with imprinted weights, as initially explored in (Chiatti, Bardaro, et al.,
2020).

Baseline Nearest Neighbour (NN). In this configuration, for each image
example, we extract a 2048-dimensional embedding from a ResNet50 (He
et al., 2016) which has been previously trained on ImageNet (Russakovsky
et al., 2015), i.e., without re-training on the KMi domain. Then, feature
vectors in the KMiSet-test are compared against vectors of the KMiSet-ref.
Ultimately, this method classifies each image in the KMiSet-test with the
nearest neighbour in the KMiSet-ref set in terms of cosine similarity. This
baseline provides a lower bound for the object classification performance
before fine-tuning the model on the domain of interest.

K-net is our implementation of the multi-branch Network that led to
the top performance on known object classes in (Zeng et al., 2018). In
(Zeng et al., 2018), this architecture is coupled with a second module, N-
net, which is conceived to generalise to unknown object classes. However,
here we only consider the K-net architecture because we focus on known
classes introduced at training time. Nevertheless, we will also include the
N-net method in our extended object recognition experiments (Chapters
5, 6, and 7). In the K-net architecture, each CNN branch is a ResNet50

module pre-trained on ImageNet. Input data are fed as triplets that con-
sist of: (i) a robot-collected image of an object (i.e., positive example), (ii) a
synthetic image of the class (i.e., anchor), and (ii) a robot-collected image
of a different class (i.e., negative example). The CNN branches fed with
positive and negative examples are fine-tuned on the robot-collected train-
ing data, whereas parameters of the synthetic image branch are kept fixed.
In other words, the latter branch is only used for extracting features from
the input images without refining their representation. At test time, K-net
follows the same process of the NN ablation for generating predictions: it
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classifies the output vectors with their Nearest Neighbour in the embed-
ding space.
During training, the parameters of the two fine-tuned branches are up-
dated to minimise a cumulative loss function. The cumulative loss is ob-
tained by summing the Triplet Loss (Hoffer & Ailon, 2015) with the soft-
max classification loss. The first component minimises the L2 distance be-
tween positive examples and anchors and maximises the L2 distance from
negative examples. The second component of the loss applies a softmax
function to the last fully connected layer of the Network to classify positive
examples over M classes. Formally, a softmax function σ : RM → RM is
defined as:

sm = σ(z)m =
ezm∑M
m=1 e

zm
. (3.1)

The function defined at Equation 3.1 is used to map the output of a prior
layer (z) to a probability distribution over M classes. For each positive
example within a minibatch, the softmax loss is then defined as:

l = −

M∑
m=1

tm log sm, (3.2)

where tm is the ground truth label for class m ∈M. Then, the minibatch
loss is given by averaging the values of l across all images in the minibatch.
Zeng et al. (2018) formed triplets so that, for each positive example, the
nearest product image in the pre-trained feature space is chosen as an an-
chor when multiple supporting examples are available for each class. They
named this method ’multi-anchor switch’ (Zeng et al., 2018). In the paper,
they picked negative examples randomly from the set of robot-collected
images. In our implementation, we also adopted the ’multi-anchor switch’
strategy. However, differently from (Zeng et al., 2018), we selected as neg-
ative examples the nearest negative examples to each positive example.
In this way, we aim at mining those negative examples which are harder
to disambiguate, i.e., those that are most visually similar to the positive
examples.

Imprinted K-net. This method, which is illustrated in Figure 3.4, was
introduced in the context of an exploratory study that we conducted prior
to this doctoral research (Chiatti, Bardaro, et al., 2020). However, in the
experiments of (Chiatti, Bardaro, et al., 2020), this architecture was fed
exclusively with synthetic images sampled across 20 object classes. In
this experiment, we aim to compare the robot-collected images against
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synthetic object exemplars. This method initialises the classification layer
used for the softmax loss component of K-net with imprinted weights in-
stead of random weights. The ’weight imprinting’ strategy was originally
proposed in (Qi et al., 2018). It is based on the assumption that there ex-
ists a mathematical equivalence between the vectorised features learned
through a CNN and the weight vectors in a softmax classification layer.
For the equivalence to hold, the CNN embeddings need to be opportunely
scaled and L2-normalised. Then, L2-normalised embeddings can be added
directly to the weight matrix of the fully-connected classification layer, as
soon as a new labelled example is collected. Let Ei be the image vectorised
representation of input training point i at the layer preceding the softmax
activation, and m ∈ M be its class label. The softmax activation layer
used to classify Ei over M classes has two parameters associated with it: a
weight matrix W =

(
wi,j
)
∈ Rk×m and a bias scalar component b. During

weight imprinting, each input Ei is L2-normalised, yielding:

Êi =
Ei
|Ei|

. (3.3)

The denominator of Equation 3.3 indicates the L2-norm vector of Ei, which
is computed as:

|Ei| =

√√√√ k∑
j=1

∣∣ej∣∣2 (3.4)

The resulting vector Êi is then multiplied by a scaling factor sf and
used to initialise the mth column of the W matrix (wi,m). Here, the bias
parameter, b, is set to zero. If multiple training examples are available
for class m, as in the case of this experiment, an average embedding is
computed for m:

Ei,avg =
1

n

n∑
i=1

sfE
(i)
i ; (3.5)

then Ei,avg is L2-normalised, yielding Êi,avg. Finally, wi,m is initialised with
Êi,avg.

The object recognition results obtained on KMiset-test are reported in
Table 3.3. Performance is measured in terms of Accuracy, Precision, Re-
call and F1 score. Metrics are averaged across the 25 object classes and
weighted by class support to account for the class imbalance in the test
set. We conducted this evaluation on manually-annotated bounding boxes
to focus on the classification performance. Indeed, this choice allowed
us to control for potential errors propagated from segmenting images
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Figure 3.4: In the imprinted K-net workflow, K-net (Zeng et al., 2018) is combined
with weight imprinting (Qi et al., 2018) at training time. At inference
time, the 2048-dimensional embeddings output of the K-net are used
to classify the test images, based on their neighbour embeddings.
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automatically to derive the object regions. Nonetheless, the discussed
ablations can be similarly applied to automatically-generated bounding
boxes. The implementation code documenting these trials is available at
https://github.com/kmi-robots/semantic-map-object-recognition/.

For all the evaluated configurations, input images were resized to 224x224

and normalised to the same distribution as the ImageNet dataset: i.e., the
image collection used for pre-training each ResNet50 module. The robot-
collected image branches were fine-tuned with a minibatch Gradient De-
scend optimiser, on batches of 16 image triplets, with a learning rate of
0.0001, momentum of 0.9 and weight decay of 0.00001. Parameters were
updated for up to 5000 epochs, with an early stopping whenever the vali-
dation loss had not decreased for more than 100 successive iterations.
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Table 3.3: Cross-class results (weighted averages) on KMiset-test.

Method Accuracy Precision Recall F1
Baseline NN 0.63 0.76 0.63 0.63

K-net 0.63 0.80 0.63 0.65

Imprinted K-net 0.65 0.76 0.65 0.66

Fine-tuning the models on the KMiSet-ref and SNG-25 sets ensured a
higher performance, compared to the baseline NN approach. By contrast,
the initialisation with imprinted weights produced only a marginal im-
provement over K-net in terms of Recall and F1, and degraded the Preci-
sion score. We consider the Imprinted K-net as a baseline for our error
analysis because it is the ablation that led to the top Accuracy, Recall, and
F1 (Table 3.3). Nonetheless, introducing a different weight initialisation
strategy for K-net had only a marginal impact on performance.

3.3.2 Qualitative Error Analysis

From an initial set of 896 object predictions, we exclude 35 regions with
ambiguous ground truth labels, where the annotated rectangular region
encloses more than one object. In this way, we filter out errors associated
with imprecise annotations rather than caused by the algorithm. For exam-
ple, if a bounding box encloses a plant and a coat stand but is labelled as a
’plant’, the prediction ’coat stand’ conflicts with the ground truth, despite
correctly identifying one of the two objects. After cleaning the data, we
observed that 72 (31.59%) of the remaining object regions were misclassi-
fied by the Deep Learning algorithm. These object regions form the basis
of our error analysis.

To inspect these results, we annotate the classification errors in each test
image as distinct rows in a Boolean matrix, as shown in Table 3.4. Columns
in the matrix are the missing capabilities or knowledge properties which
would have helped (i) to identify the ground truth object or (ii) to rule out
the incorrect object. For instance, if a bin was mistaken for a cup twice,
we would use two distinct rows, as exemplified in Table 3.4. In both cases,
knowing that the size of a paper bin differs significantly from that of a
mug would help correct HanS’ prediction.

Other intuitive physics properties, such as natural orientation or solid-
ity, are not helpful in this case because both items are more developed
vertically than horizontally, and both are containers.
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Table 3.4: Example of Boolean matrix used in the error analysis. Only a subset of
the requirements is shown here for readability.

Ground Prediction Intuitive Physics Spatial Machine
truth Size Orient. Solid. Reasoning Reading

Bin Mug T F F T F
Bin Mug T F F T T

Moreover, the robot could infer that mugs are not a likely candidate
if it observed that the object lies on the floor. Thus, the robot’s spatial
reasoning capabilities and knowledge of typical spatial relations between
objects are relevant to both scenarios.

Let us imagine that, in the example of Table 3.4, only the second row
depicts a recycling bin, with a visible sign stating: ’general waste’. In the
latter case, the capability of reading the words ’general waste’ would be
beneficial to interpreting the scene. Thus, we need to add one column
to the matrix to represent the Machine Reading capability, which already
emerged from our analysis of the SciRoc episodes.

Finally, for each requirement, we count the number of rows where it
was marked as relevant. The resulting error counts, aggregated by com-
ponent type, are reported in Figure 3.5. For instance, the capability to
compare objects by size impacted 2 out of 272 cases. The requirement of
fast perception is assumed to hold for all recognition cases, as indicated by
our analysis of the SciRoc tasks. Thus, we exclude this requirement from
Figure 3.5.

As shown in Figure 3.5, our analysis demonstrates that, with the partial
exception of model building, all the identified epistemic requirements have
the potential to significantly enhance HanS’ ability to recognise objects.
In particular, in the following, we analyse the links between errors and
epistemic components in detail.

model building . Overall, the only type of causal knowledge and
causal reasoning which helped mitigate the recognition errors has to do
with Intuitive Physics. Indeed, our analysis was limited to object recog-
nition tasks. Other causal relations concern visual sensemaking problems
that follow the object recognition phase, such as, for instance, deliberation
and decision-making tasks. In 5.15% of cases, the leading cause of errors
is the inadequacy of the object taxonomy chosen for these trials. For in-
stance, 8.33% of books were classified as paper, their component material.

64



Figure 3.5: Percentage of cases where a specific component of Visual Intelligence
would help correct or avoid the classification errors that emerged when
applying a Deep Learning method to KMiset-test.

Similarly, 7.14% of bottles were mistaken for mugs, i.e., a fellow class of
containers. The access to a hierarchical taxonomy of concepts (see model
building - Section 3.1.1) would enable incremental classification steps. For
instance, a bottle could be first identified as a container and then further
characterised as either bottle or a mug. This requirement also relates to
the objectives of incremental object learning and meta-learning. Namely,
more accurate predictions could be made on new object types, which are
unknown at training time, by analogy with other semantically related con-
cepts. For example, the foosball table in KMi, i.e., a table commonly used
for playing table-top football, was not part of the 25 training classes; hence,
it was not recognised in the test set. However, if HanS recognised the un-
known object as a desk and knew that desk and table are synonyms, it
would be on the right path to recognise this special model of table. Because
the numbers reported in Figure 3.5 concern the recognition of known ob-
jects, they underestimate the actual impact of the model building require-
ment. Indeed, our previous analysis of the SciRoc episodes suggested the
centrality of model building for supporting sensemaking problems that
span beyond recognising known objects.
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intuitive physics . The capability to reason about the physical prop-
erties of objects is the most impactful component across all the error cases
examined in Figure 3.5. Specifically, we identified three main physical at-
tributes of objects which were crucial for correction: (i) their relative sizes
(in 73.53% of cases), (ii) solidity qualities, i.e., concave, or ’container-like’
solids, as opposed to convex and saddle solids (in 40.07% of cases), and
(iii) their natural orientation, e.g., coat stands are typically oriented in an
upright position (in 25.74% of cases). For instance, 23.08% of armchairs
were mistaken for paper bins despite their difference in size. 36.11% of
desks were mistaken for coat stands, even though the width of desks is
usually greater than their height. Conversely, the height of coat stands
is usually greater than their width. 9.52% of bottles were confused for
radiators, although their 3D polygonal shape is significantly different.

compositionality. This analysis also confirmed the importance of
spatial reasoning capabilities, which impacted 65.81% of cases. For in-
stance, 13.57% of fire extinguisher signs were mistaken for a desktop PC.
However, knowing that the rectangular object is hanging on a wall above
a fire extinguisher would have helped exclude the implausible ’desktop
PC’ prediction. Similarly, 50% of monitors were misclassified as radiators,
even though radiators, usually, are not laying on top of a desk.
The second dimension of the compositionality requirement, i.e., the ca-
pability to recognise the different visible parts composing an object, was
found to impact 49.63% of the recognition cases. For instance, 22.54%
of doors were misclassified as rubbish bins and 21.13% as boxes. How-
ever, KMi doors have distinctive, visible sub-parts which differentiate them
from bins or boxes, such as door handles and glass panels. Thus, a parton-
omy detailing the components of a door would be a valuable addition to
the object recognition system.

motion vision. Because these data were collected in temporal order
while patrolling the target environment, motion vision emerged as another
important component. Indeed, the capability to track objects across suc-
cessive frames and the prior knowledge of static/moving objects (i.e., mo-
tion trajectories) impacted 58.46% of cases. For instance, 7.53% of people
walking by were mistaken for fixed coat stands. 9.09% of radiators were
not recognised consistently across successive frames, although radiators
are unlikely to change location over time. Tracking observations across
frames and anchoring predictions within a unified world model are im-
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portant features to address these cases. Only 38 out of the 295 test images
depict human interactions with objects. Due to this characteristic of the
collected image set, the knowledge of object affordances was found rele-
vant to only 9.19% of error cases. However, if we only consider the subset
of images representing human interactions with objects, we discover that
object affordances would have helped correct 57.89% of cases. For exam-
ple, recognising that someone is staring at an unidentified object while
leaning over a desk and holding a mouse is a strong cue that the object is
a monitor.

generic 2d views . In 26.47% of cases, objects were mistaken for classes
that exhibit a hugely different shape or 2D contours - e.g., bottles classified
as radiators. Similarly, in 29.78% of cases, objects were confused for one
another despite their clear-cut colour differences. For instance, a red fire
extinguisher sign was classified as an emergency exit sign, even though
all emergency exit signs in KMi are green. Thus, in some cases, including
synthetic object models for training the model was insufficient to learn rep-
resentative visual patterns. Conversely, the model has learned shape and
colour patterns that misguide the classification in other cases. For instance,
21.13% of doors were confused for boxes likely due to their rectangular sil-
houette; 5.56% of fire extinguishers were classified as bottles; a green bottle
was mistaken for an emergency exit sign; three windows with white blinds
were classified as radiators. These mixed results explain why the require-
ment of generic 2D views impacted a relatively lower percentage of error
cases than other epistemic components.

machine reading . The requirement of Machine Reading, which was
identified through the SciRoc study, impacted 30.15% of cases. In partic-
ular, this requirement was particularly relevant to the case of recognising
safety signs and office signs in HanS’ scenario. For instance, fire extin-
guisher signs include standard terms such as ’carbon dioxide’ or ’water’.
Similarly, recycling bins include keywords such as ’general waste’, ’cans &
bottles’, and so forth.

3.4 summary of findings

In this chapter, we have presented our approach to addressing the first
research question that guides this study: what are the epistemic requirements,
i.e., the set of required knowledge components and reasoning capabilities, for de-
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veloping Visually Intelligent Agents? We drew an initial set of requirements
from seminal contributions in the fields of Machine and Human Intel-
ligence. Specifically, the requirement of learning as model building is
transversal to all the other ingredients. It entails (i) encoding adequate
concept representations and taxonomies, which can be opportunely ex-
panded to allow for meta-learning, as well as (ii) causal reasoning capabil-
ities. The remaining top-down ingredients are (iii) Intuitive Physics, (iv)
Compositionality, (v) Generic 2D views, (vi) Motion Vision, and (vii) Fast
perception.

Importantly, the bottom-up analysis of five benchmark robotic tasks con-
firmed the impact of these epistemic requirements for improving a robot’s
Visual Intelligence. The impact of model building, in particular, is not
just limited to visual sensemaking tasks, such as object recognition, ob-
ject grasping and obstacle avoidance. Indeed, having access to a causal
model of the environment also influences the planning and execution of
activities, as well as higher-level reasoning tasks which require delibera-
tion. The requirement of fast perception was equally impactful across all
the examined tasks. Similarly, the requirements of compositionality and
motion vision were found to impact the majority of robotic tasks in the
SciRoc competition.

Conversely, we observed that the requirement of Intuitive Physics and
the access to generic 2D views mainly impact visual sensemaking tasks,
and are instrumental in recognising objects, people, and obstacles.

The study of the SciRoc benchmark also revealed an unforeseen require-
ment: (viii) the Machine Reading capability. Thus, we completed Figure
3.6 with this additional requirement.

We have further grounded our analysis of requirements in the reference
scenario of the HanS robot. To this aim, we collected a preliminary dataset
of 25 objects that are commonly found in office environments. We com-
pared the performance of three object recognition baselines based on DML

to identify the errors associated with applying Deep Learning to the target
scenario. In this context, we also tested the effects of initialising the DL
pipeline with imprinted weights. Overall, the weight imprinting strategy
improved the DL performance only marginally.

We then analysed the incorrect DL predictions qualitatively. This anal-
ysis confirmed the relevance of the Machine Reading ingredient already
identified in the context of the SciRoc episodes. Moreover, it also high-
lighted three requirements as most impactful for object recognition: (i)
knowledge of the relative object sizes (and the capability to reason on
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Figure 3.6: The epistemic requirements for developing Visually Intelligent Agents.
Top-down requirements derived from (Hoffman, 2000; Lake et al.,
2017) are complemented with insights gathered from empirical robotic
scenarios, in a bottom-up fashion.

NAIVE PHYSICS

LEARNING 
 

MODEL 
BUILDING

FAST PERCEPTION

COMPOSITIONALITY

Physical properties 
of objects (e.g., size, 
natural orientation, etc.)

GENERIC 2D VIEWS

MOTION VISION

Spatial reasoning;
part-whole relations;
fine-grained segmentation

DL methods provide near real-time
object recognition performance on 
known categories

Use of prototypical 2D shapes 
for fast object classification

object tracking and action
recognition across temporally 
ordered frames

MACHINE READING

text recognition and
understanding from labelled
objects and signs

these relative sizes), as well as access to a representation of (ii) the spatial
relations between objects and (iii) the typical motion trajectories of objects
(or lack thereof).

Through this requirement analysis, we have addressed RQ2: which epis-
temic requirements are the most important ones for tackling robotic tasks that
require visual sensemaking? Findings from this analysis guide the realisa-
tion of a concrete architecture for VIA. Specifically, we hypothesise that
implementing reasoning methods that fulfil the two most-impactful epis-
temic requirements can significantly augment the object recognition per-
formance of DL methods. Before we proceed with testing this hypothesis,
we ought to verify the extent to which these requirements can be sourced
through state-of-the-art Knowledge Bases, as further discussed in the next
chapter.
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4
K N O W L E D G E B A S E C O V E R A G E O F V I A

One thing I’ve learned: you can know anything,
it’s all there, you just have to find it.

— Neil Gaiman ("The Sandman")

In the previous chapter, we have identified a set of epistemic require-
ments for building Visually Intelligent Agents (VIA). These requirements
comprise a set of key reasoning capabilities and types of knowledge. This
chapter focuses on the latter, i.e., the epistemic elements that contribute to
VIA. Specifically, here we audit various knowledge resources that could in
principle produce the required knowledge. First, we clarify the criteria for
selecting the relevant knowledge resources for VIA (Section 4.1). Then, in
Section 4.2, we use a qualitative lens to assess the extent to which these
KBs provide the required knowledge, while in Section 4.3 we discuss how
these resources have recently evolved.

Part of the content of this chapter has appeared in: Chiatti, A., Motta,
E., and Daga, E. (2020). Towards a framework for Visual Intelligence in
Service Robotics: Epistemic requirements and gap analysis. Proceedings
of the International Conference on Principles of Knowledge Representation and
Reasoning (KR) - Special session on KR & Robotics, 905–916. https://doi.org/
10.24963/kr.2020/93.
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4.1 knowledge base selection criteria

As anticipated in Section 2.4, we focus our analysis on knowledge repos-
itories that can be characterised as comprehensive (Paulius & Sun, 2019).
Moreover, alongside (i) linguistic, (ii) encyclopaedic, and (iii) commonsense
resources (Storks et al., 2019), we also consider: (iv) Knowledge Bases that
have been designed specifically for robots (Paulius & Sun, 2019; Thosar et al.,
2018), as well as (v) multi-modal data collections that link textual concepts
with imagery (Liu et al., 2019; Wu et al., 2017).

The review presented in this section was a pre-requisite to carrying out
the experimental activities of this doctoral project, which commenced in
October 2019. Hence, in the following, we examine resources which were
available and accessible in the October 2019 - March 2020 period. However,
in Section 4.3, we also re-examine these findings in light of newly-released
resources, i.e., up to Jul 26, 2022.

4.1.1 Linguistic Knowledge

Linguistic knowledge provides tools to understand "the word meanings,
grammar, syntax, semantics and discourse structure" (Storks et al., 2019).

WordNet (Miller, 1995) is the most extensive word lexicon in English,
where synonym words are grouped in synsets and linked to their hyper-
nyms, hyponyms, antonyms and entailed concepts. For instance, the term
robot is grouped together with the words automaton and golem, under the
automaton.n.02 synset. Its parent class in the hierarchy, or hypernym, is
mechanism.n.05, and its child class, or hyponym, is android.n.01.

Another linguistic reference is the Unified Verb Index (UVI)1. Conve-
niently, UVI merges the verb groupings of four core verb repositories: Verb-
Net (Schuler, 2005), FrameNet (Fillmore et al., 2003), PropBank (Kingsbury
& Palmer, 2002), and the sense groupings resulting from the OntoNotes
annotation initiative (Hovy et al., 2006).

Specifically, VerbNet (Schuler, 2005) is the reference lexicon for verbs,
and it is based on the English Verb Classes and Alternation (EVCA) frame-
work (Levin, 1993). The VerbNet taxonomy consists of verb classes linked
both to a syntactic structure and to a set of semantic roles, or frames. For
instance, the syntactic structure of the sentence "Jessica loaded the wagon
with boxes" is annotated as Agent Verb Destination with Theme on VerbNet.

1 https://verbs.colorado.edu/verb-index/. Last accessed on Aug 24, 2022.
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At the semantic level, this sentence is categorised as a Motion type of event,
which causes a Theme entity to move from one location to another.

FrameNet (Fillmore et al., 2003) is a corpus of 200,000 sentences which
have been manually annotated with respect to Minsky’s semantic frames
(Minsky, 1974). Minsky defined semantic frames as data structures that
describe linguistic phrases in terms of prototypical events, relations and
participants to these events. For instance, the verb to see through is charac-
terised, in FrameNet, as an event that involves a Cognizer. Namely, to see
through something means that the Cognizer realises, through perception
and reasoning, i.e., without being directly informed, that a State of Affairs
is misleading.

Similarly, within PropBank (Kingsbury & Palmer, 2002), semantic frames
are used to annotate predicate-arguments structures from a corpus of Wall
Street Journal articles. For example, in the sentence HanS prefers cold temper-
atures, the predicate, prefers has two attributes: HanS, and cold temperatures.

Linked together in the Unified Verb Index (UVI), VerbNet, FrameNet,
and PropBank provide the largest open-source dictionary of verbs.

4.1.2 encyclopaedic Knowledge

It is essential to differentiate between encyclopaedic knowledge, compris-
ing "known facts about the world which can be explicitly stated" (Storks
et al., 2019) and commonsense knowledge, which we typically take for
granted and that is, therefore, harder to formalise (Davis & Marcus, 2015).

The YAGO (Suchanek et al., 2007), DBpedia (Auer et al., 2007), and Wiki-
data resources (Vrandečić & Krötzsch, 2014) derive encyclopaedic facts
from Wikipedia articles and infoboxes.

Specifically, YAGO maps the WordNet taxonomy to facts extracted from
Wikipedia articles, whereas DBpedia gathers facts from Wikipedia infoboxes.
DBpedia contains textual descriptions and definitions, e.g., "Magnus Carlsen
is a Norwegian chess grandmaster who is the current World Chess Cham-
pion", as well as other attributes relating to an entity, such as names and
dates of birth, for example. These facts are also mapped to categorical
labels in YAGO.
WikiData is a collaborative interface, accessible for anyone to edit. It de-
scribes the information shared across all the applications and interfaces of
the WikiMedia project, including Wikipedia. As a result, the contents of
DBpedia and WikiData partially overlap. However, while DBpedia relies
on the latest Wikipedia updates, WikiData contents can be edited indepen-
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dently from DBpedia.
Since the decommissioning of another large scale of factual knowledge
known as FreeBase (Bollacker et al., 2008), in 2014, WikiData also con-
tains facts migrated from the latest Freebase release (Pellissier Tanon et al.,
2016).

Probase (Wu et al., 2012) and NELL (Carlson et al., 2010) are collections
of facts mined from a broader set of Web pages than those associated with
the WikiMedia project.
In particular, Probase is a collection of IsA relationships, such as intelli-
gence is a trait, or paper is an office supply, each accompanied by a proba-
bilistic confidence score. It is currently exposed as part of the Microsoft
Concept Graph.
Similarly, the Neverending Language Learner (NELL) is a repository of
IsA triplets mined incrementally from the Web since 2010 and manually
validated by users, through a publicly-available Web interface2. Annota-
tors can vote in favour or against the learned fact. These votes contribute
to a belief score that is attributed to the extracted facts.

4.1.3 Commonsense Knowledge

Many efforts have been devoted to the construction of large-scale repos-
itories of commonsense knowledge. One of the earliest attempts in this
direction was OpenCyc (Lenat, 1995), a collection of commonsense object-
object relations expressed in the CycL logic-based language.

Although OpenCyc was officially discontinued in 2017, a subset of its
relations are currently included in the ConceptNet resource (Havasi et al.,
2007; Liu & Singh, 2004; Speer et al., 2017). ConceptNet also gathers,
besides OpenCyc, WordNet and DBpedia concepts, as well as manually
crowdsourced relations. This crowdsourcing effort was orchestrated to
cover a broader range of concepts than earlier resources like OpenCyc.

Unlike ConceptNet, which resulted from a substantial manual annota-
tion effort, WebChild (Tandon et al., 2017) includes commonsense rela-
tions that were mined automatically from the Web. In particular, facts in
WebChild are extracted in two stages. First, raw textual contents are mined
from a combination of Google’s Web N-Gram and ConceptNet. The data
extracted through these seed queries are then used to extract more generic
patterns based on the co-occurrence of instances in the collection. For in-

2 http://rtw.ml.cmu.edu/rtw/. Last accessed on Aug 24, 2022.
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stance, fire causes heat, would become x causes y. Ultimately, the learned
seed facts are propagated to related concepts through semi-supervised
methods. However, this automated propagation step has led to the ex-
traction of questionable facts in WebChild - e.g. engineers are conservative
(Romero et al., 2019).

In the attempt to couple the high coverage of the WebChild KB with the
relatively higher validity of facts in ConceptNet, Romero et al. (2019) have
proposed the Quasimodo resource. In the Quasimodo collection, a wide
range of facts is initially gathered from search-engine query logs, Reddit,
Quora, Yahoo! Answers and Answers.com. This initial set is then "corrob-
orated" to mitigate the impact of noisy, atypical, or uninformative state-
ments. To this aim, a regression model is learned from Wikipedia pages,
Web-retrieved answers, Google Books, image tags from OpenImages and
Flickr, and captions from the Google Conceptual Captions dataset (Sharma
et al., 2018). Similarly to Webchild, Quasimodo also includes causal knowl-
edge (e.g., cloud cause rain), in addition to physical properties and relations.

Other resources specialise in cause-effects relations and events. ATOMIC
(Sap et al., 2019) and ASER (Zhang, Liu, Pan, Song, et al., 2020) are promi-
nent examples of resources that specialise on cause-effect relations, be-
cause they provide causal descriptions of everyday events.

ATOMIC, in particular, is the result of a crowdsourcing effort and is or-
ganised according to "if-then" sentence templates. Further generative ap-
proaches have also been proposed that aim to autonomously expand com-
monsense repositories such as ATOMIC, through COMmonsEnse Trans-
formers, i.e., COMET. Although the work in (Bosselut et al., 2019) doc-
uments the empirical results from these knowledge completion efforts,
the generated facts are not provided as a standalone resource. Thus, ap-
proaches like COMET do not qualify as comprehensive Knowledge Bases
and are excluded from our coverage study. Nevertheless, in Section 4.3,
we will discuss the potential combination of declarative knowledge with
Knowledge Graph embedding models.

Compared to ATOMIC, ASER covers a broader set of concepts, which
have been gathered from a combination of Yelp reviews, news articles in
the New York Times, open-source e-books released as a part of Project
Gutenberg3, Wikipedia and Reddit pages, and movie subtitles from the
OpenSubtitles2016 corpus (Lison & Tiedemann, 2016).

3 https://archive.org/details/gutenberg. Last accessed on Aug 24, 2022.
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4.1.4 Resources Designed for Robots

KnowRob (Beetz et al., 2018; Tenorth & Beetz, 2009) is, to date, the most
comprehensive knowledge base for robots (Paulius & Sun, 2019; Thosar
et al., 2018). Exposed through the Open-EASE platform (Beetz, Tenorth,
et al., 2015), KnowRob integrates: (i) a core ontology built on top of Open-
Cyc (Lenat, 1995), (ii) web-mined data including encyclopaedic web pages
(i.e., how-tos and tutorials), recipe databases, specific online shops, and
(iii) semantically-annotated observations of human demonstrations.
Concepts and relations in KnowRob are defined through first-order time
interval logic (Beetz et al., 2018). In this knowledge processing pipeline,
perception is handled through the RoboSherlock Vision suite (Beetz, Bálint-
Benczédi, et al., 2015). The robot’s observations are then validated man-
ually (Bálint-Benczédi & Beetz, 2018) and consolidated in the form of
episodic memories (Bálint-Benczédi et al., 2017). Furthermore, alternative
robot memories are simulated through a photo-realistic rendering of the
robot’s environment, through a physics game engine. This setup also aids
the simulation of the robot’s actions (Beetz et al., 2018).

Another similar framework named RoboBrain was proposed in (Saxena
et al., 2014). Differently from KnowRob, RoboBrain was a Knowledge
Graph of facts gathered from WordNet (Miller, 1995), Wikipedia, Freebase
(Bollacker et al., 2008) and ImageNet (Deng et al., 2009). However, to the
best of our knowledge, the RoboBrain Knowledge Graph is not currently
maintained nor publicly accessible.

4.1.5 Resources that Link Text with Images

We hypothesise that multi-modal resources, which link the linguistic, en-
cyclopaedic and commonsense sources discussed in the previous sections
with imagery, can be another valuable source of Visual Intelligence. Wu
et al. (2017) and Liu et al. (2019) survey various Computer Vision bench-
marks. Among the reviewed resources, we identified the Visual Genome
collection, which provides a mapping to the reference linguistic taxonomies
reviewed in Section 4.1.1, and thus could facilitate the linking of different
knowledge sources.

Visual Genome (VG) (Krishna et al., 2017) includes natural images from
the intersection of the YFCC100M (Thomee et al., 2016) and MS-COCO
(Lin et al., 2014) benchmarks. Scenes in VG are annotated with regions
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enclosing each object. Each region is annotated with: (i) the object class
label, (ii) a textual description of the region content, and, optionally, (iii)
additional object attributes (e.g., colour, state, and others). Moreover, VG
also includes, for each image: (iv) the object-object relationships connect-
ing different object regions, i.e., a scene graph, and (v) sample Ques-
tions&Answers about the scene.

Crucially, Wu et al. (2017) found that only 40.02% of the correct answers
to questions in Visual Genome could be answered through a combination
of words included in the ground truth scene graphs. However, after enrich-
ing the scene graphs with facts extracted from DBpedia, Web-Child, and
ConceptNet, nearly twice as many questions (79.58%) could be correctly
answered. These results suggest that the type of information residing in
general-purpose Knowledge Bases is complementary to the semantic an-
notations provided by Visual Genome. Thus, there is the potential for aug-
menting datasets developed for visual benchmarking with other external
resources.

In addition to the resources reviewed in (Liu et al., 2019; Wu et al.,
2017), another relatively less explored dataset we identified is ShapeNet
(Chang et al., 2015), a large-scale collection of 2D and 3D object models
which we have used to derive prototypical object views in the preliminary
trials of Chapter 3. Moreover, a portion of ShapeNet named ShapeNetSem
includes dense annotations that describe the physical properties of objects,
such as their absolute size and their natural orientation (Savva et al., 2015).
Another subset of ShapeNet known as PartNet (Mo et al., 2019) includes
object models that are further annotated with their sub-parts.

4.2 coverage study

Table 4.1 provides an overview of our study: the rows of Table 4.1 list the
selected knowledge resources, whereas columns represent the epistemic
requirements under analysis.

The table also indicates whether the evaluated sources are aligned with
the WordNet taxonomy, which defines the most extensive open-source lin-
guistic lexicon in English. Indeed, as shown in the leftmost column of
Table 4.1, most of the selected KBs natively provide links to WordNet, thus
facilitating entity linking across multiple sources.
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In the following, we discuss the level of coverage available for each re-
quirement of interest, as well as the identified gaps and limitations.

4.2.1 Cause-effect Relations

We found that, among the reviewed resources, ConceptNet, Probase, Quasi-
modo, ATOMIC, and ASER include many cause-effect relations. In Con-
ceptNet, however, the mapping of facts to causal properties is not straight-
forward, and at times triples that entail causality are disguised under dif-
ferent property names - e.g., fire capable of heat. Probase is the KB, among
the reviewed ones, which provides the largest set of long-tail relations (e.g.,
a cockroach is a revolting animal, a trash can is the yuckiest cleaning job,
and others). However, because these infrequent relations are extracted au-
tomatically, they contain many incorrect and invalid claims, as in the case
of WebChild. Notably, Quasimodo provides the most extensive coverage
of concepts that pertain to HanS’ use case. Moreover, while Probase solely
relies on generic IsA relations, causal facts in Quasimodo are more clearly
mapped to the cause and has_effect properties - e.g., heater cause fire. How-
ever, similarly to ConceptNet, Quasimodo hides certain causal properties
under the generic predicate has_property: e.g., fire has property ignition.

By contrast, ATOMIC and ASER represent events in an agent-centric
rather than object-centric way and are more focused on the abstract and
social causes and effects of certain events. An example of eventuality de-
scribed in ATOMIC is "Person X leaves object on the table and feels forget-
ful as a result, but without emotionally affecting others or causing them
to want to do anything". Therefore, these KBs cover only a subset of the
causal relations required for visual sensemaking. Similarly, KnowRob spe-
cialises in modelling specific manipulation actions, such as setting up a
table or loading a dishwasher.

In sum, the resources that provide the broadest coverage of causal con-
cepts do not adhere to standardised semantic taxonomies. All relations
in Probase are generically IsA relations, and ConceptNet uses several dif-
ferent relation types to entail causality (e.g., HasPrerequisite, Causes, Has-
Subevent and others). One way to overcome this limitation would be to
map these resources to WordNet. In this way, one could also use the causal
verb groupings in UVI to link causally related concepts. For instance, "to
move" is linked with properties such as "to cause motion" or "to change
position on a scale" in UVI.
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4.2.2 Intuitive Physics Knowledge

The bottom-up analysis presented in Chapter 3 highlighted three physi-
cal properties that are crucial for a robot to improve its ability to recog-
nise objects. These are, in descending order of impact: (i) the relative
size of objects, (ii) their solidity qualities, and (iii) their natural orienta-
tion. The first property is provided, for a subset of objects, in KnowRob,
Wikidata and ShapeNet. Among these, ShapeNet is the KB that provides
a set of dimensions for the highest number of object categories of inter-
est. Despite its more structured and semantically-informed schema, the
KnowRob physics engine was tailored to specific environments and object
catalogues: e.g., the kitchen utensils needed to make a pizza. By con-
trast, properties in Wikidata are scarce and scattered because Wikipedia
infoboxes follow varying templates to describe different objects. As a re-
sult, real-world dimensions (height, width, depth) are available only for a
limited subset of object classes.

The solid surfaces of objects can be derived from simulated 3D models,
as in the case of KnowRob and ShapeNet, or from more explicit textual
descriptions (e.g., a desk is a flat horizontal surface, a bottle is a container),
as in the case of Probase, NELL, DBpedia and Wikidata. Furthermore, for
specific objects, ShapeNet indicates whether they are "ContainerLike" or
not. It also describes their natural orientation, i.e., it represents them as
upward or front oriented.

Adopting a different approach, KnowRob embeds the physical prop-
erties of objects through a physics simulation engine. However, given the
difference in focus with the KnowRob application scenarios, we found that
ShapeNet covers a wider subset of the objects of interest.

Besides the physical properties that influence object recognition, HanS
also needs to know: (iv) the component materials of objects (e.g., book is
made of paper), (v) the physical properties of these materials (e.g., paper
is flammable), and (vi) how these properties compare to one another (e.g.,
paper is more flammable than other materials).

DBpedia, Probase, NELL, ConceptNet, WebChild, and Quasimodo pro-
vide textual descriptions of the object fabrication materials. However,
ShapeNet, VG and Wikidata accompany these annotations with visual ex-
amples. In ShapeNet, the ratios of component materials in each object type
are aggregated by class rather than annotated for each object model. As
such, ShapeNet provides more reliable material properties than large-scale
commonsense resources such as Quasimodo. On the one hand, assertions

80



in Visual Genome, e.g., a chair is wooden, are grounded to the specific
object instances in images, e.g., to a specific chair. However, on the other
hand, properties of an object class are more difficult to abstract automati-
cally from instance-level annotations.

We found that DBpedia, Probase, ConceptNet, WebChild, and Quasi-
modo also provide more generic physical properties such as, e.g., paper
is flammable. Quasimodo, in particular, provides a higher coverage of the
required object properties than the other examined KBs. It also describes
facts that are rarely found in other KBs, such as, for instance, electric heater
has property ignition, or paper gets stronger as it dries.

Crucially, ConceptNet, WebChild, and Quasimodo also represent mate-
rial properties in comparative terms – e.g., paper is easier to burn than wood.
However, we found that WebChild is highly unreliable. For instance, paper
is considered a substance of the Internet, bicycle is physically smaller, but also
more abundant than car. Quasimodo provides a potentially more robust al-
ternative than WebChild (e.g., metal gets hotter than wood when left in the sun).
Nevertheless, Natural Language Understanding capabilities are required
to fully harness the knowledge encoded in these resources, because they
consist of unstructured text.

4.2.3 Part-whole Relations

For a subset of objects, part-whole relations are provided in Visual Genome
and PartNet: e.g., a white door with a silver knob, a refrigerator has a
power cord. Both KBs also provide the annotated image regions depicting
these relations. The object masks used for annotation in PartNet are more
accurate than the rectangular regions in VG. However, Visual Genome
covers a more extensive set of objects and provides a greater variety of
examples.

For the other Knowledge Bases which embed partonomies of concepts,
the limitations discussed in the context of causal and intuitive Physics
knowledge remain valid. First, DBpedia and Wikidata include fewer part-
whole relations of interest due to the highly variable Wikipedia templates.
Similarly, compositional descriptions in NELL are purely textual and un-
structured (e.g., an office chair has armrests, the back rest of an office chair).
Third, Probase does not adhere to a coherent partonomy. Similarly, part-
whole relations in ConceptNet are spread across different relation types,
e.g., ThingsLocatedAt, ThingsWith and others. WebChild provides noisy
assertions – e.g., lake is part of paper; humans have snouts. Quasimodo

81



mixes clearly defined relations with unstructured sentences. Body parts
can be more easily qualified in Quasimodo, thanks to the has_body_part
predicate. However, other part-whole descriptions are masked by generic
verbs such as have and would be more difficult to extract: e.g., radiators
have two knobs.

By contrast, KnowRob provides an ontological description of the ob-
ject parts and relies on a physics engine to model their 3D surfaces. The
KnowRob ontologies characterise not only atomic partonomies, e.g., Is-
PartOf, but also more sophisticated attributes of parts, which entail broader
compositionality and causality, e.g., dangerousPart.

4.2.4 Qualitative Spatial Relations (QSR)

Another critical requirement we identified is the capability to single out
predictions which appear in atypical locations and are thus more likely to
be incorrect (e.g., a radiator on top of a desk). In other words, we are look-
ing for (i) Qualitative Spatial Relations (QSR) between objects appearing in
the same image and for (ii) ways to measure the typicality of these QSR.
The QSR provided in Visual Genome (e.g., fire extinguisher ON a wall,
radiator ON the floor) meet both requirements.

First, Visual Genome provides object-object relations represented at the
image level, whereas the spatial relations provided by the other KBs high-
lighted in column 5 of Table 4.1 either mix different levels of granularity
(e.g., object-object with object-room relations) or are entirely unstructured
(e.g., "computer is often found in an office" - from NELL). This issue is
particularly pronounced in the case of ConceptNet and WebChild, where
QSR are mixed with part-whole relations (e.g., CPU is a thing located at
computer; radiator is in spatial proximity with water, air and bathroom).

Second, since spatial relations in Visual Genome are annotated for each
image, their frequency of occurrence throughout the collection can provide
a measure of their typicality. In later chapters, we will further explore how
to derive the typicality of spatial relations from re-occurring concepts in
large-scale collections.

Nonetheless, all the reviewed repositories are missing some of the spa-
tial relations which are very specific to our use case scenario - e.g., that fire
extinguisher signs are hanging on the wall, right above fire extinguishers.
We have identified two main causes for this lack of coverage. First, only
a subset of the target object classes is represented in the examined reposi-
tories. Second, linguistic spatial relations can be ambiguous and grouped
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under generic predicates with different spatial senses. In this context, the
expression affixed to, is reduced to the on preposition. Hence, we will intro-
duce an additional semantic layer to effectively reuse the spatial properties
of comprehensive Knowledge Bases, as examined later in Chapter 6.

4.2.5 Generic 2D Views

Another important requirement of Visual Intelligence is the access to generic
2D views, to extract the prototypical shapes and stable colour regions that
characterise different objects. Visual Genome, on the one hand, provides,
for a subset of objects, annotations of their shape, colour and texture - e.g.,
fire extinguisher is red, trash can is round.

Compared to the natural scenes in Visual Genome, 2D object models
in ShapeNet are pre-segmented and simplified, synthetic models. Thus,
ShapeNet models are potentially valuable candidates for representing pro-
totypical object views.

Wikidata also provides a set of exemplary images for each one of its en-
tries. However, Visual Genome and ShapeNet offer more extensive image
collections, which range across different object models. Indeed, in Chapter
3 we showed how ShapeNet models could be used as a supporting set of
examples to train a Neural Network to classify robot-collected images.

4.2.6 Object Affordances

Another key component that contributes to visual sensemaking is the aware-
ness of the different uses and (inter)actions of objects.

Once again, the KnowRob ontology offers the most expressive and com-
prehensive schema, with properties such as hasAffordance, userOfAffordance,
AssemblyAffordance and GraspingAffordance. Due to the main application fo-
cus of the KnowRob platform, the represented facts mainly pertain to the
active manipulation of objects. By contrast, other KBs describe a wider
range of object uses and interactions at the cost of clarity and interpretabil-
ity in terms of semantic structure.

Descriptions in NELL, DBpedia and Wikidata are purely textual and un-
structured - e.g., I stood up from an office chair; chairs are commonly used
to seat a single person. This issue also affects the Quasimodo resource,
which expresses object uses through varying verb tenses and expressions:
e.g., used, be used for, be used by, be useful in and so forth.
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ATOMIC and ASER describe causal chains of events. As such, affor-
dances would need to be extracted from if-then sentences or causal dis-
course structures. This entity extraction process would increase the cost
and potential inaccuracies of acquiring the required knowledge.

Affordance models are relatively more structured in ConceptNet through
the UsedFor and CapableOf relations. In Webchild, the activity flag is used
for any type of activity. Unfortunately, both ConceptNet and WebChild in-
clude ambiguous affordances, mixing different word senses. For instance,
monitor can be both a type of input device and a supervisor and is thus associ-
ated to the activity become monitor.

In Visual Genome, affordances can be inferred from action predicates
- e.g., a woman pouring water. A potential advantage of using Visual
Genome to express object affordances is the availability of WordNet synsets
to canonicalise varying predicate forms. Nevertheless, upon closer inspec-
tion, we found that relation synsets in Visual Genome are often noisy and
problematic. Predicates, especially phrasal verbs, are at times linked to the
incorrect synset - e.g., the verb seen is annotated with the be.v.01 group.
Moreover, composite noun expressions (green leaves) are sometimes mis-
taken for verbs (leave.v.01).

4.2.7 Motion Trajectories

Another high-priority requirement concerns the qualification of objects as
static (e.g., a radiator), movable (e.g., a water bottle) or moving (e.g., a per-
son). Indeed, the bottom-up analysis of Chapter 3 emphasised the impor-
tance of these typical motion trajectories for visual sensemaking. In princi-
ple, the episodic memories in the KnowRob system would allow inferring
these motion trajectories, because the observed actions are annotated at
specific timestamps. Nevertheless, none of the reviewed knowledge bases
explicitly encodes knowledge about the common motion trajectories of ob-
jects.

4.2.8 Pragmatics

For practical purposes, we also analysed the level of accessibility of the
surveyed Knowledge Bases. Accessibility is here expressed on a qualitative
scale, i.e., as “high", “adequate", or “partial" (Table 4.1).
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In the case of KnowRob, only the core ontologies are publicly available.
The simulation engine and episodic memory logs were not accessible at
the time when this analysis was carried out (during the October 2019 -
March 2020 period). Similarly, Probase only provides partial access to the
set of concepts and properties that are included in Microsoft’s Concept
Graph.

The resources that were found to be most easily accessible, at the time
of this study, are the Unified Verb Index (UVI), DBpedia, Wikidata, Con-
ceptNet, WebChild, Quasimodo, ATOMIC, and Visual Genome. Indeed,
the latter KBs provide an intuitive browser to navigate the resources and
dedicated API services. The remaining resources ensure an adequate level
of accessibility, i.e., they can be downloaded in full and queried locally. In
the next section, we will briefly reflect on the evolution of this knowledge
landscape in the two years after our coverage study.

4.3 test of time perspectives

In the previous section, we presented a coverage study of Knowledge
Bases that we conducted between October 2019 and March 2020. Two
years later4, we ask: have these resources passed the test of time? To what
extent are they still maintained? Which additional sources have been re-
leased which hold promise from a Visual Intelligence perspective?

The majority of the reviewed resources are still fully accessible. The only
exception is the WebChild resource, for which online access has been dis-
continued. Nevertheless, a few novel resources have been recently released
that may extend the level of coverage of VIA requirements.

An extension of the ATOMIC Knowledge Graph known as ATOMIC2020
was proposed (Hwang et al., 2021), which contributes additional event-
centered concepts and physical object attributes. Notably, the evaluation
conducted in (Hwang et al., 2021) shows that the representations included
in ATOMIC2020 are complementary to the patterns learned by Knowl-
edge Graph embedding models such as COMET (Bosselut et al., 2019).
Based on these results, Hwang and colleagues hypothesise that Knowl-
edge Graph embedding models can provide an "interface" between DL
language models such as GPT-3 (Brown et al., 2020) or BART (Lewis et al.,
2020), which are purely data-driven, and declarative sources of common-
sense facts, such as ATOMIC2020.

4 As of Jul 26, 2022, at the time of writing.
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Similarly, an extended version of ASER, ASER 2.0, was released (Zhang
et al., 2022). Compared to the previous version of ASER, ASER 2.0 ex-
tends the set of eventualities and verb phrases encoded in the Knowledge
Graph. Moreover, a conceptualisation method is introduced to generalise
unseen eventualities from the observed ones. On average, 63% of nodes of
ATOMIC2020 are covered in ASER, whereas the overlap between the two
in terms of edges is 36%. However, the focus of ASER is mostly on even-
tualities involving people, compared to the newest version of ATOMIC,
which also incorporates physical object attributes. Similarly to the case
of (Hwang et al., 2021), the results in (Zhang et al., 2022) show that the
integration of the ASER KG with pre-trained language models can signifi-
cantly improve the performance in commonsense reasoning tasks. In this
context, the TransOMCS model (Zhang, Khashabi, et al., 2020) is the coun-
terpart to COMET. That is, as COMET was introduced to discover new
facts over the ATOMIC resource, TransOMCS was developed for knowl-
edge discovery over the ASER Knowledge Graph.

Despite their comparable contents, ATOMIC and ASER are difficult to
align due to their different sentence structures. As a result, evaluating
the degree of overlap of these two resources is challenging, as suggested
by the partial coverage figures reported in (Zhang et al., 2022). On a
more practical level, leveraging both resources becomes problematic. To
mitigate these issues, Fang et al. (2021) proposed a knowledge acquisi-
tion framework known as DIScourse knowledge to COmmonSense knowledge
(DISCOS). Specifically, DISCOS is autonomously populated through the
BertSAGE model (Fang et al., 2021), which is trained to learn to predict
new nodes and edges in a Knowledge Graph on the basis of data triples
extracted from ATOMIC and ASER. Results from (Fang et al., 2021) sug-
gest that DISCOS could provide a methodology to discover new facts in
autonomously-constructed resources like ASER, which, despite their scale,
tend to include more noisy and incomplete facts. This pipeline is achieved
by training the model on the higher-quality knowledge that is encoded in
the ATOMIC KB, which is the result of a crowdsourced effort.

Most of the knowledge encoded in Knowledge Bases is positive, whereas
negated and contradictory facts are often disregarded. To bridge this gap,
the Array of commonseNse Inferences for Oppositions and Negations (ANION)
has been proposed (Jiang et al., 2021). ANION is a Knowledge Graph en-
riched with if-then inference rules that express different types of negated
and contradictory events. As such, ANION can complement systems
based on ATOMIC, where negative claims are not explicitly declared. Sim-
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ilarly, it could augment statistical models like COMET, which are, by defi-
nition, incapable of learning facts outside the training data distribution.

Overall, our updated review of the literature suggests that recent efforts
have been mainly devoted to the generation and discovery of linguistic
knowledge through neurosymbolic learning techniques, e.g., as in the case
of COMET and TransOMCS, as opposed to engineering novel repositories
of commonsense facts.

The extension of existing resources concerns ATOMIC and ASER, i.e.,
collections of person-centric representations of social interactions and events.
Nevertheless, the ATOMIC2020 resource also includes a set of object-centric
attributes, such as fabrication materials and part-whole relations. In sum,
the claim about the lack of intuitive spatio-temporal knowledge in Knowl-
edge Bases that emerged in our preliminary coverage study remains valid.

4.4 summary of findings

This chapter reports the results obtained while tackling the third research
question of this doctoral work. Namely, we explored to what extent state-
of-the-art Knowledge Bases can fulfil the epistemic requirements associated the
development of Visually Intelligent Agents.

In particular, the bottom-up analysis of Chapter 3 highlighted three
types of knowledge that are potentially most impactful. These are the
typical (i) object sizes, (ii) spatial relations, and (iii) motion trajectories that
qualify objects as static, movable, or moving. The coverage study indicated
that ShapeNet and Visual Genome, in particular, can provide the highest
coverage of size and spatial properties. Moreover, the Quasimodo resource
has also emerged as a valuable resource for the physical object properties
required to support HanS’ sensemaking tasks. Nevertheless, we expect
that additional knowledge will need to be gathered for object categories
outside the reviewed KBs. Particularly striking is the lack of resources that
explicitly represent the typical motion trajectories of objects.

Overall, none of the reviewed Knowledge Bases meets the desired re-
quirements in full. However, the reviewed Knowledge Bases appear to be
complementary to one another with respect to the types of knowledge they
provide. The availability of a mapping to WordNet categories for many of
the reviewed resources facilitates, in principle, the fusion of knowledge
entities across different sources.

Importantly, the evidence concerning the lack of explicit representations
of spatio-temporal object attributes was corroborated even after updating
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our review to consider the new resources which have been released in the
past two years. However, our analysis of recent efforts in the Knowledge
Engineering community has highlighted one interesting future research
direction: combining declarative knowledge with linguistic models to dis-
cover novel and implicit facts. We will return to this perspective in Chapter
9.
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5
I N T U I T I V E P H Y S I C S : R E A S O N I N G A B O U T S I Z E S

Where the telescope ends, the microscope begins.
Which of the two has a grander view?

— Victor Hugo ("Les Miserables")

This chapter focuses on the most impactful requirement discovered in
Chapter 3: the ability to compare objects by size. To fulfil this requirement,
we ought to devise a system able (i) to represent the typical size of objects,
and (ii) to categorise objects on the basis of size features. Thus, in Sec-
tion 5.1, we start by reviewing work in size representation and reasoning
that is inspired by cognitive theories. Our review of related work informs
the proposal of a novel hybrid method to enhance object recognition tech-
niques based on Deep Learning, through the integration of size reasoning
capabilities (Section 5.2). The proposed method capitalises on a synop-
tic representation of size, which can accommodate size variations within
the same object class. The experimental results discussed in Section 5.3
demonstrate the performance benefits of applying the proposed solution
in real-world robotic scenarios. In particular, in the following, we consider
(i) data collected by the HanS robot while patrolling the Knowledge Me-
dia Institute (KMi), as well as (ii) the object stowing dataset which was
introduced by Zeng et al. (2018) at the latest Amazon Robotic Challenge
(ARC).

Part of this chapter has been presented in:

• Chiatti, A., Motta, E., Daga, E., and Bardaro, G. (2021) Fit to measure:
Reasoning about sizes for robust object recognition. Proceedings of the
AAAI Spring Symposium on Combining Machine Learning with Knowl-
edge Engineering (AAAI-MAKE). https://proceedings.aaai-make.info/
AAAI-MAKE-PROCEEDINGS-2021/paper7.pdf

• Chiatti, A., Motta, E., and Daga, E. (2022) Robots with Commonsense:
Improving Object Recognition through Size and Spatial Awareness.
Proceedings of the AAAI Spring Symposium on Machine Learning and
Knowledge Engineering for Hybrid Intelligence (AAAI-MAKE). http://
ceur-ws.org/Vol-3121/paper4.pdf
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5.1 representing the typical size of objects

Cognitive studies have suggested that the human brain maintains a canon-
ical representation of the physical size of objects, which is functional for
imagining, drawing and categorising them (Julian et al., 2017; Konkle &
Oliva, 2011; Long et al., 2016). This prototypical size appears to be pro-
portional to the logarithm of the known object size (Konkle & Oliva, 2011).
Further ecological experiments (Long et al., 2016) have consolidated the
view that size-related features are extracted since the earliest visual pro-
cessing stages, before object recognition. As such, it appears that we pro-
duce a mid-level representation to bridge the gap between the lower-level
perceptual stimuli of the vision system and the higher-level semantic con-
cepts describing different object classes.

Inspired by the work of Konkle and Oliva (2011), Bagherinezhad et
al. (2016) proposed to build a size graph, where nodes are modelled as
log-normal distributions over Web-retrieved object dimensions. Similarly,
Elazar et al. (2019) proposed to represent size as a statistical distribution
of Web-retrieved measurements. Zhu et al. (2014) also collected physical
size measurements from a combination of Freebase (Bollacker et al., 2008),
Amazon and Ebay. Since the latter representations were aggregated from
multiple measurements over large-scale databases, they are more likely to
capture the contour variance (Long et al., 2016) among entities of the same
class. For instance, a short paperback novel and a large hardback dictio-
nary are both books, despite their size differences.

However, these representations consider at most one feature contribut-
ing to size. In (Bagherinezhad et al., 2016), absolute measurements are
merged across query results by taking their geometric mean. In (Elazar
et al., 2019), statistical distributions are computed either over volume or
over length units, as in (Zhu et al., 2014). Converging towards a single
size feature is sufficient to identify broader groups of small and large ob-
jects but hinders the classification of finer-grained object categories. For
example, the volume of a recycling bin may be comparable to the volume
occupied by a coat stand. Thus, we would also need to know that bins are
commonly thicker than coat stands to discriminate between the two on the
basis of size information.

Hence, while producing a compact representation from lower-level size
features, we also want to ensure that enough information is preserved to
categorise objects over a target taxonomy. In this work, we derive this size
representation from the perceptual features examined in (Long et al., 2016),
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i.e., the object extent, surface area, natural orientation, and aspect ratio, which
we condense over three coarse, class-level descriptors of the object: surface
area, thickness, and aspect ratio.

5.2 proposed approach

We propose to integrate an understanding of the typical size of objects with
DL-based object recognition through a hybrid approach which operates in
post-processing (Figure 5.1). In this setup, Deep Learning is applied first
to derive a series of object predictions for each input image. Then, the
object size is considered to infer the final object predictions. In Sections
5.2.1, we present a novel method to extract the relevant background knowl-
edge about object sizes from existing KBs. Then, we devote Section 5.2.2
to illustrating the different architectural modules in the proposed hybrid
reasoning pipeline.

5.2.1 Proposed Knowledge Representation

To derive a representation of size that is fit for real-world robotic tasks, we
take inspiration from Cognitive Science research (Long et al., 2016), which
indicates a link between the lower-level perceptual stimuli of our visual
system and the higher-level taxonomies that we use to conceptualise objects.
Thus, defining a reference taxonomy is the first step toward building a
synoptic representation of size. Second, our size representation must be
robust to variations in the shape and appearance of objects belonging to
the same class - i.e., the contour variance of (Long et al., 2016). Lastly,
we will need to derive a coarse-grained representation from lower-level
size features: i.e., the object extent, surface area, natural orientation and
aspect ratio (Long et al., 2016). We propose to abstract these features from
the raw size measurements available within general-purpose Knowledge
Bases, through the following steps, also depicted in Figure 5.2.

taxonomy definition. In the H&S monitoring scenario, we focus on
60 object classes that are commonly found at the Knowledge Media Insti-
tute, i.e., the environment where our robot assistant is currently deployed.
To identify these categories, we examined the images collected by our
robot during one of its scouting routines and identified the set of objects
which characterise the target environment. Objects which are too small
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Figure 5.1: The proposed hybrid architecture, which integrates DL-based object
recognition with a size reasoner.
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Figure 5.2: Processing steps applied to construct a synoptic representation of size
from raw object dimensions. Process groups, numbered from 1 to 3,
follow the same naming convention of Section 5.2.1. Darker (purple)
blocks symbolise fully-automated processes, whereas lighter (yellow)
blocks symbolise manual steps.
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to be detected through the robot camera (e.g., pens, light switches) were
discarded. The remaining objects include furniture (e.g., chairs, desks), IT
equipment (e.g., desktop PCs. monitors), H&S equipment (e.g., fire ex-
tinguishers, emergency exit signs) and other miscellaneous items. Specifi-
cally, we used domain-specific categories for H&S equipment and resorted
to more generic class names otherwise. Intuitively, the robot is expected to
recognise that academic textbooks and notebooks are both types of books.
At the same time, it is vital that the robot recognises the difference between
emergency exit signs and fire extinguisher signs. This preliminary analy-
sis allowed us to converge on 60 object categories of interest. In contrast
with this H&S scenario, the object taxonomy used in the Amazon Robotic
Challenge (ARC), which consists of 61 categories, is highly specialised, as
it models a very specific subset of Amazon products - e.g., the children’s
book Robots Everywhere, rather than any book.

handling contour variance . Based on how general is the object
taxonomy defined in the previous step, an object class may include in-
stances of varying sizes. Indeed, broad semantic concepts (e.g., chair)
group objects of different shapes and designs (e.g., different chair mod-
els). To account for this intra-class variability, we collect repeated measure-
ments from large-scale databases, as in (Bagherinezhad et al., 2016; Elazar
et al., 2019; Zhu et al., 2014). Namely, for 31 out of the 60 target classes,
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Figure 5.3: The 2D histograms generated automatically in the KMi case. Given
three input dimensions d1,d2,d3, one histogram is created for each
of the three possible orientation configurations. Colours indicate the
number of objects in each bin. After scaling results by taking their
natural logarithm, the number of objects is spread more evenly across
bins.
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(a) Based on the raw area and thickness measurements.
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(b) After converting area and thickness measurements to the logarithmic scale.

the related object dimensions could be found on ShapeNet (Savva et al.,
2015). Additional object dimensions were scraped from Amazon. For the
14 remaining classes, measurements had to be collected manually due to
the paucity of comprehensive resources encoding size (Bagherinezhad et
al., 2016; Chiatti, Motta, et al., 2020). To filter out noisy measurements, we
applied Local Outlier Factor detection (Breunig et al., 2000) across neigh-
bour observation pairs in each class. Conversely, highly specialised classes
(e.g., the Amazon Cherokee kid’s shirt) represent a single object model.
Nonetheless, the size of an object can still change with the appearance: e.g.,
the kid’s T-shirt may be folded or loose. However, the Amazon catalogue
dimensions only indicate the size of the folded T-shirt. Therefore, we en-
force a rule so that, for the few ARC classes affected by appearance vari-
ability, the catalogue measurements are complemented with a second en-
try, where the maximum dimension is doubled. This trivial adjustment is
based on the intuition that, for instance, a loose T-shirt (or an open book)
is twice as wide as the folded T-shirt (or closed book) that the catalogue
dimensions typically represent.
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from instance-level absolute dimensions to class-level size

features . Based on (Long et al., 2016), the size of objects can be de-
scribed in terms of area, orientation and extent, i.e., the ratio of the area of
the object to its 2D bounding box. As such, the extent feature is affected
by the so-called framing effect (Konkle & Oliva, 2011): i.e., our perception
of the size of an object is influenced by the size of the frame bounding
the object. For instance, we would perceive a drawn object as bigger or
smaller depending on what portion of the page the drawing is occupy-
ing. However, thanks to the availability of absolute object dimensions
(d1,d2,d3), we can avoid relying on the relative extent of objects within
a frame to approximate their size. Nevertheless, to derive the area of an
object from (d1,d2,d3), we need to make hypotheses about its orientation.
For instance, we may consider a chest of drawers measuring 90x120x40

cm as 90 cm wide or as 40 cm wide, based on how it is placed. Because
standard Web-retrieved measurements are represented as three object di-
mensions, there are only three possible area configurations that can be
modelled: d1·d2, d2·d3, d3·d1. As a result, the remaining dimension in
each configuration indicates the depth (or thickness) of the object. Area
and depth values in each configuration are averaged class-wise to derive
a summary descriptor of these features across instances of the same class.
As the size variability across different classes can be significant (e.g., cup-
boards are significantly larger than drink cans), thickness and area values
are also scaled with respect to their natural logarithm. This design choice
also aligns with the cognitive findings of (Konkle & Oliva, 2011), which
suggest that prototypical sizes are "proportional to the logarithm of the
assumed size of the object in the world".

multi-feature abstraction. To group objects based on their size,
we clustered the input class-level features on a 2D histogram, where the
area is quantised over 5 bins (extra-small, small, medium, large or extra-large),
and the thickness spans across 4 qualitative bins (flat, thin, thick, or bulky).
Because the resulting qualitative representation is expected to be human-
understandable and intuitive, we chose the most common format of the
Likert graphic rating scale for the object area, i.e., a 5-point scale with
medium as a neutral category. For the thickness feature, we instead im-
posed a more polarised (or forced) 4-point scale, as the absence of (i.e., flat-
ness) or the excess of thickness (i.e., bulkiness) are more distinctive object
traits. The histograms obtained in the case of the Lab dataset are reported
in Figure 5.3. A comparison of the bin counts in Figures 5.3a and 5.3b
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Figure 5.5: Examples of object sorting across two dimensions: (i) the area of the
front surface (the product of the width, w, by the height, h), on the
x axis; and (ii) the depth value, d, representing the object thickness,
on the y axis. For readability, we have filtered out cases where the
same object belongs to different bins from Figure 5.5a. However, in
practice, we allow for the same object to be assigned to more than
one bin to account for orientation variability and contour variance, as
exemplified in Figure 5.5b.

(a) Object sorting based on their area and thickness features.

(b) The same object category can be assigned to multiple size bins.
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demonstrates that converting the area and thickness values to a logarith-
mic scale helps to distribute the number of objects more evenly across bins.
Noticeably, objects in Figure 5.3b form denser clusters along the diagonal:
i.e., the object thickness tends to increase proportionally with the front sur-
face area. Generating these 2D histograms allows us to identify a set of
object clusters, as exemplified in Figure 5.5a. In this representation, clus-
ter (or bin) membership is mutually non-exclusive. Hence, the proposed
representation allows us to model even categories that are extremely vari-
able with respect to size. For instance, carton boxes come in all sizes, and
power cords come in different lengths. Similarly, a box might lay flat or
appear bulkier once assembled, as exemplified in Figure 5.5b. In addition
to these automatically-generated annotations, we also manually labelled
classes as flat or non-flat (or both, depending on their contour variance).
This caution allowed us to validate the automatically-generated thickness
properties. For example, if a certain object were labelled as strictly flat
by the human oracle but categorised as thick through the histograms, the
system would raise a conflict and correct the latter annotation. Similarly,
we introduced a second check condition to complete sparse annotations:
e.g., if an object is annotated as both medium and extra-large, the large la-
bel is automatically added1. One last manual validation pass ensured that
the relative sorting of objects is coherent. In addition to modelling differ-
ent orientation configurations, we also considered that certain objects may
be observed under natural orientations - e.g., chairs usually stand upright
(Chiatti, Motta, et al., 2020; Long et al., 2016). Objects that are aligned
with their natural orientation exhibit a distinctive aspect ratio. For instance,
chairs are typically taller than wide. Thus, we also labelled objects as taller
than wide (ttw), wider than tall (wtt), or equivalent.

5.2.2 Proposed Reasoning Method

Here we propose a hybrid system where DL is combined with a reasoner
that is capable of considering the typical sizes of objects. Specifically, the
Knowledge Base of sizes presented in the previous section is integrated
with DL-based object recognition through the following procedural steps
(illustrated in Figure 5.1).

1 While this assumption is not always correct (e.g., cars can be extra-small, scaled models or
extra-large, full-sized vehicles, even in the absence of medium-sized car models), it holds
for the class domains of this work. Hence, here we conservatively produced a larger set
of annotations to avoid any size discrepancies.
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dl-based object recognition. This module classifies the objects
depicted in each image. It receives an RGB image collected by the robot
and a set of 2D object regions as input. Then, objects are classified through
a Deep Neural Network that returns, for each input region, a set of ranked
object predictions. In sum, this configuration is suitable for any algorithm
which provides, for each detected object: (i) the 2D region bounding the ob-
ject, (ii) a set of scored predictions, whether similarity-based or probability-
based. Because the main aim of the experiments discussed in this paper is
to compare the performance of hybrid solutions against the DML classifi-
cation methods of Zeng et al. (2018), we rely on manually-annotated object
regions to control for potential errors propagated from the image segmen-
tation steps. The proposed setup also accepts as input the predictions of
different DL algorithms. This feature allows us to leverage the outcomes
of methods which perform differently on different subsets of objects, as in
Zeng et al. (2018).

size estimation. The function of this module is to estimate the ob-
served object sizes from depth data. At this stage, input depth regions are
converted to 3D PointClouds2. Then, to mitigate the impact of noisy mea-
surements, points that lie farther away than two standard deviations (2σ)
from their n nearest neighbours are discarded. This outlier removal pro-
cess is applied only to 1 every χ points to reduce the computational cost.
Then, a 3D bounding box for the object is approximated through the Con-
vex Hull algorithm. Ultimately, the x,y, z edges of the 3D bounding box
are used as a proxy for the real object dimensions. The orientation of the
observed object is not known a priori. However, having built a knowledge
representation of size which accounts for different orientations (Section
5.2.1), we can make a simplifying assumption at this stage. In particular,
we consider the minimum of the x,y, z dimensions as depth and multiply
the remaining two dimensions together to derive the surface area of the
object.

size quantisation. To make the estimated area and thickness values
comparable with the knowledge representation of Section 5.2.1, we start by
taking the natural logarithm of the size values estimated in the previous
step. Then, the numeric values are opportunely quantised, i.e., represented

2 For the ARC set, where test images also include the robotic arm and other background
elements, we also segment the input depth image: we apply K-Means clustering with K=3

(i.e., background, foreground, and object cluster) and select as object region the cluster of
second-nearest centroid to the camera.
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in qualitative terms. Given a set of cutoff thresholds T , the surface area
is categorised as extra-small, small, medium, large or extra-large. Second,
the object is categorised as either flat or non-flat, based on whether its
estimated depth is lower than or greater than a threshold λ0. Third, the
object is also characterised as flat, thin, thick, or bulky, based on a set of
thickness thresholds Λ, where λ0 ∈ Λ. Fourth, hypotheses are made about
the observed Aspect Ratio (ttw, wtt,eq), based on a constant cutoff ω0. As
it would be unfeasible to predict the object Aspect Ratio (AR) only from
x,y and z without knowing its current orientation, we estimate it on the
basis of the width (w) and height (h) of the 2D bounding box:

AR =


ttw if h > w∧ h

w > ω0

wwt if h < w∧ w
h > ω0

eq otherwise,

(5.1)

where ω0 > 1. In the ARC case, objects are recognised after being grasped
and can be grasped from any direction. Thus, the observed AR is not
helpful to discriminate between different objects and is excluded from the
reasoning.

ranking validation. At this stage, the size features quantised at the
previous step are used to query the reference KB of Section 5.2.1. Based
on the background knowledge of the typical object size, the system re-
turns a set of plausible candidate classes. As a result, the output ranking
of top-K predictions may include a different set of classes from those ob-
tained through DL. However, the original DL scores, i.e., the class order
in the ranking, are preserved. In the experiments of this chapter, we will
evaluate the effects of considering different size features (i.e., the area sur-
face, thickness, and AR) to generate this set of candidates. In scenarios
where the strengths of two DL solutions are complementary to one an-
other (Zeng et al., 2018), this validation module can help capitalise on both
methods. Algorithm 1 provides a pseudocode description of the method
used to leverage the predictions of two complementary DL baselines. Let
the object predictions generated by each algorithm be raking A and B, re-
spectively. If the top class in ranking A (c0,A) appears among the set of
plausible candidates and the top class in ranking B (c0,B) is not plausible,
ranking A is selected for size validation (Lines 2-3). Conversely, if c0,B is
plausible while c0,A is not plausible, ranking B is selected (Lines 4-5). We
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use the area feature at this stage to decide which algorithm produces the
most plausible candidate. Then, we also consider additional size features,
e.g., the thickness and Aspect Ratio, to correct the prediction. However,
to handle cases where both (or neither) DL predictions are plausible, we
included a fallback mechanism which selects the most confident algorithm
of the two (Lines 7-10). In some cases, the ε threshold is insufficient to con-
clude which algorithm is the most confident one, because both distances
are below the related threshold or, similarly, both exceed the respective
threshold. In such cases, we consider the absolute distance between each
L2 distance and ε. We define this absolute distance as δ on Lines 12-13.
Intuitively, if both distances are lower than the ε threshold, the ranking of
maximum δ, i.e., the ranking whose top-1 score minimises the L2 distance,
is preferred (Lines 15-19). Otherwise, if both distances are higher than ε,
the ranking of minimum δ, i.e., the ranking of nearest top-1 score to the
confidence threshold, is preferred (Lines 21-25). In sum, this process re-
tains the ranking whose top-1 prediction is plausible with respect to size.
If both or neither of the two methods provided a valid prediction, the most
confident prediction is used instead.

automated parameter tuning . The aforementioned reasoning mod-
ules depend on a series of parameters, which are listed in Table 5.1. In
particular, for each parameter, Table 5.1 indicates: (i) its symbolic repre-
sentation, (ii) its role, (iii) the processing steps in which it is used, as well
as (iv) the optimal parameter values found for the datasets under evalua-
tion. Optimal parameter values are derived automatically to ensure that
the proposed solution is applicable to different scenarios. First, the ε pa-
rameter is estimated (or two εA and εB parameters, if two DL algorithms
are being leveraged). To this aim, a portion of the test set is held out by
applying stratified n-fold cross-validation. This step ensures that the rel-
ative distribution of classes in the test set is preserved during sampling.
Then, DL predictions are generated on the held-out set. For each object
class, the minimum L2 distance is considered. Lastly, distances are aver-
aged across all object classes. Similarly, the cutoff sets T and Λ are derived
automatically, based on the edges of the 2D histogram bins of Section 5.2.1.
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Algorithm 1 Ranking validation with two DL methods
Input: Two DL rankings A and B,
a set P of n plausible classes, based on size.
Parameters: εA, εB
Output: a size validated ranking W

1: Let A = {(c0,A, s0,A), ..., (ck,A, sk,A)} and
B = {(c0,B, s0,B), ..., (ck,B, sk,B)} be sets of
k predicted class labels c and L2 distances s.

2: if c0,A ∈ P and c0,B /∈ P then
3: W = {(c0,A, s0,A), ..., (cn,A, sn,A)}∀c ∈ P
4: else if c0,B ∈ P and c0,A /∈ P then
5: W = {(c0,B, s0,B), ..., (cn,B, sn,B)}∀c ∈ P
6: else
7: if s0,A < εA and s0,B > εB then
8: W = {(c0,A, s0,A), ..., (cn,A, sn,A)}∀c ∈ P
9: else if s0,B < εB and s0,A > εA then

10: W = {(c0,B, s0,B), ..., (cn,B, sn,B)}∀c ∈ P
11: else
12: δA = |s0,A − εA|
13: δB = |s0,B − εB|
14: if s0,A < εA and s0,B < εB then
15: if δA > δB then
16: W = {(c0,A, s0,A), ..., (cn,A, sn,A)}∀c ∈ P
17: else
18: W = {(c0,B, s0,B), ..., (cn,B, sn,B)}∀c ∈ P
19: end if
20: else
21: if δA < δB then
22: W = {(c0,A, s0,A), ..., (cn,A, sn,A)}∀c ∈ P
23: else
24: W = {(c0,B, s0,B), ..., (cn,B, sn,B)}∀c ∈ P
25: end if
26: end if
27: end if
28: end if
29: return W
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Table 5.1: Summary of hybrid reasoning parameters.

Symbol Role Where used Value

εi L2 distance threshold DL prediction KMi set:
of i-th algorithm selection εK-net = 0.0404

ARC set:
εK-net = 0.0268,
εN-net = 0.0320

T Set of thresholds Size quantisation KMi set:
for the area bins {−4.149,−2.777,

−1.404,−0.0319}

ARC set:
{−7.739,−6.268,

−4.797,−3.326}

Λ Set of thresholds Size quantisation KMi set:
for the thickness bins {−2.024,−1.076,

−0.127}

ARC set:
{−3.587,−2.568,

−1.550}

λ0 ∈ Λ flat/non-flat threshold Size quantisation KMi set:
−2.024

ARC set:
−3.587
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5.3 experiments

The experiments in this chapter test the hypothesis that a hybrid object recog-
nition system, which integrates background knowledge of the typical size of objects,
can significantly outperform systems that are purely based on Deep Learning in
the scenario of autonomous H&S monitoring. Specifically, we want to assess
the individual contribution of three size descriptors to the overall perfor-
mance. These descriptors are the surface area, thickness, and Aspect Ratio
(AR) of an object class. Moreover, we interrogate on the performance effects of
constructing a Knowledge Base of sizes automatically. Lastly, we ask whether
the proposed hybrid reasoning method can support different application scenar-
ios compared to our primary H&S use-case. In particular, what is the utility
of introducing background knowledge of the typical object sizes when new object
categories are observed at test time?

To this aim, we set up three experiments. In the first exploratory exper-
iment, we derive background knowledge properties and optimal parame-
ter values manually to control for potential errors introduced by automat-
ing the construction of the size Knowledge Base. The second and third
experiments, instead, precisely follow the methodology presented in Sec-
tion 5.2.2 and are designed for evaluating the proposed method on two
datasets. These are (i) data collected through the HanS robot while pa-
trolling the Knowledge Media Institute (KMi), and (ii) the object stowing
dataset that Zeng et al. (2018) introduced at the latest Amazon Robotic
Challenge (ARC).

experiment 1 . In this experiment, we test the main hypothesis of this
study. Thus, we focus on the scenario of autonomous Health & Safety
monitoring in the office. Therefore, we collect a dataset in the environment
where our robot is currently deployed, i.e., KMi. The reference object tax-
onomy in this dataset is defined following the same procedure introduced
in Section 5.2.1. Namely, objects are sorted across 2-dimensional clusters
based on their area and thickness, and manually annotated with respect
to their typical Aspect Ratio (AR). However, differently from the method
described in Section 5.2.2, here we manually assign objects to histogram
bins. Moreover, we derive optimal values for the reasoning parameters
empirically through repeated trials. Because, in the proposed method, the
DL predictions are validated in post-processing, the performance of the
reasoner is highly dependent on the set of predictions that are selected for
correction. Therefore, in the following, we also control the method used
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for selecting predictions for correction. Ideally, if the proposed size rea-
soner ensured a higher recognition performance than Deep Learning on
all instances, we could simply validate all the predictions generated by the
DL algorithm to improve the overall performance. In reality, we expect
the size reasoner to introduce its own recognition errors. Moreover, size
characteristics alone are often insufficient to recognise objects. Hence, we
expect that visual features learned through DL and knowledge-based size
features will need to be leveraged to converge towards the correct predic-
tions.

Based on these assumptions, we consider the following evaluation sce-
narios within Experiment 1:

• Scenario A, where only those DL predictions which are known to
be incorrect are validated through the size reasoner. Although un-
realistic because it assumes that ground truth object annotations are
known a priori, this scenario provides an upper bound of perfor-
mance for the proposed method.

• Scenario B, where all the DL predictions are passed through the size
reasoner.

• Scenario C, where we weigh the contribution of the DL-based com-
ponent and of the knowledge-based reasoner. Namely, here we feed
the size reasoner with only a subset of the DL predictions based on
the confidence of the DL algorithm. Namely, the reasoning steps
are skipped for those DL predictions: (i) whose top L2-distance is
smaller than ε, and (ii) which were repeatedly recommended, i.e.,
which appeared in the top-3 positions of the DL ranking.

experiment 2 . Compared to Experiment 1, the assignment of object
classes to size clusters is automated in this setup. Specifically, we follow
the methodology described in Section 5.2.1 to abstract coarse-grained size
features from raw size measurements. Hence, by comparing the results of
Experiments 1 and 2, both conducted on the KMi set, we can assess the
performance effects of automating the construction of the size Knowledge
Base. Differently from Experiment 1, the reasoning parameters (Table 5.1)
are fine-tuned automatically. Specifically, n-fold cross-validation is applied
so that a portion of the test set in each inference run is devoted to estimat-
ing the ε threshold values. Moreover, the edges of the histograms provide
the reference values for the T and Λ threshold sets, to quantise the ob-
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served sizes across qualitative size bins. As in the case of Experiment 1,
we organise the evaluation across scenarios A through C.

experiment 3 . In the third experiment, we evaluated the proposed
methodology on a different dataset. In particular, we focus on images
of Amazon products collected in the context of the stowing task at the
latest Amazon Robotic Challenge (ARC). Since this dataset represents a
different robotic task and object taxonomy from the KMi case, it allows us
to evaluate the applicability of the proposed solution beyond H&S mon-
itoring activities. Moreover, only a subset of classes is made available in
the ARC dataset at training time. The remaining classes are observed for
the first time during inference. As such, this experimental setup also al-
lows us to test whether our solution is robust to introducing novel object
classes. Conveniently, the ARC dataset includes annotations of the prod-
uct dimensions, which provide the reference knowledge of sizes. Because
this experiment is conceived for evaluating how the solutions explored in
Experiment 2 perform in a different robotic application, it is not organised
with respect to three evaluation scenarios. Specifically, it only considers
the realistic scenario, where DL-based and knowledge-based modules are
leveraged autonomously.

5.3.1 Data Preparation

the kmi set. This dataset differs from the data evaluated in the pre-
liminary trials of Chapter 3 and significantly extends the set of considered
object classes. Specifically, we focus on 60 object classes commonly found
in KMi, i.e., the taxonomy of Section 5.2.1. Training examples were cap-
tured against a neutral background and opportunely cropped to control
for the presence of clutter and occluded parts. We collected 10 images
per class for training purposes, with an 80%-20% training-validation split.
We followed the same rationale of the experiments of Chapter 3 to form
suitable training triplets consisting of a positive example, a negative ex-
ample, and an anchor image. Specifically, five images per class were used
as anchor examples and paired up with their most similar image among
the remaining five examples in that class - i.e., through the multi-anchor
switch strategy used in (Zeng et al., 2018). Image similarity was assessed
by: (i) extracting features from the pre-trained ResNet50 module, (ii) L2-
normalising the resulting image embeddings, and (iii) computing their
cosine similarity. Then, we matched each anchor with the most similar im-
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age belonging to a different class. In this way, instead of picking negative
examples randomly as in (Zeng et al., 2018), we focused on triplets which
are relatively harder to disambiguate.

For testing purposes, additional RGB images and depth measurements
of the KMi office environment were collected during one of HanS’ mon-
itoring routines. As a result, the class cardinalities in this set reflect the
natural, relative occurrence of objects in the observed domain. For in-
stance, HanS is more likely to spot fire extinguishers and radiators than
printers on its scouting route. These data were initially recorded as Robot
Operating System (ROS) bag files, with both RGB and depth messages
logged at a 640x480 resolution (i.e., the maximum resolution allowed by
the depth sensor). 622 clear RGB frames, where the robot camera was still,
were manually selected from the original recordings.

Because the recording of RGB and depth messages is asynchronous,
each RGB frame had to be matched to its nearest depth image within
a time window of +/- µ. Choosing a higher value for µ increases the
number of scenes for which a depth match is available. However, it also
increases the likelihood that a scene is matched with the wrong depth mea-
surements because the robot may have moved in the meantime. We found
that setting µ to 0.2 seconds in our trials offered a good compromise. This
setup ensured finding a depth match for 509 (∼82%) of the 622 original
frames. After a visual inspection, we discarded only 2 (∼0.4%) inaccurate
matches out of 509. We further pruned this RGB-D set to exclude identical
images where neither the robot’s viewpoint nor the object arrangement
had changed.

We annotated the remaining 213 images with respect to 60 reference
object categories through the Make Sense open-source annotation tool3.
Besides labelling each object, we also annotated its bounding rectangular
or polygonal region, depending on its 2D shape. Resorting to polygonal
masks to segment non-rectangular or partially occluded objects allowed us
to produce higher quality annotations and mitigate the effects of marginal
noise. These annotations were used to crop the original RGB images and
store each object region as a separate test example. We then reused the
same annotated regions to crop the depth image linked to each RGB frame.
Upon analysing the generated depth crop, we identified 19 object regions
which did not enclose any depth measurement. This result can happen, for
instance, when the object falls outside the range of the depth sensor (i.e., 60

cm – 8 m). To fairly compare the performance of the size-based reasoner

3 https://www.makesense.ai/. Last accessed on Aug 24, 2022.
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(which relies on depth data) against the ML baseline, we discarded the
empty depth crops from our test set, leaving us with 1414 object regions.

the arc set. This dataset was used in (Zeng et al., 2018) to evalu-
ate the object recognition performance of Deep metric learning methods
as part of the 2017 Amazon Robotic Challenge (ARC). Images in this set
depict 61 Amazon products, of which 41 are known since training time,
while the remaining 20 are observed for the first time during inference. It
includes RGB-D images collected through an Intel RealSense SR300 cam-
era and reference images from the Amazon product catalogue. Zeng et al.
(2018) further augmented this support set by flipping the product images
vertically and horizontally and applying 90 degrees rotations. 4236 robot-
collected images were cropped to the central region depicting the grasped
object and used as positive training examples. Differently from the KMi
set, negative training examples were picked randomly in this dataset.

At test time, 562 images were collected for evaluation. However, rather
than treating all 61 classes as plausible candidates for each test image,
Zeng et al. (2018) opted for a 1 vs. 20 evaluation scenario. Under this sim-
plifying assumption, for each test image, a list of 20 potential classes out of
61 is provided. In particular, the 20 candidate classes for each test example
were selected pseudo-randomly to always include ten known classes and
ten novel classes in each sampled set. For a fair comparison of the pro-
posed hybrid method against the Deep Learning baselines, we maintain
the same evaluation protocol of Zeng et al. (2018) in these experiments.

5.3.2 Evaluation Metrics

In Experiments 1 and 2, we measure the performance on the KMi set in
terms of cross-class Accuracy, Precision, Recall, and F1 score of the top-1
object predictions in the ranking. Additionally, to account for the natural
class imbalance in the KMi set, we also weigh these average metrics by
class support. Moreover, we evaluate the quality of the top-5 predictions
in terms of mean Precision (P@5), mean normalised Discounted Cumu-
lative Gain (nDCG@5) and hit ratio (HR), i.e., the number of times the
correct prediction appeared among the top-5, divided by the total number
of predictions. When comparing the different methods under evaluation,
we prioritise improvements on the weighted F1 score, which accounts for
the naturally imbalanced occurrence of classes in the test set. Moreover, at
comparable top-1 results, we favour methods which provide higher qual-
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ity top-5 rankings. Indeed, if the correct class were not ranked first but
still appeared in the top-5 ranking, it would be easier for an additional
reasoner (or human oracle) to correct the prediction.

While in Experiment 1, we consider a single evaluation run, in Experi-
ment 2, we average evaluation metrics across seven runs. Through a n-fold
stratified cross-validation setup, we also fine-tuned the ε parameter. In this
configuration, one data fold is devoted to deriving the ε values, while the
remaining six samples are used for the evaluation. We chose the value of
n=7 pragmatically to devote only a restrained portion of test examples to
parameter tuning, i.e., 202 object regions out of 1414.

Experiment 3 is focused on evaluating the ARC set, which was intro-
duced in (Zeng et al., 2018). Thus, we rely on the same top-1 metrics of
(Zeng et al., 2018) to compare with prior work. Specifically, top-1 predic-
tions are evaluated in terms of Accuracy (i) on the known object classes,
(ii) on the novel object classes, and (iii) in the presence of both types of
objects (i.e., in a mixed scenario). Moreover, since Zeng et al. (2018) only
evaluated the top-1 DL predictions, we evaluate the quality of the top-5
ranking through the same metrics introduced in Experiments 1 and 2.

5.3.3 Ablation Study

In the following, we list the different methods under evaluation and il-
lustrate the changes introduced before each performance assessment. We
start by evaluating the DL baselines without background knowledge about
the typical size of objects. Then, we test five variations of the hybrid rea-
soning pipeline introduced in Section 5.2.2, where different combinations
of the area, thickness and Aspect Ratio (AR) features are considered.

Nearest Neighbour (NN). In this pipeline, feature vectors are extracted
from a ResNet50 module pre-trained on ImageNet (He et al., 2016), with-
out training on the KMi set. Namely, a 2048-dimensional embedding is
extracted for each object region in the KMi test set and matched to its
nearest embedding in the KMi training set in terms of L2 distance. This
baseline provides us with a lower bound for the DL performance before
fine-tuning parameters on the domain of interest.

N-net is the multi-branch Network which ensured the top performance
on novel object classes, i.e., classes unseen at training time, in (Zeng et
al., 2018). In this configuration, each CNN branch is a ResNet50 module
pre-trained on ImageNet. At training time, hyperparameters are updated
so that the Triplet Loss (Hoffer & Ailon, 2015) is minimised. In this way,
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the Network optimisation is directed toward minimising the L2 distance
between matching pairs while also maximising the L2 distance between
dissimilar pairs. At inference time, object regions in the KMi test set are
classified based on their nearest object in the learned feature space.

K-net is the multi-branch Network which led to the top performance
on known object classes, i.e., classes seen at training time, in (Zeng et al.,
2018). It is identical to the N-net pipeline, except a second component
is added to the Triplet loss during training. This auxiliary component is
based on the SoftMax loss over M object classes, as introduced in Section
3.3.1. In this way, we modify the training objective to learn a feature space
that can discriminate similar and dissimilar objects across a pre-defined
set of classes.

Hybrid (area). This method integrates knowledge about the size of ob-
jects to validate the DL predictions. It follows the hybrid architecture in-
troduced in Section 5.2.2. However, only the surface area of objects is
considered for validating the DL predictions.

Hybrid (area + flat/non-flat). With this ablation, we evaluate the effects
of introducing a second feature to represent the size of objects. Specifically,
here we consider not only the qualitative surface area of objects but also
whether they are flat or non-flat, based on their estimated thickness. Then,
the DL-based predictions are validated on the basis of candidate classes
which lie within the same area range of the observed object and are also
equally flat or non-flat.

Hybrid (area + thickness) is equivalent to the previous configuration,
except the depth of objects is represented on a four-class scale: i.e., as flat,
thin, thick, or bulky. This ablation tests the utility of introducing more
granular bins to represent the object thickness, i.e., in the y axis of Figure
5.5.

Hybrid (area + flat/non-flat + AR). In this pipeline, we also integrate the
qualitative Aspect Ratio (i.e., taller than wide, wider than tall, or equiva-
lent) as a third feature representing size. This setup tests whether the
qualitative AR can help to further separate the object clusters exemplified
in Figure 5.5.

Hybrid (area + thickness + AR) is identical to the latter pipeline, ex-
cept objects are qualified as flat, thin, thick, or bulky, with respect to their
thickness. As such, this ablation considers the complete set of cognitively-
inspired features that we have proposed for representing size (Section
5.2.1).
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5.3.4 Results: Experiment 1

The performance results obtained in Experiment 1 are reported in Table 5.2.
First, we evaluated the performance of the DL baselines on the KMi test
set before introducing any background knowledge about the typical size
of objects. The baseline results are reported once for all evaluation scenar-
ios because they are invariant to changes applied to the hybrid reasoning
steps. As shown in Table 5.2, N-net and K-net ensured a drastically higher
performance than the baseline NN method. In other words, fine-tuning
the DL models over a few training examples was beneficial compared to
directly reusing features learned on the ImageNet dataset. Thus, in the
following experiments, we will only consider predictions from the N-net
and K-net models as input to the reasoning process. In particular, K-net
is the DL baseline which led to the top overall performance. All perfor-
mance metrics were higher than in the N-net case, with the only exception
of a 0.2% decrease on the unweighted Recall. Given that all classes in the
KMi set are introduced at training time, this result confirms the findings
of (Zeng et al., 2018), where K-net led to the top performance on known
object categories. Based on these results, in the following, we consider the
K-net predictions as a baseline for testing the hybrid ablations.

scenario a . In scenario A, we control for potential errors introduced
when selecting the DL predictions to validate through the size reasoner.
That is, we feed the size reasoner only with those top-1 DL predictions that
differ from their ground truth label. Although unrealistic, this best-case
scenario provides us with an upper bound for the reasoner performance
and aids the analysis of errors. As shown in Table 5.2, simply integrating
knowledge about the qualitative surface area of objects already ensured
a significant performance improvement, with a 12.5% increase of the un-
weighted F1 score and a 10.7% increase of the weighted F1 score. Overall,
the two hybrid configurations that included all the qualitative size features
in the background KB: i.e., through the "area + flat/non-flat + AR" and
"area + thickness + AR" ablations, achieved the best performance, both in
terms of top-1 predictions and in terms of top-5 predictions. In particular,
the unweighted F1 score increased by 17.7%, in the "area + thickness + AR",
compared to the K-net baseline. Furthermore, the weighted F1 improved
over K-net by 14.8%, in the "area + flat/non-flat + AR" case. Hence, the
margin for improvement when complementing DL with size-based reason-
ing is significant.
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These results confirm the hypothesis of Chapter 3: the capability to
compare objects by size and the access to background knowledge repre-
senting size play a crucial role in object categorisation.
While characterising the thickness across five categories ensured the top
unweighted performance, discriminating objects simply as flat or non-flat
ensured the top performance in terms of weighted metrics. Similarly, the
introduction of finer-grained thickness bins did not help improve the qual-
ity of the top-5 ranked results. Thus, these initial results suggest that the
cost, and potential inaccuracies, of formalising additional knowledge to
characterise the typical size of objects are not justified by a sufficient per-
formance gain.

scenario b . In this configuration, all the K-net predictions are passed
to the size reasoner without discriminating between correct and incor-
rect DL predictions. As shown in Table 5.2, the results obtained through
the hybrid pipelines were insufficient to outperform the K-net baseline.
Among the hybrid alternatives, the highest-performing one was the ab-
lation that only considered the area feature. Nonetheless, this method
degraded the P and R metrics, compared with K-net, and achieved only
a slight improvement in terms of Accuracy. This issue becomes more pro-
nounced with the introduction of additional size features. Indeed, the
"area+thickness+AR" ablation achieved the lowest performance among the
tested methods. These results indicate that there are cases where the pre-
dictions of the Deep Learning algorithm are correct, and querying the
size reasoner leads to incorrect results. Wrong size judgements could be
equally caused by (i) errors in the estimation of the object size, by (ii) biases
in the distribution of object sizes in the set of measurements considered as
a reference for constructing the KB, or by (iii) the methodological choice to
adopt discrete size categories. For instance, if an object lies at the frontier
between small and medium-sized objects, it may be wrongly categorised
due to relying on clear-cut thresholds.

scenario c . To capitalise on the potential performance margin re-
vealed by Scenario A and avoid the performance drop of Scenario B, a
rationale is needed to leverage the DL-based and knowledge-based out-
comes. As anticipated in Section 5.2.2, we devised a module to select a
subset of DL predictions to validate through the size reasoner. In particu-
lar, predictions are filtered by confidence so that only the least confident
DL predictions are validated. As shown in Table 5.2, the introduction of

113



this module allowed us to achieve a positive trade-off between the lower
performance bound of Scenario B and the upper performance bound of
Scenario A. Crucially, all hybrid solutions outperformed the DL baselines
by a large margin. In particular, the unweighted F1 increased by up to
3.8%, and the weighted F1 was up to 6.7% higher than the K-net results.
Moreover, introducing an awareness of the object sizes increased the qual-
ity of the top-5 results in each prediction: the mean P@5 increased by up
to 5.1%, the nDCG@5 by 5.6%, and the hit ratio by 4.2%. Similarly to
Scenario A, the qualitative surface area is the feature which exhibited the
most consistent performance across the different evaluation metrics. In
other words, integrating additional knowledge beyond that first feature
only led to comparable or degraded results. The only metric that is posi-
tively impacted by the introduction of additional features is the Precision
metric. Indeed, as additional knowledge-based constraints are integrated,
the size reasoner becomes a "more strict" classifier. Namely, to be consid-
ered valid, each object class must adhere to typical area, thickness and
Aspect Ratio qualities. As a result, the size reasoner misses a portion of
true positives, as reflected in the lower Recall scores. In sum, trials on a
manually curated KB suggest that a size representation as minimalist as in-
dicating whether the object exposes an extra-small, small, medium, large,
or extra-large front surface area is sufficient to ensure a significant boost
in the object recognition performance.

5.3.5 Results: Experiment 2

As in Experiment 1, the tested object recognition methods are evaluated on
the KMi set. However, differently from Experiment 1: (i) reference object
sizes are derived automatically from external Knowledge Bases, and (ii)
optimal values for the reasoning parameters are autonomously estimated.
Since n-fold cross-validation (n=7) is applied to the test set, the results of
Experiment 2, are averaged across seven cross-validation splits. Results
are reported in Table 5.3.

As expected, the baseline results reproduce the results of Experiment 1,
i.e., K-net outperformed N-net both in terms of F1 scores and in terms of
top-5 ranking quality. The K-net and N-net scores in Table 5.3 are either
identical to the scores of Table 5.2 or only differ in the order of tenths of
percentage points. This minimal variation is caused by averaging perfor-
mance metrics across splits in Experiment 2.
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scenario a . In the best-case scenario where only the wrong DL pre-
dictions are corrected, the drastic performance improvement enabled by
the introduction of size awareness is confirmed, even after automating
the construction of the size KB. The margin of improvement over the DL
baseline was lower than Experiment 1 after considering only the surface
area feature. However, integrating all three features contributing to size
led to comparable or higher scores than those achieved in Experiment 1.
In particular, the top performance is achieved when the thickness feature
is characterised across five qualitative bins, i.e., in the case of the "area
+ thickness + AR" ablation. With the latter solution, the quality of the
top-1 predictions increased by 13.7% (Accuracy), 23.7% (unweighted P),
11.6% (unweighted R), 19.7% (unweighted F1), 8.2% (weighted P), 13.8%
(weighted R), 15.4% (weighted F1) compared to the K-net baseline. The
top-5 metrics also improved by 6.2% (P@5), 7.5% (nDCG@5), 10.5% (hit
ratio). Differently from the results of Scenario A in Experiment 1, this evi-
dence supports the utility of relying on finer-grained bins to represent the
object thickness.

scenario b . The results obtained in this scenario confirmed the per-
formance patterns observed in the case of Experiment 1 - Scenario B. First,
validating the complete prediction set through the size reasoner led to the
lowest performance across the tested cases. Second, the overall perfor-
mance degradation was more pronounced in cases where additional size
features were integrated besides the object area. This evidence further con-
firms the need for a rationale to leverage the DL-based and size-validated
predictions. Nonetheless, despite the automation of the KB construction
and parameter tuning steps, the performance achieved in the "area + thick-
ness + AR" case is comparable to or higher than Experiment 1 for all eval-
uation metrics. As noted in Scenario A, the only feature which appears
to be negatively impacted by the introduction of automatically-sourced
object measurements is the surface area feature. However, as more size de-
scriptors are introduced, most metrics improve compared to Experiment
1 - Scenario B, particularly in terms of F1 scores, weighted top-1 metrics
and top-5 metrics. As such, this second set of trials, albeit setting a lower
performance bound than the DL baselines, further corroborates the view
that sourcing knowledge automatically benefited the overall performance
of the system.
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scenario c . Similarly to the previous scenarios, the performance was
not negatively impacted after automating the construction of the KB. In-
tegrating knowledge of the typical size of objects ensured a significant
performance improvement over the DL baselines. In particular, integrat-
ing all three knowledge properties encoding size (i.e., the front surface
area, thickness and AR) produced the most robust top-1 predictions: the
F1 score increased by up to 6% in the unweighted scenario and by up to
5% in the weighted scenario. The integration of the AR feature was not
significant in terms of quality of the top-5 ranking compared to the per-
formance already ensured in the "area + thickness" case. Even without
relying on the AR feature, integrating the knowledge about the surface
area and thickness was sufficient to ensure an improvement across the top-
5 ranking metrics: the P@5 increased by 3.3%, the nDCG@5 and hit ratio
are both 3.4% higher than in the DL case. Although the F1 is higher on all
tested hybrid cases, there is a slight top-1 unweighted recall degradation
in some cases. We hypothesise that, through the tested hybrid pipelines, a
small portion of true positives is missed due to: (i) altering correct DL pre-
dictions which have low confidence scores, (ii) mistaking the ground truth
class for objects which are both in the same size cluster and also visually
similar, based on DL.

5.3.6 Results: Experiment 3

We conducted this experiment on the Amazon Robotic Challenge (ARC)
dataset to evaluate the applicability of the proposed method to different
object taxonomies and robotic tasks. Moreover, since in the ARC set, cer-
tain classes are only observed at test time, this experimental setup also
allows us to test whether the proposed solution is robust to object cate-
gories that are unknown at training time.

The DL-based results reported in Table 5.4 reproduce the findings of
(Zeng et al., 2018). On the ARC set, the K-net and N-net methods com-
plement one another: N-net ensured the top Accuracy on novel object
classes, whereas K-net achieved a near-perfect accuracy on classes seen
at training time. It so happens because K-net is overfitted on the known
object classes during training, whereas N-net learns to match objects by
similarity, irrespective of their class. In a scenario where two algorithms
exhibit complementary performances, the desired outcome is to combine
the strengths of both algorithms to improve in real-world setups, where
known and novel objects co-exist (i.e., the "Mixed "case of Table 5.4).
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Table 5.4: Top-1 results from Experiment 3, which was conducted on the ARC set.
Results are expressed in percentages. The highest performance scores
are highlighted in bold.

Top-1 accuracy [%]
Method Known Novel Mixed

N-net (Zeng et al., 2018) 56.8 82.1 64.6
K-net (Zeng et al., 2018) 99.7 29.5 78.1

Hybrid (area) 94.7 71.7 87.6
Hybrid (area + flat/non-flat) 94.5 71.7 87.5
Hybrid (area + thickness) 81.7 39.3 68.7

Table 5.5: Top-5 results from Experiment 3, which was conducted on the ARC set.
Results are expressed in percentages. The highest performance scores
are highlighted in bold.

Top-5 unweighted [%]
Method P@5 nDCG@5 HR

N-net (Zeng et al., 2018) 61.9 62.7 72.6
K-net (Zeng et al., 2018) 73.7 75.0 82.4

Hybrid (area) 82.6 84.1 89.7
Hybrid (area + flat/non-flat) 82.5 84.0 89.7
Hybrid (area + thickness) 64.6 65.8 70.1

Indeed, integrating knowledge of the surface area of objects ensured a
significant improvement in this mixed case, where the top-1 Accuracy in-
creased by 9.5% compared to K-net. Moreover, the P@5 increased by 8.9%,
the nDCG@5 by 9.1%, and the hit ratio by 7.3% (Table 5.5).

Conversely, integrating size features based on thickness was counter-
productive. This outcome contrasts with the positive results that we have
achieved when combining the area and thickness features on the KMi set.
Thus, we can conjecture that it relates to the characteristics of the ARC set.
Indeed, the considered Amazon products have comparable sizes because
they all need to be graspable by the robotic arm. As a result, by integrating
additional size features, we may have obtained object clusters which are
overly separated. Nonetheless, the proposed reasoner offers an effective
strategy to leverage the performance of two complementary DL baselines.

Crucially, we measured these results through a more rigorous methodol-
ogy than the one used in (Zeng et al., 2018) to integrate K-net with N-net.
First, we relied on external size knowledge for estimating optimal thresh-
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old values, instead of resorting to the ground truth labels of the test set.
Secondly, while Zeng et al. used the same dataset both for threshold selec-
tion and evaluation, we opportunely split the test set.

5.3.7 Implementation Details

The experiments presented in this chapter can be reproduced using the
code and instructions available at https://github.com/kmi-robots/object_
reasoner. In particular, the "master" branch of the provided repository
represents the setup of Experiment 1, whereas the "dev" replicates Experi-
ments 2 and 3.

We trained the DL baselines on the KMi dataset on a Dell PowerEdge
R740xd server, with an Intel Xeon Silver processor running at 2.20 GHz
and a Tesla P40 GPU. We evaluated the test set on an HP Elitebook laptop
mounting an 8-core Intel i7 processor at 1.80GHz and 16 GB of RAM.

The contributed code was developed in the Python3.6 programming
language. In particular, we relied on the PyTorch Deep Learning frame-
work (Paszke et al., 2019) to implement the DL models of (Zeng et al.,
2018). Moreover, we capitalised on the Python Open3D open-source li-
brary (Zhou et al., 2018) to construct Convex Hulls from depth data and
estimate the size occupied by the 3D object regions. Although we initially
implemented this code within an Ubuntu 18.04 OS environment, we could
also reproduce results on Ubuntu 20.04.

dl setup. To train the K-net and N-net models on the KMi dataset,
images were resized to 224 × 224 frames and normalised to the same dis-
tribution as the ImageNet-1000 dataset, which was used for pre-training
the ResNet50 modules in each CNN branch. The tested ablations were
fine-tuned through an Adabound optimiser (Luo et al., 2019), over mini-
batches of 16 image triplets, with a learning rate set to start at 0.0001 and
to trigger switching to Stochastic Gradient Descend optimisation at 0.01.
Parameters were updated for up to 1500 epochs, with an early stopping
whenever the validation loss had not decreased for more than 100 epochs.
In Experiment 3, where the same setup of (Zeng et al., 2018) was main-
tained, we relied on at the authors’ instructions4. Thanks to the readily
provided baseline predictions, we could directly apply the inference steps
without re-training the K-net and N-net models on the ARC set.

4 https://github.com/andyzeng/arc-robot-vision. Last accessed on Nov 10, 2022.
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knowledge-based reasoning setup. In the trials of Experiment
1, i.e., before automating the fine-tuning of the reasoning parameters, we
achieved the best results with the following parameter values: ε was set
to a distance of 0.04, while the three cutoff sets in the size quantisation
module were defined so that T ={0.007,0.05,0.35,0.79}, with thresholds ex-
pressed in squared meters, and Λ ={0.1,0.2,0.4} (in meters). Moreover, to
quantise the estimated Aspect Ratio values, the Ω constant was fixed at
1.4 times. In Experiments 2 and 3, optimal parameter values were inferred
automatically through n-fold cross-validation (n=7). The parameter values
derived automatically are listed in Table 5.1.

5.4 summary of findings

In this chapter, we have introduced a methodology to (i) autonomously
represent typical object sizes from raw measurements gathered from large-
scale KBs, as well as to (ii) integrate the acquired knowledge into a Deep
Learning pipeline for object recognition.

The experiments of this chapter have demonstrated that augmenting a
DL module with a size reasoner can significantly improve a robot’s abil-
ity to categorise objects. These performance benefits are sustained even
when the size knowledge is autonomously constructed, as opposed to
being manually curated. In fact, when size knowledge is autonomously
sourced, the performance is equivalent to or higher than in the case of
manually annotating the size properties. These results corroborate the util-
ity of repurposing external knowledge resources to derive coarse-grained
size features.

Overall, the surface area of objects was found to be a relatively more
impactful feature, in terms of performance improvement, than the thick-
ness and Aspect Ratio (AR). However, feature importance appears to be
influenced by the considered downstream task. Specifically, in HanS’ ap-
plication scenario, the top performance was achieved by integrating all
three size features. Conversely, in the Amazon stowing test case, the thick-
ness was not a helpful discriminating factor to categorise objects. This
result may be due to the fact that the ARC catalogue includes products of
comparable thickness that can be similarly grasped through a robotic arm.

Moreover, we found that correcting a sub-portion of the DL predictions
on the basis of the classification confidence is preferable to applying size
reasoning without discrimination to the complete set of predictions. In-
deed, inaccuracies in estimating the object sizes and biases reflected by
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the distribution of samples in the KB sources can hinder the size reasoner
predictions. More fundamentally, size properties are often insufficient to
disambiguate different object categories. Therefore, it makes sense to cap-
italise on the Deep Learning priors and only query the size reasoner as
needed.

Notably, the proposed method benefited not only scenarios where scarcely
confident DL judgements are to be enhanced but also settings where com-
plementary DL models are being leveraged, as in the ARC case. In this
context, the proposed method ensures complete separation between the
data used for estimating the model parameters and the data used for test-
ing the model. Thus, it also contributes an alternative approach to the
"recollection stage" proposed in (Zeng et al., 2018), which was affected by
data leakage issues.
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6
C O M P O S I T I O N A L I T Y: R E A S O N I N G A B O U T S PAT I A L
R E L AT I O N S

"Sometimes it is there, and sometimes it is not,
but when it appears, it is always equipped

for the seeker’s needs."

— J. K. Rowling
("Harry Potter and the Order of the Phoenix")

In this chapter, we examine the second most-impactful requirement for
Visual Intelligence that has emerged through our analysis: the capabil-
ity to reason on the typical spatial relations between objects. We start by
reviewing the existing representations of spatial knowledge (Section 6.1).
Building on existing models, we derive a framework for spatial reasoning
that fits the scenario of visual sensemaking through a mobile robot (Section
6.2). This framework can be fully implemented through off-the-shelf Geo-
graphic Information Systems (GIS), as further discussed in Section 6.3. The
modelled spatial knowledge can also enhance Deep Learning pipelines for
object recognition tasks, as shown in Section 6.4. We evaluate the utility
of the proposed methodology, as follows. First, we assess the quality of
the spatial relations that can be autonomously extracted from perceptual
robot-collected data (Section 6.5). Then, we evaluate the contribution of
the introduced spatial reasoning module to the object recognition perfor-
mance (Section 6.6).

Part of this chapter has been presented in:

• Chiatti, A., Motta, E., and Daga, E. (2022) Robots with Commonsense:
Improving Object Recognition through Size and Spatial Awareness.
Proceedings of the AAAI Spring Symposium on Machine Learning and
Knowledge Engineering for Hybrid Intelligence (AAAI-MAKE). http://
ceur-ws.org/Vol-3121/paper4.pdf

• Chiatti, A., Bardaro, G., Motta, E., and Daga, E. (2022) A Spatial
Reasoning Framework for Commonsense Reasoning in Visually In-
telligent Agents. Proceedings of the International Workshop on Artificial
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Intelligence and Cognition (AIC, Örebro, Sweden). https://aic20.aass.
oru.se/aic-pdfs/AIC-2022-camera-ready-full-paper-10.pdf
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6.1 representing typical spatial relations

Broadly speaking, spatial relations can be represented qualitatively - e.g.,
A contains B - or quantitatively - e.g., the angle between A and B is θ
(Thippur et al., 2015). Following Borrmann and Rank (2010), Qualitative
Spatial Relations (QSR) can be further characterised as (i) metric, i.e., based
on the metric distance between objects (ii) topological, i.e., describing the
neighbourhood of objects, and (iii) directional, i.e., relative to the direction
of different axes in a reference coordinate system. We refer the interested
reader to (Cohn & Renz, 2008) for a foundational review of qualitative
spatial representations.

Qualitative representations are more similar to the types of spatial pred-
icates involved in natural language discourse than quantitative representa-
tions. As a result, qualitative spatial representations are easier to interpret
and aid Human-Robot Interaction (Sarthou et al., 2019; Sisbot & Connell,
2019; Thippur et al., 2017). Moreover, they are more similar to the linguistic
predicates available within large-scale, general-purpose Knowledge Bases,
such as those surveyed in Chapter 4. Specifically, they are aligned with the
spatial predicates provided by the Visual Genome benchmark (Krishna et
al., 2017), which we have previously identified as a promising source of
spatial relations. Thus, qualitative spatial representations can facilitate the
repurposing of general-scale resources in robotic contexts to compensate
for the paucity of comprehensive KBs for Visual Intelligence (Chapter 4).

The problem of representing spatial relations has been researched for
decades, producing many theoretical frameworks for spatial reasoning
(Bateman et al., 2010; Cohn & Renz, 2008; Grenon & Smith, 2004; Varzi,
2007). In Robotics, extensive efforts have been devoted to linking the robot
sensor data and symbolic knowledge to the geometric maps modelling its
environment (Coradeschi & Saffiotti, 2003; Kostavelis & Gasteratos, 2015;
Nüchter & Hertzberg, 2008). These efforts have produced intermediate rep-
resentational models, also known as semantic maps, i.e., maps that contain,
"in addition to spatial information about the environment, assignments
of mapped features to entities of known classes" (Nüchter & Hertzberg,
2008). To combine the best of both worlds, Deeken et al. (2018), Kunze
et al. (2014), and Young et al. (2017) have proposed to link the content of
semantic maps to formal spatial theories.

In general, spatial relations are expressed between object pairs, where
one of the two objects is the reference, or landmark. For instance, in the
sentence "a bike near a house", "house" is the reference object. Young et al.
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(2017) have used Ring Calculus to represent the closeness of objects. Kunze
et al. (2014) have relied on ternary point calculus (Moratz & Ragni, 2008)
to model directional relations with respect to the robot’s location and the
location of the reference object. Thus, the 3D regions occupied by objects
are reduced to point-like objects on the 2D plane. Moreover, Kunze et al.
(2014) assumed that the robot’s location does not change over time and is
always defined with respect to a tabletop.

Differently from Kunze et al. (2014), Deeken et al. (2018) represented
directional relations by comparing the 3D regions occupied by objects,
through the halfspace-based model of Borrmann and Rank (2010). How-
ever, this model is based on the assumption that the robot’s viewpoint is
always aligned both with the global coordinate system of the map and
with the inherent orientation of the observed objects. Thus, it is unsuitable
to model mobile robots making sense of the environment during naviga-
tion.

In real-world scenarios, as the robot moves, its viewpoint changes over
time and the objects observed will be oriented differently. Thus, we pro-
pose to combine the robot’s viewpoint and the orientation of the reference
object within a contextualised frame of reference. This contextualised frame of
reference allows us to define a contextualised 3D region, or Contextualised
Bounding Box, which represents the location of the object with respect to
both the robot’s viewpoint and the frame of reference of a landmark.

Crucially, the contextualised frame of reference and Bounding Box can
be defined for any combination of robot and landmark location, thus en-
suring that this framework can model many real-world robotic scenarios.
In particular, our reference scenario is mobile ground robotics, where the
robot lies on the ground, i.e., on the XY plane, and the Z axis is aligned
with gravity. Under this assumption, we can model not only the case of
mobile ground robot navigation but also the case of robot manipulation.
Indeed, the orientation of the Z axis is preserved whenever cameras are
placed on the robot’s base. Moreover, even if additional cameras are at-
tached to the end-effectors, observations are still linked to the reference
frame of the base. However, the proposed framework for spatial reasoning
is unsuitable for modelling the case of robots using full 3D navigation, i.e.,
robots that can move along any axis, such as drones.

In sum, consistently with the design methodology recommended by re-
lated studies of spatial ontology engineering (Bateman, 2010; Eschenbach,
1999), we propose to handle the ambiguity of language by situating spatial
predicates in a geometric frame of reference. However, differently from
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upper-level ontologies of space (Bateman et al., 2010; Grenon & Smith,
2004; Varzi, 2007), which attempt to comprehensively characterise how hu-
mans conceptualise spatial concepts through language, we focus on the
spatial reasoning components that mobile service robots need for visual
sensemaking.

6.2 proposed knowledge representation framework

To define a spatial reasoning framework which satisfies the concrete re-
quirements of robot sensemaking, we extend the formal theory of spatial
reasoning presented in (Borrmann & Rank, 2010; Deeken et al., 2018).
Moreover, we map the obtained spatial relations to the commonsense
predicates used to describe spatial relations between objects in English.
We gather these predicates from (Herskovits, 1986; Landau & Jackendoff,
1993). By making an explicit link between formal AI theories and infor-
mal linguistic representations, we obtain a framework for commonsense
spatial reasoning in robotic scenarios.

notation. In what follows, we model definitions as First Order Logic
(FOL) statements. We represent logic variables through lowercase letters
and constants through uppercase letters. We also use lowercase initials
to denote functions, while uppercase initials symbolise predicates. For
instance, sReg is a function, whereas Above is a predicate. Unless other-
wise stated, free variables are universally quantified. Finally, we use the
standard notation (X, Y, Z) to denote the reference axes in the coordinate
system and the symbols x,y, z to refer to spatial coordinates on these axes.

spatial primitives . Our domain of discourse D is that of spatial ob-
jects, i.e., physical objects, "which have spatial extensions" (Cohn & Renz,
2008). From this perspective, a spatial object is represented in terms of a
spatial region. In particular, our spatial primitive is the concept of spatial
point. Thus, in the following, we represent spatial regions as sets of spa-
tial points, p. Let P be the set of all spatial points. Then, for each spatial
object o ∈ D, we assume the existence of a function sReg which, given o,
returns the subset of P which includes all the points in the spatial region
of o. Formally:
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SpatialObj(o)⇒ sReg(o) ⊆ P, (6.1)

SpatialObj(o)⇒ sReg(o) 6= ∅. (6.2)

In particular, our focus is not on arbitrary collections of spatial points
but rather on one-piece regions (Cohn & Renz, 2008), i.e., on sets of inter-
nally connected points:

SpatialObj(o)⇒ ProperSR(sReg(o)). (6.3)

To provide a formal definition of the concept of proper spatial region, we
need first to establish a spatial frame of reference.

spatial frame of reference . A spatial object is characterised not
only with respect to a spatial region but also in terms of a reference coordi-
nate system, also known as frame of reference. A frame of reference consists
of an origin point and a set of directed axes intersecting at the origin, O. In
particular, modelling the 3D space requires three reference axes X, Y,Z. Al-
though spatial points and spatial regions exist independently of the frame
of reference, the interpretation of these spatial primitives only makes sense
in the context of a frame of reference. Once we have defined a reference
frame, we can interpret spatial points as geometrical points, i.e., coordinate
triples in R3. Let GP be the set of all geometrical points in the considered
space:

GP = {p|p = (x,y, z) ∈ R3}. (6.4)

The identified frame of reference also has an associated granularity, i.e., an
infinitesimally small constant D > 0 in R, which defines the minimum
distance for two geometrical points to be considered as distinct entities.
Two geometrical points are then said to be adjacent if and only if (i.e., iff)
their geometrical distance is equal to D. To compute the distance between
two geometrical points, they must be in the same frame of reference. Let
d(gp,gp ′) be a function which returns a real number indicating the geo-
metric distance between points gp and gp ′. Then:

Adj(gp,gp ′)⇔ d(gp,gp ′) = D. (6.5)
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The definition of proper spatial region then follows from the defined no-
tion of adjacency:

ProperSR(sr)⇔ ∀gp[gp ∈ sr⇒ Conn(gp, sr)], (6.6)

Conn(gp, sr)⇔ ∀gp ′[gp ′ ∈ sr∧ gp ′ 6= gp]⇒ ConnP(gp,gp ′), (6.7)

ConnP(gp1,gp2)⇔ Adj(gp1,gp2)∨ ∃gp3[Adj(gp1,gp3)∧

ConnP(gp3,gp2)]. (6.8)

In our model, we assume that the global spatial region, GP, is a fully-
connected set of points. Moreover, we assume that spatial regions can
be approximated through 3D boxes1. This simplifying assumption is con-
sistent with standard practice in the literature (Borrmann & Rank, 2010;
Deeken et al., 2018). Because we are only concerned with mobile ground
robots, in our frame of reference, bounding boxes can have an arbitrary
orientation around the Z axis aligned with gravity, but their base is always
parallel to the XY plane. In particular, we consider the minimum bound-
ing box that best approximates the actual volume occupied by an object
and that is aligned with its natural orientation (Chiatti, Motta, et al., 2020;
Savva et al., 2015). Let b be a set of geometrical points which contains the
spatial region of o:

BoundBox(b,o)⇔ sReg(o) ⊆ b∧ b ⊆ GP, (6.9)

MinBoundBox(b,o)⇔ BoundBox(b,o)∧¬∃b ′[BoundBox(b ′,o)∧

b ′ ⊂ b]. (6.10)

In this scenario, the environment navigated by a robot can also be mod-
elled as a spatial region which includes an arbitrary number of objects,
i.e., as a global spatial region. Within the framework provided by a global
spatial region, GP, we can define the outer region of a spatial region, sr,
as follows:

outReg(sr) = {gp|gp ∈ GP∧ gp /∈ sr}. (6.11)

1 In the case of large regions of negligible thickness, such as floors, walls and ceilings, the
spatial region reduces to a 2D surface.
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The frame of reference of the global region, FGP, is extrinsic. It is based on
a reference point that is external to both an object and an observer. FGP
remains fixed as the robot navigates the environment.
Conversely, the robot’s frame of reference, Fr, changes as the robot moves.
Thus, it is deitic, i.e., relative to the observer’s position. Intrinsic frames, on
the other hand, are inherent to a specific object region and follow the ori-
entation of that spatial region. Within the formal spatial reasoning frame-
works of (Borrmann & Rank, 2010; Deeken et al., 2018), all the spatial
relations between objects are defined according to the same pre-defined
frame of reference, whether it is an extrinsic, deitic or intrinsic one.

Differently from the formal spatial relations in (Borrmann & Rank, 2010;
Deeken et al., 2018), linguistic spatial predicates implicitly refer both to
(i) the location of whichever object is taken as a reference, and to (ii) the
observer’s point of view (Landau & Jackendoff, 1993). Similarly, a robot
would conclude that "A is on the left of B" based on the location of objects
A and B within FGP and Fr. From a different standpoint, A might appear
on the right of B, for instance, or in front of it.

To model such cases, we introduce the notion of robot’s viewpoint, Fr ′ . Let
Co be the centroid of the spatial region representing object o. Fo of origin
Co and axes Xo, Yo,Zo is the intrinsic frame of reference of o (Figure 6.1).
Then, Fr ′ is obtained by rotating the robot’s frame of reference, Fr, along
Zr, by an angle α. Specifically, α is the angle between Xr and the imaginary
line connecting the origin of Fr with Co. On this premise, we can define
a contextualised frame of reference for the object, Fc. Fc is the frame of
reference of origin Co whose axes have the same orientation as the axes
defining the robot’s viewpoint, Fr ′ (Figure 6.1).

Based on Fc, we can construct a Contextualised Bounding Box (CBB), which
is obtained by aligning the minimum bounding box of the object with Fc.
Let rotZ(b, θ) be a function which returns the spatial region, sr, obtained
by rotating an input bounding box along Z by an angle θ. Given a frame
of reference Fc, yaw(sr, Fc) returns the angle between the intrinsic frame of
reference of sr and Fc, along Z. Then, given π/2:

IsCBB(rotZ(b, θ),o)⇔MinBoundBox(b,o)∧

∃θ[mod(yaw(rotZ(b, θ), Fc),π/2) = 0∧

¬∃θ ′[mod(yaw(rotZ(b, θ ′), Fc),π/2) = 0

∧ θ ′ < θ]].

(6.12)
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Figure 6.1: The robot’s viewpoint, Fr ′ , consists of an origin and three axes Xr ′

(in red), Yr ′ (in green) and Zr ′ (in blue). Fr ′ may not coincide with
the frame of reference characterising the global map, FGP, nor with
the intrinsic frame of reference of a certain object, Fo. As shown on
the left-hand side of the Figure, a spatial object is first modelled as
the minimum 3D box bounding the object. Then, Fr ′ is translated
to the object’s centroid to define a contextualised frame of reference
Fc. Moreover, a Contextualised Bounding Box (highlighted in blue) is
generated, i.e., the bounding box that requires the minimum rotation
along the Z axis to align the minimum bounding box with Fc.

Namely, to construct the CBB of an object, we select the minimum angle θ
so that the value returned by the yaw function is divisible by π/2, i.e., so
that the remainder of their division, mod, is zero. There are always four
possible alignments of a bounding box, b, for which mod is zero. Thus, by
selecting the minimum angle among these four, we apply the transforma-
tion that is least disruptive to the natural orientation of the object.

Thanks to these newly-defined spatial concepts, we can now map the
metric, topological and directional relations in (Borrmann & Rank, 2010;
Deeken et al., 2018) to commonsense predicates expressed in natural lan-
guage.

metric spatial relations . Given two spatial objects o1,o2 and two
geometrical points gp1,gp2 where gp1 ∈ o1 and gp2 ∈ o2, we define the
distance between two geometrical points as the their Euclidean distance:

d(gp1,gp2) =
√
(x1 − x2)2 + (y1 − y2)2 + (z1 − z2)2. (6.13)

Then, the distance between two spatial objects is defined as the global
minimum of the pointwise distance function, d:

[distance(o1,o2) = d(gp1,gp2)]⇔ gp1 ∈ o1 ∧ gp2 ∈ o2∧

∀gp3,gp4[gp3 ∈ o1 ∧ gp4 ∈ o2]⇒

d(gp3,gp4) > d(gp1,gp2). (6.14)
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We can then consider a distance threshold, T , representing the closeness
between objects. That is, for a T > D, where D is the frame granularity
defined earlier:

IsClose(o1,o2)⇔ distance(o1,o2) 6 T . (6.15)

In particular, if the minimum distance between two objects equals D, then
the two objects touch:

Touches(o1,o2)⇔ distance(o1,o2) = D. (6.16)

topological spatial relations . Topological relations are spatial
relations that are invariant under a topological isomorphism, i.e., a func-
tion f : X → Y that preserves neighbour relationships while mapping X
to Y. Several different qualitative representations of topological relations
have been proposed (Cohn & Renz, 2008). However, we focus on a subset
of topological relations: intersection and containment relations. As shown in
the remainder of this section, this minimal subset of relations, combined
with metric and directional relations, is sufficient to cover all the common-
sense spatial relations required in the scenario of interest.

First, based on our prior definitions, we can say that two spatial regions,
sr, sr ′ intersect if and only if they have at least one geometrical point in
common:

Int(sr, sr ′)⇔ ∃gp[gp ∈ sr∧ gp ∈ sr ′]. (6.17)

We also define the spatial region representing the intersection between two
objects (i.e., the intersection between two spatial regions) as follows:

inter(o1,o2) = {gp|gp ∈ sReg(o1)∧ gp ∈ sReg(o2) (6.18)

Then, a special case of the intersection relation is the case where one spatial
region completely contains another:

ComplCont(sr, sr ′)⇔ ∀gp[gp ∈ sr ′ ⇒ gp ∈ sr]. (6.19)

Semantically, o contains o ′ completely iff all the geometrical points in the
spatial region of o ′ are also members of the spatial region of o.
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Figure 6.2: Halfspaces are generated by extruding the 3D bounding boxes along
the axis direction in the frame of reference. Specifically, the top and
bottom halfspaces, i.e., extruded along the Z axis, are derived from
the minimum oriented bounding box (left-hand side of the Figure).
Left, right, front and bottom halfspaces are instead extruded from the
Contextualised Bounding Box (right-hand side of the Figure).

directional spatial relations . Differently from metric and topo-
logical relations, directional spatial relations are interpreted differently
based on the considered frame of reference. Borrmann and Rank (2010)
have proposed a qualitative representation for directional relations where
the region outside a 3D bounding box is partitioned into six halfspaces,
i.e., one halfspace for each semi-axis of X, Y,Z.

Because we have defined a global spatial region which contains the com-
plete set of geometrical points in the robot’s environment, these halfspaces
are also proper spatial regions, which can be approximated through 3D
bounding boxes (Figure 6.2). In particular, as in (Deeken et al., 2018), they
can be modelled as 3D extrusions, obtained by multiplying the extent of
the spatial region by a scaling factor s ∈ R.

Intuitively, the coordinates of geometrical points in the minimum bound-
ing box are bound to a minimum and maximum value, e.g., xmin and xmax.
Let X+

o and X−
o be the positive and negative semi-axes of Xo in Fo. Then,

we define a function, hs, which returns the halfspace of an input bounding
box, given semi-axis, X+

o , and frame of reference, Fo:
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MinBoundBox(mb1,o1)⇒ hs(mb1,X+
o , Fo) =

{gp ∈ outReg(mb1)|gp = (x,y, z) w.r.t Fo,

xmax 6 x 6 xmax + xmax · s,

ymin 6 y 6 ymax,

zmin 6 z 6 zmax}.

(6.20)

Additional halfspaces can be similarly derived for the other semi-axes
in Fo:

MinBoundBox(mb1,o1)⇒ hs(mb1,X−
o , Fo) =

{gp ∈ outReg(mb1)|gp = (x,y, z) w.r.t Fo,

xmin − xmin · s 6 x 6 xmin,

ymin 6 y 6 ymax,

zmin 6 z 6 zmax}.

(6.21)

MinBoundBox(mb1,o1)⇒ hs(mb1, Y+o , Fo) =

{gp ∈ outReg(mb1)|gp = (x,y, z) w.r.t Fo,

xmin 6 x 6 xmax,

ymax 6 y 6 ymax + ymax · s,

zmin 6 z 6 zmax}.

(6.22)

MinBoundBox(mb1,o1)⇒ hs(mb1, Y−o , Fo) =

{gp ∈ outReg(mb1)|gp = (x,y, z) w.r.t Fo,

xmin 6 x 6 xmax,

ymin − ymin · s 6 y 6 ymin,

zmin 6 z 6 zmax}.

(6.23)
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MinBoundBox(mb1,o1)⇒ hs(mb1,Z+
o , Fo) =

{gp ∈ outReg(mb1)|gp = (x,y, z) w.r.t Fo,

xmin 6 x 6 xmax,

ymin 6 y 6 ymax,

zmax 6 z 6 zmax + zmax · s}.

(6.24)

MinBoundBox(mb1,o1)⇒ hs(mb1,Z−
o , Fo) =

{gp ∈ outReg(mb1)|gp = (x,y, z) w.r.t Fo,

xmin 6 x 6 xmax,

ymin 6 y 6 ymax,

zmin − zmin · s 6 z 6 zmin}.

(6.25)

Once these halfspaces have been defined, one can test whether a second
object o2 lies within any of the halfspaces of o1. In particular, Borrmann
and Rank (2010) differentiate between "relaxed" (_r) and "strict" (_s) spatial
operators, based on whether o2 intersects or is completely contained in the
halfspaces of o1. In the following, we represent the predicates East, West,
North, South, Above and Below through their capital initial. Given a Fo
which coincides with FGP, the strict and relaxed definitions of the relation
East(o2,o1) are:

E_s(o2,o1, Fo)⇔MinBoundBox(mb1,o1)∧

ComplCont(hs(mb1,X+
o , Fo), sReg(o2)), (6.26)

E_r(o2,o1, Fo)⇔MinBoundBox(mb1,o1)∧ Int(sReg(o2), hs(mb1,X+
o , Fo)).

(6.27)

On the basis of these definitions, we can model directional relations with
respect to a given Fo as follows:

W_r(o2,o1, Fo)⇔MinBoundBox(mb1,o1)∧ Int(sReg(o2), hs(mb1,X−
o , Fo)),

(6.28)

N_r(o2,o1, Fo)⇔MinBoundBox(mb1,o1)∧ Int(sReg(o2), hs(mb1, Y+o , Fo)),
(6.29)
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S_r(o2,o1, Fo)⇔MinBoundBox(mb1,o1)∧ Int(sReg(o2), hs(mb1, Y−o , Fo)),
(6.30)

A_r(o2,o1, Fo)⇔MinBoundBox(mb1,o1)∧ Int(sReg(o2), hs(mb1,Z+
o , Fo)),

(6.31)

B_r(o2,o1, Fo)⇔MinBoundBox(mb1,o1)∧ Int(sReg(o2), hs(mb1,Z−
o , Fo)).

(6.32)

A more concise and readable definition of Axioms 6.27-6.32, which omits
the MinBoundBox(mb1,o1) predicate, would be:

E_r(o2,o1, Fo)⇔ Int(sReg(o2), hs(mb1,X+
o , Fo)), (6.33)

W_r(o2,o1, Fo)⇔ Int(sReg(o2), hs(mb1,X−
o , Fo)), (6.34)

N_r(o2,o1, Fo)⇔ Int(sReg(o2), hs(mb1, Y+o , Fo)), (6.35)

S_r(o2,o1, Fo)⇔ Int(sReg(o2), hs(mb1, Y−o , Fo)), (6.36)

A_r(o2,o1, Fo)⇔ Int(sReg(o2), hs(mb1,Z+
o , Fo)), (6.37)

B_r(o2,o1, Fo)⇔ Int(sReg(o2), hs(mb1,Z−
o , Fo)). (6.38)

Borrmann and Rank (2010) defined the aforementioned relations under
the assumption that Fo is always aligned with FGP. However, this assump-
tion does not hold in the case of mobile robot sensemaking. Indeed, the
robot’s frame of reference, Fr, is mobile, i.e., its origin and orientation
change over time. Moreover, the natural orientation of objects may not be
aligned with FGP. Thus, to produce a representational model which suits
the case of robot sensemaking, we need to map Axioms 6.33-6.38 to the
contextualised frame of reference, Fc, defined earlier.

In a typical robotic setting, the robot always faces towards X+
r , and Z+

r

is directed upwards, i.e., opposite to the direction of gravity. Then, the ori-
entation of Yr is given by applying the right-hand rule (Figure 6.1). In this
configuration, the Z axis always displays the same orientation. Namely,
the top and bottom halfspaces of an object do not change with the robot’s
reference frame (Figures 6.1,6.2).
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Therefore, the A_r and B_r predicates based on the minimum oriented
bounding box of an object w.r.t. a given Fo can be directly mapped to the
Above and Below directional relations defined w.r.t Fc:

Above(o2,o1, Fc)⇔ A_r(o2,o1, Fo), (6.39)

Below(o2,o1, Fc)⇔ B_r(o2,o1, Fo). (6.40)

Nonetheless, to model relations such as RightOf or LeftOf, we need to
account for the robot’s viewpoint. Thus, we apply the halfspace-based
model to the Contextualised Bounding Box defined earlier, as exemplified
in Figure 6.2. By definition, CBB is aligned with the contextualised frame
of reference, Fc. Hence, the front halfspace of CBB can be defined w.r.t. a
given Fc as follows:

IsCBB(cbb1,o1)⇒ hs(cbb1,X−
c , Fc) =

{gp ∈ outReg(cbb1)|gp = (x,y, z) w.r.t.Fc,

x ′min − x
′
min · s 6 x 6 x ′min,

y ′min 6 y 6 y ′max,

z ′min 6 z 6 z ′max}.

(6.41)

Similarly, for a given Fc, the remaining halfspaces are defined with re-
spect to the Contextualised Bounding Box, CBB:

IsCBB(cbb1,o1)⇒ hs(cbb1,X+
c , Fc) =

{gp ∈ outReg(cbb1)|gp = (x,y, z) w.r.t.Fc,

x ′max 6 x 6 x ′max + x
′
max · s,

y ′min 6 y 6 y ′max,

z ′min 6 z 6 z ′max},

(6.42)

IsCBB(cbb1,o1)⇒ hs(cbb1, Y+c , Fc) =

{gp ∈ outReg(cbb1)|gp = (x,y, z) w.r.t.Fc,

x ′min 6 x 6 x ′max,

y ′max 6 y 6 y ′max + y
′
max · s,

z ′min 6 z 6 z ′max},

(6.43)
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IsCBB(cbb1,o1)⇒ hs(cbb1, Y−c , Fc) =

{gp ∈ outReg(cbb1)|gp = (x,y, z) w.r.t.Fc,

x ′min 6 x 6 x ′max,

y ′min − y
′
min · s 6 y 6 y ′min,

z ′min 6 z 6 z ′max}.

(6.44)

Capitalising on these spatial constructs, we can define the remaining
directional relations:

RightOf(o2,o1, Fc)⇔ IsCBB(cbb1,o1)∧ Int(sr2, hs(cbb1, Y−c , Fc)), (6.45)

LeftOf(o2,o1, Fc)⇔ IsCBB(cbb1,o1)∧ Int(sr2, hs(cbb1, Y+c , Fc)), (6.46)

InFrontOf(o2,o1, Fc)⇔ IsCBB(cbb1,o1)∧ Int(sr2, hs(cbb1,X−
c , Fc)), (6.47)

Behind(o2,o1, Fc)⇔ IsCBB(cbb1,o1)∧ Int(sr2, hs(cbb1,X+
c , Fc)). (6.48)

Since the IsCBB(cbb1,o1) predicate is always valid, it can be omitted
from Axioms 6.45-6.48, to aid a more concise definition:

RightOf(o2,o1, Fc)⇔ Int(sr2, hs(cbb1, Y−c , Fc)), (6.49)

LeftOf(o2,o1, Fc)⇔ Int(sr2, hs(cbb1, Y+c , Fc)), (6.50)

InFrontOf(o2,o1, Fc)⇔ Int(sr2, hs(cbb1,X−
c , Fc)), (6.51)

Behind(o2,o1, Fc)⇔ Int(sr2, hs(cbb1,X+
c , Fc)). (6.52)

Thanks to these newly-defined spatial concepts, we can now specify how
the latter QSR align with linguistic spatial predicates.
This mapping process is also known, in the qualitative spatial reasoning
literature, as qualification (Felice et al., 2011).

qualification. For the most part, formally-defined Qualitative Spa-
tial Relations (QSR) are not representative of the everyday linguistic predi-
cates we use when discussing space. Crucially, linguistic spatial predicates
are also used to encode spatial knowledge within state-of-the-art Knowl-
edge Bases, as these typically reflect human-centric content (Chapter 4).
Therefore, to harness the spatial knowledge that is embedded in these re-
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Figure 6.3: Mapping formally-defined QSR (circles) to the types of linguistic pred-
icates commonly used to describe the spatial relations between objects
(rectangles). We use full arrows to indicate which formal QSR com-
pose each linguistic predicate. Dotted arrows are used to highlight the
linguistic predicates that we have defined to characterise the different
uses of the "on" preposition.

sources, we ought to map formally-defined QSR to linguistic spatial pred-
icates. Figure 6.3 illustrates an excerpt of the proposed mapping.

In English, objects are represented by nouns, while the spatial relations
between objects are mainly represented through prepositions - e.g., on,
next to, behind (Landau & Jackendoff, 1993). Spatial relations are also
implied by using certain verbs: e.g., a person wears a shirt. However, these
verbs can almost invariably be reduced to a simplified form, followed by
a preposition: e.g., a person has a shirt on.

Hence, the canonical structure of a spatial sentence consists of three
elements: (i) a reference object and (ii) a figure object, both expressed as
noun phrases, as well as (iii) a spatial preposition. Together, the reference
object and the preposition define the spatial region occupied by the figure
object.

As pointed out by Landau and Jackendoff, the top and bottom of an object
are defined as "the regions at the ends of whichever axis is vertical in the
object’s normal orientation" (Landau & Jackendoff, 1993). Thus, they are
conceptually equivalent to the notion of top and bottom halfspaces that
we have defined for the minimum oriented bounding box.

Moreover, the object front is defined in (Landau & Jackendoff, 1993) as
the region at the end of the object’s horizontal axis that also faces the
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observer. Conversely, the object back is located opposite the observer along
the same axis. Finally, the region at the end of any other horizontal axis can
be called a side. As such, the geometric relations defined at Axioms 6.39-
6.40, and 6.49-6.52 are directly qualified through the Above, Below, RightOf,
LeftOf, InFrontOf and Behind predicates. However, the LeftOf and RightOf
relations can be further combined so that, given Fc:

Beside(o2,o1, Fc)⇔RightOf(o2,o1, Fc)∨ LeftOf(o2,o1, Fc). (6.53)

Furthermore, an object is said to be "near" another object if it is located
in a region "extending up to some critical distance" (Landau & Jackend-
off, 1993). This notion corresponds exactly to our definition of the IsClose
predicate (Axiom 6.15).

An interesting case is that of the "on" preposition. One of the senses
of "on" is semantically related to "above". However, while "above" typi-
cally implies an absence of contact between the two objects, "on" strongly
favours a contact reading (Landau & Jackendoff, 1993). Formally, we make
this distinction by defining:

OnTopOf(o2,o1, Fc)⇔ Above(o2,o1, Fc)∧ Touches(o2,o1). (6.54)

Nonetheless, the "on" preposition can also denote that the reference ob-
ject supports the figure object. For instance, we say "a clock is on the
wall", although the two objects overlap horizontally. This phrase also im-
plies that the wall is adequately stable to support the clock. Indeed, if two
objects differ in size and mobility, we typically prefer to consider the big-
ger and more stable object as reference (Landau & Jackendoff, 1993). To
disambiguate these different uses of "on", we define, for a given Fc:

LeansOn(o2,o1, Fc)⇔Touches(o2,o1)∧¬Above(o2,o1, Fc)∧

¬Below(o2,o1, Fc)∧ ∃o3[Touches(o2,o3)∧

Below(o3,o2, Fc)],

(6.55)

Touches(o2,o1)∧¬Above(o2,o1, Fc)∧¬∃o3Touches(o3,o2)⇒

AffixedTo(o2,o1, Fc). (6.56)

Namely, whenever o2 is supported by a reference object o1 along the hori-
zontal direction, it is typically said to be "leaning against" o1: e.g., a ladder

140



leaning against a wall. Furthermore, if the reference object o1 provides the
only support surface for o2, o2 is typically said to be AffixedTo o1: e.g., a
ladder which is affixed to the wall, above ground. Nonetheless, there may
be cases where an object, o2, is physically affixed to a surface, o1, even
though o1 is not the only surface in contact with o2: e.g., a ladder affixed
at ground level. Hence, we used a single logic implication in Statement
6.56.

The "in" preposition is also polysemous (Herskovits, 1986). First, "in" is
generally used to imply that one object is "inside" another or, based on our
prior topological definitions, that one object is completely contained in the
other (Axiom 6.19).

Inside(o1,o2)⇔ ComplCont(sReg(o2), sReg(o1)). (6.57)

However, "in" is also used to express the partial containment of objects.
For instance, we would say that "a cat is in the box" even when the cat’s tail
is peeping from the box. To define this notion of partial containment, we
need first to define a function, adjSRCard, which, given two spatial regions,
sr and sr’, returns the cardinality of the set of points in sr’ that are adjacent
to points in sr:

adjSRCard(sr, sr ′) = |{gp ′|gp ′ ∈ outReg(sr)∧ gp ′ ∈ sr ′∧

∃gp[gp ∈ sr∧ Adj(gp,gp ′)]}|. (6.58)

From this definition, we can define partial containment as follows:

PartIn(o1,o2)⇔ [sr = inter(sReg(o1), sReg(o2))]∧

adjSRCard(sr, sReg(o1)) < adjSRCard(sr, sReg(o2)). (6.59)

Namely, o1 is partially contained in o2 iff the number of points in o1 which
are adjacent to the intersection region of o1 and o2 is strictly smaller than
the number of points in o2 which are adjacent to the same intersection
region.

6.3 framework coverage and implementation

In this section, we show how the proposed framework for spatial reasoning
can be implemented in practice. To this aim, we illustrate how to construct
a spatial database from the raw data collected through the robot’s sensors.
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Figure 6.4: Example of operational workflow for extracting the Qualitative Spatial
Relations (QSR) between objects from the robot-collected data: (a) the
PointCloud representing the observed scene is first segmented and an-
notated with object categories. Then, (b) the minimum oriented bound-
ing boxes and CBBs (in blue) are constructed. Lastly, (c) a set of QSR
in figure-reference form is derived. For readability, in Figures 6.4b,
6.4c, we show a subset of the bounding boxes and QSR representing
the scene.

Secondly, we verify the coverage of the proposed Qualitative Spatial Re-
lations (QSR) that is provided by state-of-the-art Geographic Information
Systems (GIS) operators. Lastly, we show that once a set of basic spatial
concepts has been derived through GIS operators, our framework provides
a method to combine these basic spatial concepts and model the common-
sense spatial predicates of Landau and Jackendoff (1993).

populating the spatial database . Figure 6.4a shows an exam-
ple of RGB-Depth (RGB-D) data collected through HanS’ Orbbec Astra
Pro monocular camera. At each time frame, t, the distance between the
robot’s pose and the surfaces reached by the laser in the depth sensor is
measured. These data are also known as depth images and can be converted
to collections of 3D points in the considered frame of reference, i.e., Point-
Clouds. During data collection, we also track the robot’s pose on the metric
map that represents the environment. Because the robot’s pose at each t
is known, the depth values within each 3D object region can be converted
to coordinate triples in the global frame of reference of the map, FGP. In a
nutshell, we have produced a semantic map of the robot’s environment.

The input RGB images can be autonomously classified through Deep
Learning to derive: (i) the set of objects appearing in each scene, as well
as (ii) the 2D rectangular box bounding each object. Once object regions
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Figure 6.5: The wall annotation tool, with walls marked as purple edges.

have been extracted from each image, these regions can be projected on
the related PointCloud, to obtain the 3D regions representing the space
occupied by the detected objects.

In addition to the annotated object regions, we complete the semantic
map with annotations of the wall surfaces. Planar surfaces, such as walls,
floors, or tabletops, can be autonomously extracted through the planar
segmentation methods provided by off-the-shelf libraries. For instance,
the PCL library (Rusu & Cousins, 2011) includes methods to reproduce
the RANSAC planar segmentation algorithm. However, another option is
manually annotating the wall surfaces to control for potential errors propa-
gated from extracting the wall surfaces automatically. Thus, we developed
a Graphic User Interface for annotating the wall edges on the 2D floorplan
of the target environment. Figure 6.5 shows an example of wall annota-
tions on the KMi floorplan. In particular, specific pixels, i.e., the red dots
of Figure 6.5, can be selected through a cursor. Then, the tool automat-
ically links each pair of selected points through a blue line. A record is
automatically added to the spatial database for each blue edge, indicating
a wall surface. Namely, edges are extruded on the vertical axis by a fixed
height, wh, e.g., 4 meters in the case of KMi.

Consistently with (Deeken et al., 2018), we store the object regions and
labels in the semantic map within a spatial database, implemented in Post-
greSQL2. By linking these data to a spatial database, we can capitalise on
the PostGIS engine3, which provides query operators for spatial reasoning
over PostgreSQL databases. In particular, we rely on the SFCGAL back-

2 https://www.postgresql.org/. Last accessed on Aug 25, 2022.
3 https://postgis.net/. Last accessed on Aug 25, 2022.
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end4, which extends PostGIS by supporting more advanced 3D operations.
Objects are represented in the PostGIS database through the minimum
oriented polyhedron that encloses the object volume. Both the Open3D
(Zhou et al., 2018) and the PCL libraries (Rusu & Cousins, 2011) provide
tools to derive these polyhedrons through the Convex Hull algorithm.

Planar surfaces are stored as 2D polygons. For each 3D solid or 2D
polygon, a new database record is added, which includes: (i) a unique
identifier obtained by concatenating the data collection timestamp with
an incremental digit; (ii) the robot’s heading and x,y, z coordinates w.r.t.
FGP; (iii) the top-5 object labels and related confidence scores, as predicted
through the object classifier; as well as (iv) a set of Bounding Box repre-
sentations of the 3D solid, i.e., the Contextualised Bounding Box (CBB) and
halfspace regions.

Once the spatial database has been populated, the contextualised bound-
ing boxes and halfspaces which we have introduced in Section 6.2 can be
derived (Figure 6.4b), by capitalising on PostGIS operators. Specifically, Ta-
ble 6.1a illustrates the mapping of spatial concepts to GIS operators. In the
following, we explain how the output of each row in Table 6.1a is obtained
through the available GIS operators.

minimum oriented bounding box . To compute the minimum ori-
ented bounding box, we input the 2D projection of the solid on the XY
plane to the ST_OrientedEnvelope operator. Secondly, the ST_ZMin and
ST_ZMax functions return the minimum and maximum coordinates of the
3D solid along the vertical axis. The absolute difference between these
two coordinates yields the height of the target bounding box, h. Then, the
ST_Extrude operator can be used to extrude the 2D envelope along Z by h.
In this way, we obtain the minimum 3D bounding box that preserves the
natural orientation of the object.

contextualised bounding box . The Contextualised Bounding Box,
CBB, is obtained by rotating the minimum oriented bounding box by an
angle θ, to align it with Fc (Axiom 6.12). This operation can be performed
through the ST_Rotate operator. ST_Rotate requires, as input, a geometry,
a rotation origin and an angle. We use ST_Angle to compute the angle
between the heading of the robot and the bounding box, i.e., θ. To derive
the rotation origin, we can exploit ST_Centroid. However, the ST_Centroid
operator only supports operation in the 2D space. To deal with this con-

4 http://www.sfcgal.org/. Last accessed on Aug 25, 2022.
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straint, we consider the centroid of the minimum oriented 2D rectangle
that encloses the object base as our rotation origin. Then, we rotate the
minimum bounding box along the line that passes through the rotation
origin, parallel to the Z axis, to obtain CBB.

object halfspaces . To derive the six object halfspaces, we can rely
on the ST_Extrude operator. As shown in Table 6.1a, we generate the top
and bottom halfspaces by applying ST_Extrude to the minimum oriented
bounding box. However, to account for the orientation of both the object
and the robot, the remaining four halfspaces are generated by extruding
the Contextualised Bounding Box.

identifying the reference objects . Commonsense spatial rela-
tions are expressed with respect to a reference object and are asymmetric
(Landau & Jackendoff, 1993). For instance, we would say that a plant is on
the floor (figure-reference form), but we would never say that the floor is un-
der a plant (reference-figure form). Therefore, to extract only the QSR that
are in figure-reference form, we need first to identify the set of reference
objects in each scene. Reference objects are usually the largest and most
stable among the observed objects (Landau & Jackendoff, 1993). Hence, we
start by considering walls and floors, which, by definition, occupy large
areas. Then, we use the ST_Volume operator to estimate the size of the
remaining objects. Specifically, we sort objects by volume in descending
order. Then, we only compute the QSR between one object and the nearby
objects smaller than it, if any is found. As a result, in the example de-
picted in Figure 6.4, QSR such as wall behind fire extinguisher1 or floor under
fire extinguisher2 would not be extracted. As such, this design choice also
reduces the computational load of extracting spatial relations for all pair-
wise combinations of objects.

metric relations . To identify the set of objects which lie nearby a
reference, we can use the ST_3DDWithin operator. This operator returns
true if the minimum 3D Euclidean distance between two objects is smaller
than a specified threshold. Thus, it is equivalent to our definition of ob-
ject closeness (Axiom 6.15). Hence, for all object pairs o ′ and o for which
ST_3DDWithin returns true for a specified threshold T > 0, the relation
IsClose(o,o ′) also holds. The Touches(o,o ′) relation can be equivalently cov-
ered, by setting T = 0.
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Table 6.1: (a) Coverage of spatial notions through PostGIS operators. (b) The ba-
sic spatial relations covered by PostGIS are combined to derive more
complex QSR.

Input Geometry/ies GIS operators applied Output

Convex Hull ST_OrientedEnvelope, Min Oriented BBox
ST_ZMin, ST_ZMax,
ST_Extrude

Min Oriented BBox, ST_Rotate, CBB
Robot heading ST_Angle, ST_Centroid
Min Oriented BBox, s ST_Extrude Top/Bottom Halfspaces
CBB, s ST_Extrude L/R/Front/Back Halfspaces
Min Oriented BBoxes ST_Volume Reference object set
Min Oriented BBoxes ST_3DDWithin IsClose, Touches
Min Oriented BBoxes ST_3DIntersects Intersects (Int)
Min Oriented BBoxes ST_3DIntersection inter
Min Oriented BBoxes ST_3DIntersection, CompletelyContains

ST_Volume (ComplCont)
Min Oriented BBox ST_3DIntersects Left/RightOf
Halfspaces Above, Below

InFrontOf, Behind
Min Oriented BBoxes ST_Scale, ST_Volume adjSRCard

ST_Intersection

(a)

QSR Follows from

Beside RightOf, LeftOf
OnTopOf Touches, Above
LeansOn Touches, Above

Below
AffixedTo Touches, Above
Inside ComplCont
PartIn inter, adjSRCard
Near isClose

(b)
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topological relations . The intersection relation that we have de-
fined at Axiom 6.17 is directly covered by the ST_3DIntersects operator.
Similarly, ST_3DIntersection, is equivalent to the aforementioned inter func-
tion (Axiom 6.18). Neither PostGIS nor SFCGAL support 3D containment
tests. To circumvent this limitation, we derive containment relations by
comparing the volume of objects with the volume of their intersection re-
gion through the ST_Volume operator. Namely, if the volume of the in-
tersection region equals the volume of the smaller object, e.g., o ′, then o
completely contains o ′: ComplCont(o,o ′).

directional relations . In the proposed framework, we have de-
fined the directional spatial relations of interest by testing the intersection
between the object regions and their halfspaces. For instance, in Figure
6.4c, fire extinguisher2 is on the left of the radiator, because it intersects the
left halfspace of the radiator. Therefore, once the spatial regions and half-
spaces of objects have been constructed, directional spatial relations can
be easily derived by applying the ST_3DIntersects operator to the database
records.

commonsense spatial relations . As shown in Table 6.1a, Post-
GIS ensures full coverage of the basic building blocks of our spatial frame-
work. Then, the commonsense relations which we have borrowed from
(Landau & Jackendoff, 1993) can be seen as a combination of these building
blocks (Table 6.1b). For instance, having mapped the LeftOf and RightOf re-
lation to GIS operators (Table 6.1a) we can also conclude whether o,o ′ are
Beside one another (Table 6.1b). However, testing the PartIn with PostGIS
operators is more complicated because we ought to implement in prac-
tice the concepts of adjacency and cardinality of points which we have
defined theoretically at Axiom 6.58. To solve this problem with the avail-
able operators, we start by applying the ST_Intersection function, to derive
the intersection region of o and o ′, i.e., to model the inter(o,o ′) function.
Then, we scale inter(o,o ′) by a D, through the ST_Scale operator to approx-
imate the frontier of points which are adjacent to the intersection region.
In other words, we obtain a region infinitesimally larger than the inter-
section region. We can use this region to identify points that lie on the
frontier of o and o ′ through ST_Intersection. Ultimately, because each set
of points defines a geometric region, we can use the ST_Volume to measure
the cardinality of these sets.
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In sum, PostGIS ensures full coverage of the basic building blocks of our
spatial framework. Then, the commonsense relations defined in Section 6.2
can be seen as a combination of these building blocks (Table 6.1b). Cru-
cially, the introduction of commonsense QSR allows us to disambiguate
polysemous spatial prepositions, such as "in" or "on". For instance, in Fig-
ure 6.4, both fire extinguishers are generically "on the wall". However, fire
extinguisher 1 is affixed to the wall, whereas fire extinguisher 2, is also sup-
ported by the floor. Thus, fire extinguisher 2 leans on the wall, i.e., it may or
may not be affixed to the wall. Compared to the generic "on" preposition,
the spatial relations in the proposed framework more precisely express the
intuitive spatial and physics relations at play. The next step is evaluating
how accurately these QSR can be extracted from robot-collected images.

6.4 proposed reasoning method

In the context of object recognition, we capitalise on the proposed knowl-
edge representation framework to reason on the typical spatial relations
between objects. To this aim, we augment the proposed QSR definitions
with a measure of their typicality. Specifically, we propose to gauge the typ-
icality of a QSR by measuring how frequently the relation occurs within a
large-scale data collection.

In the following, we define typicality (Section 6.4.1) and contribute a
methodology to extract typical spatial relations from Visual Genome (Sec-
tion 6.4.2). We also design a reasoning module that can consider these
typical spatial relations, as further described in Section 6.4.3.

6.4.1 Typicality Definition

The canonical structure of a spatial sentence (Landau & Jackendoff, 1993)
is a triple where a figure object a (i.e., the grammatical subject) and a
reference object b (i.e., the grammatical object) are linked through a spatial
relation r. An example of canonical spatial relation is coat stand is on the
floor. Let N(a,r,b),C be the number of times that a and b are in relation r
within a data collection C. For instance, let us assume that the relation coat
stand is on the floor occurs 100 times throughout a reference collection, C.
Moreover, let N(a,r,_),C and N(_,r,b),C indicate respectively: (i) the number
of times that a is the subject of predicate r, in C; (ii) the number of times
that b is the object of predicate r, in C. Namely, in C, coat stand is the
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subject of on relations in 200 cases, and floor is the object of on relations
in 500 cases. Then, the typicality of relation (a, r,b) in collection C can be
defined as:

typicality(a,r,b),C =
N(a,r,b),C

N(a,r,_),C +N(_,r,b),C −N(a,r,b),C
, (6.60)

where N(a,r,b),C 6 N(a,r,_),C and N(_,r,b),C 6 N(a,r,b),C. Namely, typical-
ity is here defined as the Jaccard similarity coefficient between a and b. In
our example, the coat stand is on the floor relation has a typicality score of
100/(200+ 500− 100) ≈ 0.17.

The more frequently two objects appear in relation r across the given
collection, the more typical their relation is, i.e., the closer to 1 will be
their Jaccard similarity score. Conversely, a relation which never appears
throughout the collection yields a score of 0.

From Equation 6.60, it follows that the atypicality of a relation can be
expressed as the complement to 1, with respect to the chosen typicality
metric, i.e., as the Jaccard distance between a and b, in terms of relation r:

atypicality(a,r,b),C = 1−
N(a,r,b),C

N(a,r,_),C +N(_,r,b),C −N(a,r,b),C
. (6.61)

Because the scores defined above range between 0 and 1, they are com-
parable with the standard classification scores returned by classification
algorithms, whether probability-based or similarity-based. Hence, these
spatial scores can be used to re-rank the Deep Learning predictions to
account for the typicality of the observed spatial relations.

6.4.2 Extracting Typical QSR from Visual Genome

The definition of typicality of Equation 6.60 is based on the frequency of
occurrence of Qualitative Spatial Relations (QSR) across a data collection.
Indeed, focusing on a large-scale data set produces occurrence statistics
that are less likely to reflect random effects or skews in the sample class
distribution.

In particular, as observed in Chapter 4, Visual Genome (VG) (Krishna et
al., 2017) is one of the most comprehensive collections of spatial relations
between objects. It consists of 108,077 images, annotated with over 1.5 mil-
lion object-object relationships. Spatial relations are prevalent in VG, as
shown by its top ten most frequent predicates: on, has, in, wearing, wears,
behind, next to, with, near, and in front of. Crucially, object annotations
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in Visual Genome are mapped to WordNet synsets (Miller, 1995) to stan-
dardise heterogeneous annotations of a class. Moreover, Visual Genome
covers most object categories in our taxonomy, i.e., 58 of the 60 classes.
Specifically, foosball table and mail pigeon hole are the two classes in our tax-
onomy that are not covered in VG. Similarly, to represent safety signs, such
as fire extinguisher labels or signs indicating the fire evacuation assembly
points, we resorted to the most closely-related hypernym available in VG:
i.e., "sign", which belongs to the sign.n.01 WordNet synset.

In order to automatically construct a Knowledge Base of typical QSR
from the spatial predicates available within Visual Genome, we applied
the following methodological steps.

mapping vg predicates to commonsense qsr . The first step is
mapping the proposed QSR to the spatial predicates in Visual Genome.
This process is complicated by the fact that spatial predicates in VG are
often linked to incorrect aliases. For instance, the above and on top of predi-
cates are treated as synonyms in VG. However, these two predicates carry
a very different spatial connotation: only the on top of expression implies
that the two objects are in contact. To address this issue, we regrouped
VG predicates on the basis of key terms that could be directly mapped to
our reference QSR, as illustrated in Table 6.3. We used keywords instead
of key phrases (e.g., front instead of in front of ) to account for the linguistic
variability of VG predicates. For instance, the keyword "front" is common
to the in front of and on the front of predicates, which we want to map to
the InFrontOf relation. Ultimately, we mapped each VG predicate to its
nearest matching keyword. In the absence of exact matches, the matching
sentence of maximum length is considered. For example, the relation "on
the front of" is linked to the "front" preposition, as opposed to the "on"
preposition. At this stage, we filter out: (i) relations that miss either the
subject, the object or the predicate of the sentence, (ii) compound periods,
i.e., phrases where the subject or the object entity consists of more than one
synset, and (iii) predicates expressed through the overly generic "of" and
"to" prepositions. An example of a compound period resulting from incor-
rect annotations in VG is the triplet "subject: green trees seen; predicate:
green trees by road; object: trees on roadside".

handling predicate polysemy. The mapping from formal spatial
relations to linguistic predicates is non-trivial because spatial prepositions
in English can be ambiguous. This issue is particularly pronounced in the
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Table 6.3: Mapping of spatial keywords in Visual Genome, and their aliases, to
commonsense QSR.

Predicate keyword Aliases QSR

on top of OnTopOf
against AffixedTo ∨ LeansOn
beside next to, adjacent, on side of Beside
below under Below
above Above
right, left RightOf, LeftOf
front, behind InFrontOf, Behind
near by, around Near

case of the "on" preposition. Indeed, it is the most frequently used predi-
cate across all object-object relations in VG. For instance, we say that a mug
is on the counter and that a poster is on the wall. Although "on" is used in both
phrases, the spatial interpretation of the two sentences is very different. In
the former case, the mug lies on top of the counter. In the latter case, the
poster is affixed to the wall. To handle this polysemy, in Section 6.2, we
have identified three common uses of the "on" preposition, through the
OnTopOf, AffixedTo, and LeansOn relations. Examining textual annotations
is insufficient to map occurrences of "on" statements to the correct spatial
QSR, and further spatial inference on the input image is needed. Therefore,
we add the 2D bounding boxes in each VG image to a dedicated database
implemented in PostgreSQL. We can then use PostGIS operators to infer
if two objects involved in an "on" relation overlap vertically5. In practice,
we only map the occurrences of "on" that imply contact along the top of
the reference object to the OnTopOf relation. We map the remaining occur-
rences to the "against" preposition, which groups instances of the AffixedTo
and LeansOn relations (Table 6.3).
The "in" preposition is also polysemous; thus, in Section 6.2, we intro-
duced the Inside and PartIn spatial relations to disambiguate between com-
plete and partial containment. However, this distinction cannot be verified
on VG images, where spatial regions are 2D bounding boxes. Due to
these pragmatic constraints, we exclude the "in" preposition from the con-
structed spatial KB. This choice also aligns with the experimental scenario

5 This step is a simplified version of the same procedure followed in Sections 6.2 and 6.4
to define the top halfspace of an object. However, the computation is reduced to the 2D
space in this case.
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of this chapter. Indeed, it would be unfeasible to discriminate between
partial and complete containment through a camera that does not provide
a bird’s eye view of the target objects. Moreover, HanS’ goal is to observe
objects unobtrusively without actively manipulating them. In this context,
the lack of background knowledge to validate the occurrences of the "in"
preposition is not impactful.

computing typicality scores . Given the definition of typicality
introduced at Equation 6.60, each occurrence of a spatial relation in Visual
Genome increments the N(a,r,b),C, N(a,r,_),C and N(_,r,b),C counts by one.
Aliases which belong to the same keyword group (Table 6.3) contribute to
the same counts. For instance, hits of the "around" and "by" terms count as
occurrences of the "near" relation. More broadly, all the retrieved QSR, ex-
cept for the "above" relation, contribute to the counts of the "near" relation.
Indeed, the object-object relations depicted in natural scenes generally im-
ply proximity between the objects. However, the "above" preposition is
an exception to this broader norm: e.g., the sky is above. If more than
one WordNet synset is available for the same object category, the compu-
tation is repeated for all subject and object synsets combinations. In this
way, we mitigate potential discrepancies in the annotations provided in
Visual Genome. For instance, let us consider the relation coat stand on the
floor. Coat stands align with the coat_stand.n.01, coat_hanger.n.01, and coa-
track.n.01 synsets. Thus, considering all the synsets linked to coat stand
provides a better proxy of the occurrence of the coat stand on the floor rela-
tion.

6.4.3 Commonsense Spatial Reasoning Module

Having defined a rationale to derive typical spatial relations from large-
scale KBs, here we clarify how to augment object recognition methods
based on Deep Learning with this spatial knowledge. To this aim, we
devise a hybrid architecture for commonsense spatial reasoning, which is
depicted in Figure 6.6. As can be noted from Figure 6.6, in this architec-
ture, the supporting knowledge is integrated in post-processing, consis-
tently with the size reasoning method of Chapter 5. Thus, for the sake
of conciseness, in the following, we focus on components that pertain to
spatial reasoning and omit the description of modules already introduced
in Chapter 5.
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Figure 6.6: The proposed architecture for hybrid object recognition, which com-
bines DL-based object recognition with spatial reasoning. The spatial
reasoner validates the DL-based predictions in post-processing.
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semantic mapping . As anticipated in Section 6.4, the robot observa-
tions are stored in a spatial database and linked to the geometrical map
of the target environment. This process of semantic mapping is achieved
through off-the-shelf PostgreSQL solutions. For the experiments of this
dissertation, we manually annotated wall surfaces on the map before the
robot’s exploration. Thanks to the introduction of a semantic map, the
robot’s position and viewpoints can be tracked over time, to derive the
Qualitative Spatial Relations (QSR) among the observed objects.

repository of observed qsr . Based on the input image collected
by the robot, a set of observed spatial relations is inferred. We rely on
PostGIS operators to compare neighbour object regions and derive their
QSR. The object neighbourhood is modelled as a directed graph, where
nodes indicate object entities and edges encode spatial relations (see, e.g.,
Figure 6.4c). Multiple edges are allowed for the same pair of nodes: e.g.,
a is beside b and also, more specifically, on the left of b. Because each ob-
ject region is compared against the spatial regions of neighbour objects, all
node pairs in the graph are connected by default through the near relation,
unless a more specific QSR is found.
Additionally, spatial relations are extracted between each input object and
the set of floor and wall planar surfaces in the semantic map. Specifically,
the distance between the object region and the wall surfaces is computed
through the ST_3DDistance operator. If any object lies within a distance
dw from the walls, it is said to be touching the wall. Moreover, because
the robot’s base lies on the floor, we consider the z coordinate of minimum
value along the vertical axis, from the object region, Zmin. If Zmin is smaller
than df, i.e., small enough to be close to zero, we will conclude that the
object lies OnTopOf the floor. Once a QSR graph has been constructed for
the input image, relations which fall under the "in" and "on" predicates
are further characterised with respect to the OnTopOf, LeansOn, AffixedTo
and PartIn relations introduced earlier. The complete QSR graph is a pre-
requisite for this finer-grained spatial test. Indeed, following Axiom 6.56,
one cannot conclude whether an object is affixed to the wall or not, for
instance, without knowing if other nearby objects are in contact with the
object.

qsr retrieval . This module returns the set of spatial relations stored
in the semantic map for a given object. It is queried for each object selected
for correction through the spatial reasoner. Specifically, for each object
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passed to the spatial reasoner, the set of objects within a distance radius, R,
is retrieved from the semantic map. As such, the effectiveness of the spatial
reasoner also depends on the quality of the object labels in the semantic
map. When object predictions are generated automatically, classification
errors can hinder the spatial reasoning results. For instance, consider the
case of Figure 7.4, where a fire extinguisher was mistaken for a bottle. In
principle, the proximity of a fire sign is a strong indication that the object
is in fact, a fire extinguisher. However, if the fire sign were mistaken, e.g.,
for a monitor, the same spatial cue would become misleading. For these
reasons, in the experiments of this chapter, we control for the presence of
object labels predicted through Deep Learning.

ranking validation. At this stage, the class ranking produced by
the DL algorithm is modified based on the typicality scores of all observed
QSR. For each object prediction in the ranking and spatial relation in the
graph, the typicality score is computed from Visual Genome data, as ex-
plained in Sections 6.4.1 and 6.4.2. To contain the computational cost of
this step, typicality scores are computed only for the top-K predictions.
Then, only the object predictions of non-null typicality score are retained
and converted to atypicality scores (Equation 6.61). Atypicality scores are
combined with the L2 distances in the DL ranking as follows. Scores are
first averaged class-wise across all observed QSR. Second, the class aver-
age is added to the L2 distance of the current prediction. After this sum
operation, scores are returned to the 0-1 range via min-max normalisation
and re-sorted in ascending order. Hence, differently from the size reason-
ing module presented in Chapter 5, the set of classes output by the spatial
reasoner is always identical to the top-K DL ranking. However, the class
order in the ranking may change from the DL predictions. These ranking
validation steps are skipped in all cases where (i) no QSR are found for
a given prediction, and (ii) the DL predicted that the target region is a
"person". Indeed, people can be found at various locations. Hence, the
"person" class would consistently rank higher than other classes, invalidat-
ing the spatial reasoner results. Similarly, validation is skipped for object
categories that are not covered in Visual Genome.

6.5 evaluating the extracted qsr

To evaluate the ability of the proposed system to accurately extract spatial
relations from robot-collected data, we sampled 15 frames from the KMi
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Figure 6.7: Visualisation of the 15 viewpoints in the dataset used for the prelim-
inary evaluation of the proposed spatial framework. The complete
robot route is traced with blue dots, while the evaluated points of in-
terest are highlighted in green. The yellow triangles show the field of
view of the robot.

dataset introduced in Chapter 5. Specifically, we selected 15 frames along
HanS’ scouting route that maximise the number of objects in the robot’s
field of view (Figure 6.7b). We then completed the selected sample with
dense annotations of the spatial relations depicted in each scene. Consis-
tently with the protocol for QSR extraction presented in Section 6.4, we
only annotated QSR that are in figure-reference form. Overall, our evalua-
tion sample contains 268 spatial relations.

As summarised in Table 6.4, we tracked the Accuracy, Precision (P), Re-
call (R), and F1 metrics for each type of commonsense QSR in the consid-
ered set. Specifically, we express these metrics in binary terms: i.e., we
assess whether a ground truth relation was extracted or not through our
system.

Overall, the proposed framework allowed us to model and correctly ex-
tract most spatial relations in the considered sample. Namely, 225 (84%)
of the 268 ground truth QSR were successfully extracted. The Near and
Beside predicates were excluded from our evaluation. Indeed, in the case
of natural scenes, Near can be seen as a superclass of the QSR under eval-
uation, with only one exception: the Above relation, which does not entail
closeness. Similarly, the study of the Beside predicate is subsumed by the
evaluation of the more specific LeftOf and RightOf relations.

The measured F1 scores are equal to or greater than 80% for the majority
of QSR types. From Table 6.4, we can observe that the extraction of the
LeansOn, Below and Behind relations was relatively more challenging.
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Table 6.4: Evaluation of the extracted QSR, with percentage metrics.

Accuracy [%] Precision [%] Recall [%] F1 [%]

OnTopOf 88.3 94.6 93.0 93.8
LeansOn 65.3 66.7 97.0 79.0
AffixedTo 74.2 85.2 85.2 85.2
LeftOf 66.7 90.9 71.4 80.0
RightOf 75.0 100. 75.0 85.7
Above 81.5 84.6 95.6 89.8
Below 63.6 87.5 70.0 77.8
InFrontOf 73.0 81.8 87.1 84.4
Behind 56.5 76.5 68.4 72.2

Avg. 71.6 85.3 82.5 83.1

In the case of LeansOn, despite the high ratio of true positives (97% Re-
call), a higher number of LeansOn relations was generated compared to
the ground truth. A visual inspection of the results revealed that segmen-
tation issues mainly caused these false positives. In particular, a subset of
object regions also includes points of the occluding objects due to deriving
PointClouds from 2D-segmented masks.

Moreover, a portion of true positives for the Below class was missed be-
cause we represented object regions as rectangular boxes. For instance,
in the case of a desktop computer below a desk, the bounding box repre-
senting the desk also includes the hollow space between the legs. Hence,
objects lying under the desktop do not intersect the bottom halfspace.

The lowest accuracy score is associated with the Behind relation. We
can ascribe this result to the fact that PointClouds were derived from in-
dividual depth images without reconstructing regions behind the surfaces
reached by the laser sensor.

Additional causes of errors that were discovered from visually inspect-
ing the results include (i) inaccurate sensor measurements, yielding noisy
object regions, and (ii) misalignments between wall annotations on the 2D
map and the object-wall distance measured through the depth sensor. In
sum, many errors are related to the problem of accurately modelling object
regions from noisy sensor measurements, independently of the system’s
ability to infer spatial relations from geometric object regions. Indeed, de-
spite the challenges posed by this realistic robotic scenario, the proposed
framework ensured an average F1 score of 83.1% across the evaluated re-
lation types.
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Table 6.5: The four experimental scenarios under evaluation. Ground truth object
labels are used in both modules first (Experiment 1) and then compared
with the realistic scenarios where DL object labels are used instead (Ex-
periments 2-4).

Experiment Are wrong DL predictions, Are nearby objects

i.e., predictions which need represented with ground

to be validated, known? truth labels, in QSR?

Experiment 1 X X

Experiment 2 X

Experiment 3 X

Experiment 4

In the remainder of this chapter, we will extend the evaluation of the pro-
posed framework to the case of a hybrid reasoning system that capitalises
on the extracted QSR for classifying objects.

6.6 evaluating spatial reasoning for object recognition

Through the experiments of this section, we test the hypothesis that a hy-
brid object recognition system, which can consider the typical spatial relations
between objects, can significantly outperform methods that are purely based on
Deep Learning, in the scenario of H&S monitoring. Moreover, we also want to
compare the performance of the spatial reasoner to the performance of the size rea-
soner of Chapter 5. Indeed, in Chapter 3, we have hypothesised that spatial
reasoning capabilities are relatively less impactful than size reasoning for
object recognition. However, this hypothesis needs further testing.

To complement the results reported in Chapter 5, we also want to verify
that if an improvement over Deep Learning is achieved, the positive result cannot
simply be ascribed to chance. In other words, is there a rationale behind the cor-
rection or is the upper bound of improvement only caused by selectively correcting
only those DL predictions that are knowingly incorrect?

To address these questions, we control the method used for selecting
which DL predictions to correct through the reasoner, consistently with
the experiments of Chapter 5. Another factor to consider is the impact
of noisy object labels in the relationship graph used for spatial reasoning.
As explained in the following, we set up four experiments to account for
these factors. The experimental setup is also summarised in Table 6.5.

158



experiment 1 . The first experimental setup models the optimal sce-
nario where ground truth object labels are known and used both (i) to ap-
ply the knowledge-based reasoning steps and (ii) as labels for the objects
that are located near each DL prediction. In other words, in the example
of Figure 6.6, where a fire extinguisher was mistaken for a bottle, the sys-
tem would select the bottle prediction for correction. Moreover, the spatial
relation bottle near fire extinguisher sign would contain the correct label fire
extinguisher sign for the reference object. This best-case scenario provides
us with an upper bound of the performance of the spatial reasoner. It aids
the analysis of errors propagated from the prediction selection and spatial
reasoning steps.

experiment 2 . The second experiment maintains the knowledge of
which Deep Learning predictions to validate through the spatial reasoner
but relaxes the constraint of having ground truth labels to represent neigh-
bour objects in the observed spatial relations. Therefore, by comparing
the results of Experiments 1 and 2, we can assess the impact of noisy, DL-
generated labels on the spatial reasoning performance.

experiment 3 . This scenario complements Experiment 2. Here, the
Deep Learning predictions to be validated are selected automatically. How-
ever, objects near each DL prediction are represented with ground truth
labels. Namely, in the fire extinguisher example of Figure 7.4, the incor-
rect DL prediction, bottle, is associated with the spatial relation near fire
extinguisher sign, irrespective of the class predicted by the DL algorithm
for the fire extinguisher sign. Hence, comparing Experiments 1 and 3 al-
lows us to isolate the performance effects of automating the selection of
DL predictions.

experiment 4 . In the last experimental setup, no prior knowledge is
available about the ground truth object categories. Moreover, all object la-
bels in the QSR graph are generated automatically through Deep Learning.
In the fire extinguisher example, for instance, the bottle may be observed
near a monitor, rather than near a fire extinguisher. As such, this experiment
most closely approximates the realistic scenario of a robot that recognises
objects in the wild.
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6.6.1 Dataset and Evaluation Metrics

The four experiments introduced in Section 6.6 focus on the same dataset
introduced in Chapter 5 to model the H&S monitoring scenario. That is,
we focus on the KMi dataset and on 60 object categories. The Amazon
Robotic Challenge (ARC) dataset, which we also analysed in Chapter 5,
is excluded from this evaluation. Indeed, because the ARC set depicts
at most one object per frame, it is unsuitable for testing the capability of
considering the spatial relations between objects in an image.

Consistently with the experiments of Chapter 5, we measure the perfor-
mance in terms of the quality of the top-1 and top-5 object predictions.
Specifically, in addition to tracking the Accuracy of the system, we also
consider the average Precision, Recall and F1 metrics class by class. We
also average the P, R and F1 by class support to account for the imbal-
ances in the example distribution which characterise the KMi set. We
evaluate the quality of the top-5 ranking in terms of the P@5, normalised
discounted cumulative gain (nDCG@5) and hit ratio (HR). As in the case
of Experiment 2 of Chapter 5, we average the performance results across
seven runs through n-fold cross-validation.

6.6.2 Ablation Study

This section details the different methods under evaluation. These are
common to all experiments. The performance of the proposed hybrid
reasoning system is compared against the K-net and N-net methods of
(Zeng et al., 2018), which are solely based on Deep Learning. As such, we
consider the same DL baselines of the experiments of Chapter 5. Then,
we also consider the top-performing hybrid method in the autonomous
scenario of Experiment 2, Chapter 5, to represent the performance of the
size reasoner.

Random correction. In Experiments 1 and 2, we consider one additional
baseline to rule out the hypothesis that potential improvements introduced
by the knowledge-based reasoning modules are due to selectively chang-
ing only the wrong predictions. Here, the top-K ranking which forms each
DL prediction is replaced by a set of K randomly-selected classes among
the set of M known classes6.

6 At this point, the reader may wonder: why is the randomised correction applied to the
entire class set, instead of excluding the incorrect class? Excluding the incorrect class
would not provide a fair comparison with the reasoning methods under evaluation. Even
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Hybrid (size only) is the hybrid method which has achieved the highest
performance on the KMi dataset in Chapter 5. It corresponds to the "area
+ thickness + AR" ablation of Chapter 5, which introduces an awareness of
the typical surface area, thickness and Aspect Ratio of objects for validat-
ing the DL predictions. This reasoning pipeline introduces a pass/no-pass
filter on the DL predictions without changing the class scoring. In particu-
lar, it retains only those classes that are deemed valid with respect to their
size. As a result, the final set of object categories may differ from the DL
ranking; however, the relative ranking of classes remains the same as the
input ranking.

Hybrid (spatial only) represents the case where DL-based object recog-
nition is combined with a reasoner that is aware of the typical spatial
relations of objects. In this ablation, the DL ranking is modified based
on (i) the QSR extracted from the input image and on (ii) the typicality
of each QSR, as derived from Visual Genome. Specifically, L2 distances
in the top-5 DL ranking are combined with the Jaccard distances indicat-
ing the spatial atypicality of each class (Equation 6.61). Hence, unlike the
"size only" method, the output ranking includes the same classes as the
input ranking. However, the relative ordering of classes may differ after
combining DL scores with spatial scores.

6.6.3 Results: Experiment 1

Table 6.6 reports the performance of the DL baselines. Because the test set
is the same as in the experiments of Chapter 5, the DL results replicate pre-
vious trials. The performance achieved through DL methods is common
to all four experimental scenarios. Indeed, the variations introduced in
each experiment only involve the reasoning steps introduced after the DL
predictions are generated. Because K-net outperformed N-net on the KMi
set, we evaluate all hybrid ablations on the K-net baseline predictions.

The results in 6.6 show that selectively correcting only the wrong pre-
dictions is insufficient to improve the DL predictions. Indeed, with the

in the best-case scenario, the size and spatial reasoners only know which data points
need to be corrected; they are unaware of the ground truth labels. As a result, they may
confirm the wrong DL predictions if these are corroborated by the available knowledge.
Conversely, a method that picks any class except the one just predicted would reduce
to the perfect oracle in corner cases. For instance, if there are only two classes and the
algorithm knows which one of the two is wrong, then it would always produce perfect
predictions. Such a method is equivalent to a pseudo-random process, which appears
statistically random but generates results through a deterministic process.
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"random correction" ablation, the improved top-1 Accuracy is achieved at
the cost of lower results in terms of Precision, Recall and F1.

Conversely, introducing an awareness of the typical QSR between objects
improves the DL performance by a large margin. In particular, compared
to K-net, the top-1 Accuracy and P of the "spatial only" ablation are 8%
higher, whereas the R and F1 scores are 7.3% higher in the unweighted
scenario. Even after weighing averages by class support, the performance
improvement is sustained across top-1 metrics.

Namely, the Precision increased by 5.1%, the Recall by 6.3%, and the F1

by 7.3%.
The improvement in the quality of the top-5 ranking is modest. The

only metric higher than the K-net results is the nDCG@5, which increased
by 1.1%. This result can be explained by considering that, in the spatial
reasoning module, only the top-5 predictions are re-ranked based on the
atypicality scores. Hence, unlike the case of the size reasoner, the set
of classes in the first five positions does not change after validating the
results with spatial knowledge. Changes in the relative ordering of classes
are only reflected by the nDCG metric, which favours the positioning of
correct object predictions in higher ranking positions.

The improvement of the nDCG@5 metric and the significantly higher
top-1 results suggest that, albeit considering only the top-5 classes in the
DL ranking, the spatial reasoner can help direct the top prediction towards
the correct object class.

Notably, the performance of the "spatial only" method is lower than
that of the "size only" method. These results confirm the hypothesis laid
in Chapter 3: the spatial reasoning capability provides a less substantial
contribution towards enhancing HanS’ object recognition than the ability
to compare objects by size.

6.6.4 Results: Experiment 2

In this setup, the QSR associated with each DL prediction include object
labels generated automatically through DL. Because this variation only im-
pacts the spatial reasoning process, the "random correction" and "size only"
results are identical across Experiments 1 and 2 and are reported only once
in Table 6.6. As expected, the use of noisy labels to represent neighbour
objects degrades the performance of the spatial reasoner. Compared to
Experiment 1, the top-1 Accuracy decreased by 1.2%, and the unweighted
P, R and F1 were 2.4%, 3.2%, and 3.1% lower, respectively.
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However, the performance degradation is less pronounced when we con-
sider the relative occurrence of classes to normalise the metric averages.
Namely, the weighted R was 1.2% lower, whereas the weighted P was
1.5% higher, compared to Experiment 1. We can hypothesise that when
DL-generated labels are used as spatial entities, certain object classes are
predicted more frequently than others, thus increasing the weighted P.

Overall, the weighted F1 was only 0.9% lower in Experiment 2 than in
Experiment 1, with comparable top-5 scores: only the nDCG@5 decreased
by 0.2%.

Importantly, the "spatial only" method ensured a higher performance
than the K-net baseline despite noisy spatial labels.

6.6.5 Results: Experiment 3

The results measured after autonomously selecting which DL predictions
to correct through knowledge-based reasoning are reported in Table 6.7.

As already observed in Chapter 5, the prediction selection step leads to
a lower margin of improvement than the optimal upper bound of Experi-
ments 1 and 2. Nonetheless, the introduced hybrid ablations still outper-
form the DL baselines. Specifically, after introducing the spatial reasoning
module, the Accuracy increased by 1.5%, the unweighted P and R were
2.1% and 3% higher, and the F1 score increased by 3.1%. This positive
trend was confirmed after weighing averages by class support: the P, R
and F1 increased by 1.4%, 1.5% and 2.3%x, respectively.

As already noted for Experiments 1 and 2, the spatial reasoner, by de-
sign, only re-ranks the DL predictions. Thus, the increase in the top-1
predictions is not reflected in any top-5 metric, except for the nDCG@5

metric.
Moreover, the results of Table 5 further corroborate our observations

from previous experiments: overall, the performance of the spatial rea-
soner is lower than that of the size reasoner, as initially hypothesised in
Chapter 3.

The only exception to this overall trend concerns the unweighted recall
metric, which is 3.8% higher in the "spatial only" case than in the "size
only" case. Indeed, the spatial reasoner is a more conservative classifier
than the size reasoner. Because the spatial reasoner maintains the set of
classes in the original top-5 ranking, it may overlook true positives that lie
outside the top-5 positions, as reflected in the top-5 quality metrics.
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Nonetheless, this characteristic also ensures more balanced unweighted
P and R scores in the "spatial only" case than in the "size only" case. These
results align with the findings of Chapter 5, where we observed that the
size reasoner misses a portion of true positives by discarding invalid object
classes based on size.

6.6.6 Results: Experiment 4

The last experiment models a realistic scenario, where both the predictions
to correct and the object labels in the extracted QSR are selected automat-
ically. Results are shown in Table 6.7. As expected, because we do not
control for errors propagated from the DL and prediction selection mod-
ules, the absolute performance figures obtained are the lowest across all
the experimental scenarios.

Nonetheless, the performance of the spatial reasoner is still sufficient to
marginally surpass the K-net baseline, except for the top-1 Accuracy and
weighted Recall, which are 0.3% lower.

The results in Table 6.7 further corroborate the findings from the three
previous experiments.

First, the results of Experiment 4 are only marginally degraded com-
pared to the results of Experiment 3. In particular, the weighted metrics
and top-5 results indicate that the proposed spatial reasoning module is
robust, on average, to the presence of noisy labels in the extracted spatial
relations.

Second, resorting to DL-generated labels for modelling spatial relations
has favoured a subset of object classes, yielding the highest weighted P
across all the tested ablations.

Lastly, the performance achieved through the spatial reasoner ensured
comparable unweighted P and R scores, differently from the "size only"
case, where the higher unweighted P is associated with a significantly
lower unweighted R.

6.6.7 Implementation Details

The experiments discussed in this chapter can be reproduced through the
code available at https://github.com/kmi-robots/spatial-KB/tree/test. The
contributed code was run on an HP Elitebook laptop with an 8-core Intel
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i7 processor running at 1.80 GHz and with an available RAM of 16 GB and
tested in the Ubuntu 18.04 and Ubuntu 20.04 OS environments.

We kept the parameter values for the DL and size reasoning baselines
unchanged from Experiment 2 of Chapter 5. As anticipated in Section 6.4,
we implemented the spatial database as a PostGreSQL server. In particular,
we used PostGreSQL v.12 (https://www.postgresql.org/download/linux/
ubuntu/). We also relied on the SFCGAL (https://gitlab.com/Oslandia/
SFCGAL) and PostGIS (https://postgis.net/install/) extensions for Post-
GreSQL.

6.7 summary of findings

In this chapter, we have presented a framework for spatial reasoning that
satisfies the requirements of robot sensemaking in real-world scenarios.
Differently from prior approaches, this framework is robust to variations
in the robot’s viewpoint and object orientation and is thus suitable for
many application scenarios. Crucially, the proposed framework can be
fully implemented with state-of-the-art GIS technologies. It contributes a
cognitively-inspired conceptual layer on top of geometrical operators to
model commonsense spatial predicates. The resulting predicates facilitate
the integration of spatial knowledge from general-purpose resources.

Overall, the proposed framework led to the accurate extraction of 84%
of the spatial relations depicted in robot-collected RGB-Depth data. Al-
though most spatial relation types were successfully recognised, certain
spatial relations were more challenging to detect than others. The Lean-
sOn, Below and Behind relations were particularly difficult to detect, due to
the negative impact of segmentation issues and due to inaccurate sensor
measurements. Despite these limitations, the proposed system ensured an
average F1 score of 83.1% across the evaluated relation types.

The second set of findings from this study concerns the ability of the
proposed system to augment object recognition pipelines based on Deep
Learning. Indeed, the results confirm that introducing spatial awareness
helps enhance the Deep Learning performance in HanS’ use case. After
controlling for the effects of selectively validating only the incorrect pre-
dictions, we can conclude that the improved performance of the hybrid
methods relates to the knowledge properties which guide the reasoning
process, as opposed to selection biases.

However, the relative improvement achieved over the DL baselines was
more considerable in the case of the size reasoner than in the case of the
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spatial reasoner. This result confirms the findings of Chapter 3, where we
singled out the ability to compare objects by size as the most impactful
component to support HanS’ object recognition.

On the one hand, due to the conservative nature of the spatial reasoner,
the top-K predictions were comparable to the K-net baseline across exper-
iments. However, on the other hand, the spatial reasoner produced more
balanced predictions than the size reasoner in terms of unweighted Preci-
sion and Recall.

In the next chapter, we explore whether combining the size reasoning
and spatial reasoning components can allow us to leverage their relative
strengths.
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7
M E TA - R E A S O N I N G : L E V E R A G I N G S I Z E A N D S PAT I A L
AWA R E N E S S

The test of a first-rate intelligence is the ability to hold
two opposed ideas in the mind at the same time,

and still retain the ability to function.

— F. Scott Fitzgerald ("The Crack-Up")

In previous chapters, we have shown how the awareness of size and
spatial properties can improve a robot’s ability to recognise objects in the
wild. However, the size reasoner and the spatial reasoner can generate
different and potentially conflicting outcomes. For instance, a rectangular
object may be classified as a computer monitor on the basis of its size or
as a radiator if it is on the floor.

Therefore, it is crucial to define a rationale for leveraging the results of
different reasoners and converging towards unified predictions. In other
words, we ought to identify a method for meta-reasoning. The term meta-
reasoning, or "reasoning about reasoning", refers to the process of "making
intelligent decisions about how to think" (Griffiths et al., 2019). In the
context of autonomous intelligent systems, we adopt this term to refer
to a system’s ability to produce robust outcomes from the predictions of
different reasoning modules.

The need for a meta-reasoning strategy goes beyond the case of inte-
grating size and spatial knowledge. In fact, it impacts all the epistemic
requirements of VIA that we have identified in Chapter 3. Moreover, in-
troducing a meta-reasoning layer can provide a way to combine different
classifiers based on Deep Learning. Indeed, in Chapter 5, we observed that
introducing a size reasoning module allowed us to effectively leverage two
DL models of complementary performance.

Based on these premises, we sketch a generic architecture to support
visual sensemaking tasks in robotics in Section 7.1. The envisaged archi-
tecture is agnostic to the specific reasoners that are being leveraged. In Sec-
tion 7.2, we realise the proposed architecture for combining size and spa-
tial awareness within object recognition tasks. In this context, we extend
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the experimental trials of Chapters 5 and 6 and evaluate the performance
of the proposed system after the size-validated and spatially-validated re-
sults are combined. We discuss the results of this empirical investigation
in Section 7.3.

Part of the work presented in this chapter has been published in: Chiatti,
A., Motta, E., and Daga, E. (2022) Robots with Commonsense: Improving
Object Recognition through Size and Spatial Awareness. Proceedings of the
AAAI Spring Symposium on Machine Learning and Knowledge Engineering for
Hybrid Intelligence (AAAI-MAKE). http://ceur-ws.org/Vol-3121/paper4.pdf.
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Figure 7.1: A sketch of the Robot Architecture for Visual Intelligence (RAVI). Com-
ponents that have been partially implemented as part of this doctoral
work are highlighted in blue.
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7.1 ravi : a robot architecture for visual intelligence

To devise a generic architecture for Visual Intelligence, we make no as-
sumptions about the specific task or problem to be solved, except to as-
sume that said problem can be tackled through visual sensemaking. In
this generic setup, the different epistemic components of Visually Intelli-
gent Agents (Chapter 3) are leveraged through a meta-reasoning module.

We propose RAVI, a Robot Architecture of Visual Intelligence, which is
also conceptualised in Figure 7.1. Coherently with the structure of the
hybrid pipelines of previous chapters, perceptual processes in RAVI, e.g.,
image segmentation and object classification, are supported through meth-
ods based on Deep Learning, which typically ensure faster inference time
than knowledge-based reasoning methods (Lake et al., 2017; Paulius &
Sun, 2019). The knowledge-based reasoning steps are applied to the DL
predictions in post-processing.

In RAVI, the epistemic requirements of VIA are grounded into a set
of reasoners, and each reasoner models specific capabilities and knowl-
edge properties. For instance, the requirement of intuitive physics is imple-
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mented as a module where the typical physics properties of objects are
considered, e.g., their size, orientation, symmetry, and fabrication materi-
als.

In our investigation of the epistemic requirements of VIA, we found
that the capability to build and maintain a timely model of the robot’s
environment is a crucial component of sensemaking. In RAVI, we satisfy
this requirement by adopting a semantic map model, as anticipated in
Chapter 6. To produce a flexible world model, we ought to implement
methods (i) for tracking and anchoring observations and perceptual data
over time and (ii) for adaptively extending the semantic taxonomies to
represent the evolution of concepts as the robot’s learning progresses.

In addition to acknowledging the transversal importance of fast percep-
tion and model building requirements, in this doctoral research, we have
focused on the implementation of reasoning components that concern in-
tuitive physics and compositionality (Figure 7.1). In this context, we identify
two strategies for meta-reasoning. Although we have devised these meth-
ods in the context of two specific reasoners, they are general and can be
similarly applied to any combination of epistemic components in RAVI.
These methods operate as follows.

• waterfall approach. In this configuration, the reasoners are applied
in sequence. That is, the output of the previous reasoner on the
sequence is the input of the following reasoner. Thus, the ordering of
reasoners may influence the outcome, depending on the considered
reasoning methods. The waterfall approach is exemplified in Figure
7.3a.

• parallel approach. An alternative approach to applying reasoning
modules in a sequence is to pass the same input predictions through
knowledge-based modules connected in parallel, as schematised in
Figure 7.3b. Each processing branch produces a set of output pre-
dictions in this setup, which can be aggregated through different
heuristics or voting mechanisms.

In the remainder of this chapter, we instantiate these two approaches for
combining the size and spatial reasoning modules of Chapters 5 and 6.
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Figure 7.2: Two methods for meta-reasoning, which are here exemplified in the
case of combining size and spatial reasoning capabilities.
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(a) Waterfall approach: the size and spatial reasoning modules are applied in sequence.
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(b) Parallel approach: the DL and size-validated rankings are fed in parallel to the spatial
reasoner, to filter out atypical candidates on the basis of spatial relations. Lastly, the
two output rankings are combined through a majority voting heuristic.
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7.2 size and spatial awareness in object recognition

The reasoning modules studied in previous chapters may recommend dif-
ferent object classes because they consider different sets of features. Let us
consider Figure 7.4 as an example. Here, a fire extinguisher was mistaken
for a bottle by the DL module. Since the observed object is medium-sized,
thick, and taller than wide, the size reasoner predicts that the object may
be a robot, a backpack, or a fire extinguisher. The spatial reasoner recom-
mends the fire extinguisher, rubbish bin, and radiator classes by observing
the object lying on the floor near a fire extinguisher sign. We rely on
the meta-reasoning component of the Robot Architecture for Visual Intelli-
gence (RAVI) to reconcile these two sets of predictions.

As shown in Figure 7.4, we introduce a module for combining the size
and spatial predictions through either the waterfall or the parallel strategy
of Section 7.1.

As can be noted from Figure 7.4, the main structure of the architecture
is aligned with the individual systems discussed in Chapters 5 (size rea-
soning architecture), and 6 (spatial reasoning architecture). This structure
preserves the modularity of the solution and allows us to model reasoners
independently of the specific methods used for the Deep Learning, seman-
tic mapping, and meta-reasoning steps.

In the following section, we evaluate the utility of implementing RAVI to
support HanS’ object recognition.

7.3 experiments

The following set of experiments addresses RQ5: what are the performance ef-
fects of combining a reasoner that considers the object sizes with a second reasoner
that accounts for the typical spatial relations between objects?

We keep the experimental structure fixed from Chapter 6 to compare
with our previous findings. Namely, we evaluate the results on the KMi
test set and track the same performance metrics of previous trials.

The main difference introduced in this experimental setup is that here
we test the application of the waterfall and parallel meta-reasoning meth-
ods, which provide alternative ways of combining the results of the two
reasoning modules.
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Figure 7.4: The proposed Robot Architecture for Visual Intelligence, in the case
of leveraging size and spatial awareness for object recognition. Deep
Learning is applied first to classify the objects in each image (top-left
corner). Then, objects are mapped in the 3D space based on the mea-
sured Depth data (in the "Semantic mapping" block). A subset of the
predicted objects is passed to the "Knowledge-based Reasoning" mod-
ule, which validates the predictions through a combination of size and
spatial knowledge.
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hybrid (size + spatial , waterfall). In this implementation of the
proposed hybrid reasoning framework, the DL, size-based and spatial rea-
soners are applied in sequence, as illustrated in Figure 7.3a. First, the DL
predictions are filtered based on the size reasoning outcomes, i.e., the "size
only" ablation presented in Chapter 6 is applied. Then, the size-validated
ranking is passed through the spatial reasoner. At this stage, the DL-based
scores in the ranking are combined with the atypicality scores of the ob-
served QSR. That is, the "spatial only" pipeline of Chapter 6 is applied.
Since the size reasoner only applies a filter to the input ranking, the order
of execution of the two reasoners could be equivalently swapped.

hybrid (size + spatial , parallel). Differently from the waterfall
strategy, this method maintains the original DL predictions and the size-
validated predictions as separate rankings (Figure 7.3b). For instance, let
us consider a case where the top-5 predictions in the DL ranking are bottle,
fire extinguisher, backpack, bin, and cup - let this be ranking r1. Once r1 is
fed to the size reasoner, only those predictions which are deemed as valid
w.r.t. size are retained, yielding a second ranking, r2: e.g., fire extinguisher,
backpack. Rankings r1 and r2 are passed in parallel to the spatial reasoner.
At this stage, the predictions of atypicality score 1 are filtered out of both
rankings, yielding r̂1 - e.g., fire extinguisher, bin and r̂2 - e.g., fire extinguisher.
Lastly, majority voting is used to derive the final predictions from r̂1 and
r̂2. In our example, the fire extinguisher class would be selected as the
final prediction because it occurs twice. In the case of ties, only the size-
validated predictions are considered, i.e., r2 is selected as the final ranking.
Similarly, the size-validated ranking r2 is considered as a fallback option
if none of the classes in r1 is in the spatial Knowledge Base or if all classes
in r1 are spatially invalid.

7.3.1 Results: Experiment 1

The first experiment models the best-case scenario where both the Deep
Learning predictions to be corrected and the ground truth labels of neigh-
bour objects are known to the reasoners. As can be noted from Table 7.1,
the "waterfall" meta-reasoning strategy ensured a higher performance than
the "size only" and "spatial only" methods.

The top-1 scores are higher in the "waterfall" than in the "size only" case.
However, the top-5 performance is equivalent in the two cases, except for
the nDCG@5, which is 0.5% higher in the "waterfall" case.
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Indeed, the spatial reasoner, the last module applied in the waterfall
sequence, only re-ranks the top-k predictions. This result is consistent
with the evidence from Chapter 6.

The "parallel" method led to the best results in terms of P@5 and nDCG@5.
Nevertheless, the top-1 performance in the "parallel" case was only marginally
higher than in the "size only" case.

Another interesting observation from Table 7.1 is that the "waterfall"
method ensured the highest P among all tested ablations, whereas the
"parallel" method achieved the highest unweighted Recall. Thus, the per-
formance patterns in the waterfall scenario reflect the same trends of the
size reasoner (see also Chapter 5). Conversely, when the DL and size-
validated rankings are fed in parallel to the spatial reasoner, more balanced
unweighted Precision and Recall scores are obtained, consistently with the
behaviour of the spatial reasoner (Chapter 6).

7.3.2 Results: Experiment 2

In the second experiment, we relax the constraint of representing nearby
objects through ground truth labels and use DL-generated labels. The pres-
ence of incorrect object labels in the spatial graph hinders the performance
of the spatial reasoner, leading to lower performance scores in Experiment
2 than in Experiment 1 (Table 7.1). However, when both reasoners are
leveraged, the performance degrades only marginally (i.e., it decreases by
less than 1%) in terms of top-1 accuracy, top-1 weighted metrics and top-5
performance. As such, introducing a meta-reasoning component mitigates
the impact of noisy spatial labels, which negatively affect the performance
of the spatial reasoner.

Interestingly, the unweighted top-1 performance of the "waterfall" and
"parallel" methods is higher in Experiment 2 than in Experiment 1. This
result is counter-intuitive if one considers that, in Experiment 2, the neigh-
bourhood of objects is modelled with autonomously-extracted labels. How-
ever, the slight performance improvement only affects the unweighted met-
rics, which do not account for the relative imbalance of examples in the
KMi set. As such, we can hypothesise that there is a limited number of
cases where the meta-reasoner converges toward the correct solution de-
spite the inaccurate spatial cues. For instance, let us consider the scenario
where a rubbish bin lies next to a fire extinguisher. Let us imagine that the
DL algorithm mistakes the bin for a fire extinguisher sign. This prediction
is wildly incorrect. However, paradoxically, it provides a spatial cue that
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facilitates the recognition of the fire extinguisher. Because this anomalous
increase in performance is not reflected in the weighted metrics, we can
conclude that it affects only a limited number of examples in the KMi set.

7.3.3 Results: Experiment 3

The results of experiments 3 and 4 are reported in Table 7.2. In the sce-
nario where the objects to be corrected are autonomously selected, the
performance of systems that combine size and spatial awareness is higher
than the performance of the constituent reasoners.

The "parallel" method, in particular, is the meta-reasoning strategy that
led to the highest overall performance. Compared to the "size only" ab-
lation, the accuracy increased by 3.2%, and the weighted P, R and F1 in-
creased by 2.3%, 3.2% and 3.4%, respectively. Moreover, the P@5, nDCG@5

and HR were 0.5%, 1% and 0.3% higher.
Although the highest score for the top-1 unweighted P was obtained in

the "waterfall" case and the highest unweighted R was achieved in the "spa-
tial only" case, the "parallel" strategy ensured a better trade-off between the
unweighted P and R values, yielding the highest F1 score. As such, the
"parallel" meta-reasoning strategy allowed us to leverage the increased Pre-
cision associated with the size reasoner with the increased Recall granted
by the spatial reasoner.

As far as the quality of the top-5 ranking is concerned, the performance
improvement achieved through meta-reasoning is limited by the spatial
reasoner.

7.3.4 Results: Experiment 4

The fourth experiment represents a realistic scenario, where both the se-
lection of the predictions to correct and the extraction of object labels near
the target object are automated. Crucially, even in this challenging sce-
nario, the "waterfall" and "parallel" ablation outperformed both the DL-
only baseline and individual reasoners (Table 7.2).

Compared to the "spatial only" case, the pipelines that leverage both
reasoners are more robust to injecting DL-generated object labels in the
QSR graph.

Specifically, as already noted from comparing Experiment 2 with Exper-
iment 1, the "parallel" method led to the highest margin of improvement

179



Table
7.

2:Experim
ents

3
and

4
results

on
the

K
M

itest
set,in

percentages.The
highest

scores
are

highlighted
in

bold.

Top-
1

unw
eighted

[%
]

Top-
1

w
eighted

[%
]

Top-
5

unw
eighted

[%
]

M
ethod

Top-
1

A
cc.[%

]
P

R
F

1
P

R
F

1
P@

5
nD

C
G

@
5

H
R

N
-net

(Z
eng

et
al.,

2
0
1
8)

4
5.

2
3
4.

0
4
0.

1
3
1.

0
6
1.

5
4
5.

2
4
7.

2
3
3.

1
3
6.

0
6
3.

0

K
-net

(Z
eng

et
al.,

2
0
1
8)

4
7.

9
3
9.

0
3
9.

9
3
4.

0
6
8.

0
4
7.

9
5
0.

4
3
8.

5
4
0.

7
6
5.

1

H
ybrid

(size
only)

5
1.

4
4
7.

2
3
9.

1
4
0.

0
6
9.

1
5
1.

4
5
5.

4
4
1.

6
4
3.

9
6
8.

4

Experim
ent

3:
H

ybrid
(spatialonly)

4
9.

4
4
1.

1
42.9

3
7.

1
6
9.

4
4
9.

4
5
2.

7
3
8.

5
4
1.

1
6
5.

1

H
ybrid

(w
aterfall)

5
3.

2
49.1

3
9.

5
4
0.

9
71.4

5
3.

2
5
6.

7
3
9.

5
4
2.

4
6
7.

5

H
ybrid

(parallel)
54.6

4
8.

4
4
1.

7
41.6

71.4
54.6

58.8
42.1

44.9
68.7

Experim
ent

4:
H

ybrid
(spatialonly)

4
7.

6
4
0.

2
4
0.

8
3
5.

4
7
0.

1
4
7.

6
5
1.

1
3
8.

5
4
0.

7
6
5.

1

H
ybrid

(w
aterfall)

5
1.

8
4
8.

4
3
8.

7
4
0.

2
7
0.

6
5
1.

8
5
5.

8
3
9.

5
4
2.

1
6
7.

5

H
ybrid

(parallel)
5
4.

0
4
7.

6
3
9.

9
4
0.

6
7
0.

7
5
4.

0
5
8.

3
4
1.

5
4
4.

3
6
8.

1

180



across most metrics. In particular, only the unweighted P and R were
marginally lower than the "waterfall" and "spatial only" methods.

Crucially, the "parallel" strategy ensured the best compromise between
the increased Recall related to the spatial reasoner and the increased Preci-
sion associated with the size reasoner. Hence, the "parallel" meta-reasoning
strategy was the most effective in leveraging the advantages of its con-
stituent reasoners.

7.3.5 Note on Implementation

The experiments discussed in this chapter can be reproduced through the
code available at https://github.com/kmi-robots/spatial-KB/tree/test. The
underlying dataset, DL models, reasoning parameters, hardware and soft-
ware conditions are isomorphic to those already presented in Chapter 6.

7.4 summary of findings

We presented a Robot Architecture for Visual Intelligence (RAVI), which
leverages a DL component with different symbolic reasoners through a
meta-reasoning module. Specifically, we showed a possible instantiation
of RAVI, where size (Chapter 5) and spatial awareness (Chapter 6) are com-
bined through two alternative methods. The waterfall method applies the
size reasoning and spatial reasoning modules in sequence to generate the
final predictions. Instead, the parallel method maintains the DL-based
and size-validated predictions as separate rankings, fed in parallel to the
spatial reasoner.

Notably, both meta-reasoning solutions ensured a higher performance
than the individual reasoners. These results demonstrate the utility of
leveraging different reasoners within hybrid architectures to capitalise on
a broader range of epistemic capabilities. Nonetheless, because each rea-
soner introduces individual strengths and weaknesses, we observed differ-
ent performance trends depending on the rationale followed for combin-
ing the reasoners. The parallel method, in particular, is the method which
ensures the best trade-off between the higher Precision that is associated
with the size reasoner and the increased Recall of the spatial reasoner. As
a result, the parallel approach achieved the top performance in the realistic
scenario of Experiment 4, drastically outperforming the DL baselines.
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The key takeaway message from this study is the significant perfor-
mance improvement achieved over Deep Learning methods. Since we pro-
posed a modular solution, the absolute performance figures that have been
presented only provide a reference. Naturally, other DL solutions could be
integrated into our system to improve the quality of the initial predictions.

In the next chapter, we extend our study of the utility of the RAVI ar-
chitecture by tackling a more complex robotic task than object recognition:
the autonomous assessment of Health and Safety risks in office environ-
ments.
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8
H A N S : T H E H E A LT H A N D S A F E T Y R O B O T I N S P E C T O R

Rock, robot rock.

— Daft Punk

In this chapter, we test how effectively the Robot Architecture for Visual
Intelligence (RAVI) can support the use-case scenario of HanS, a robot in-
spector that we developed to monitor the compliance of the KMi Lab with
Health and Safety (H&S) rules. As such, we provide a test case for validat-
ing the scientific results of previous chapters. Specifically, we show how
the proposed architecture for Visual Intelligence can be fully implemented
through state-of-the-art components, which we test in the wild. In this
implementation of RAVI, we adopt a graph representation for modelling
the objects and commonsense facts in each observed scene, as further mo-
tivated in Sections 8.1 and 8.2. The graph is then checked against a set of
FOL statements, which represent H&S rules (Section 8.3).

The test case presented in this chapter guides the discussion of the chal-
lenges of deploying Visual Intelligence and commonsense reasoning sys-
tems on a mobile robot (Section 8.4) through ten proof of concept scenarios
that demonstrate HanS’ sensemaking capabilities (Section 8.5).
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8.1 autonomous risk assessment and robot deliberation

As emphasised since the very first chapter of this dissertation, service
robots are expected to exercise some form of deliberation to assist us in
our daily tasks. With the term "robot deliberation", we refer to the differ-
ent computational functions that are instrumental in the robot’s capability
to make sense of the environment, including action, observation, learning,
and monitoring (Ingrand & Ghallab, 2017).

Indeed, to autonomously monitor the Health and Safety (H&S) of an of-
fice space, a robot ought to interpret the current state of the environment
to identify potential risks. First and foremost, this task entails robustly
recognising objects, as examined in previous chapters of this Thesis. It
also requires that the robot should be capable of considering the different
properties that characterise the observed objects. Additionally, the robot
should be aware of the possible scenarios that may threaten the H&S of em-
ployees. In other words, it will need to consider the set of constraints that
govern the safety of the environment. Ultimately, given a set of observed
objects with their related properties and a set of H&S constraints, the robot
is expected to select the H&S rules that are relevant to the observed situa-
tion.

Thus, the problem of autonomous risk assessment calls for methods to
bridge the gap between the low-level features that characterise the robot
perception with the higher-level semantic attributes that contribute to the
deliberation process (Fang et al., 2020). As such, these methods fall under
the Hybrid Intelligence, or Neurosymbolic Learning paradigm (Aditya et
al., 2019; Sarker et al., 2022). Indeed, with the growing interest in the
automation of risk assessment tasks, a promising trend in the AI and Engi-
neering communities has been to combine automated methods for visual
perception with ontology-based and knowledge-based approaches (Fang
et al., 2020; Neau et al., 2022; Wu et al., 2021). In the latter works, the
knowledge-based reasoning steps are introduced after generating object
predictions through Deep Learning, following a similar approach to the
one realised in the Robot Architecture for Visual Intelligence (RAVI).

In particular, Fang et al. (2020) proposed a method for detecting Fall
From Height (FFH) hazards on construction sites. Namely, the authors
curated a dedicated ontology from documents that encode expert knowl-
edge, such as engineering documents, accident reports, and safety regu-
lations. Then, the Mask R-CNN Deep Learning model (He et al., 2016)
was applied for the automated recognition of people and objects from im-
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ages. Moreover, three types of spatial relations between the objects were
defined. Namely, from the 2D bounding boxes generated by the Mask R-
CNN model, the system infers whether objects are within, overlapping, or
away from each other. A graph representing the spatial relations between
the recognised entities is then checked against the ontology to detect the
presence of potential FFH hazards. Similarly, in (Wu et al., 2021), the Mask
R-CNN architecture was integrated with a reasoning engine that can con-
sider safety rules expressed in the Semantic Web Rule Language (SWRL).
However, engineering ontologies manually is a resource-intensive process.

Instead of relying on hardcoded expert knowledge, Neau et al. (2022)
proposed to capitalise on the availability of large-scale Knowledge Bases
to automatically enrich the graph models that describe the object proper-
ties and relations with commonsense facts about the observed entities. In
the Visual Question Answering (VQA) literature, these graph representa-
tions are also known as scene graphs. The advantage of relying on a graph
representation to characterise the attributes and components of a scene is
two-fold. First, the choice of a graph representation facilitates the inte-
gration of comprehensive knowledge resources, such as those surveyed in
Chapter 4 of this Thesis. Indeed, knowledge representations in these KBs
typically consist of triplets comprising a subject, a predicate, and an object,
which can be easily modelled as nodes and edges in a graph. Secondly, the
structure of a Knowledge Graph is easier to visualise and more explainable
than the latent representations embedded in Deep Learning models.

Inspired by the work by Neau et al. (2022), we also frame the problem
of autonomous risk assessment and deliberation as a graph completion
problem. Knowledge Graph completion is the process of autonomously
adding entries, i.e., nodes and edges, to Knowledge Graphs to increase
their coverage of certain facts (Li, Taheri, et al., 2016). Previous work (Li,
Taheri, et al., 2016; Neau et al., 2022) has mainly explored the use of knowl-
edge bases such as ConceptNet (Speer et al., 2017) and ATOMIC (Sap et al.,
2019), to enrich scene graphs with commonsense knowledge. However, the
KB coverage analysis we conducted in Chapter 4 indicated that ShapeNet
(Savva et al., 2015), Visual Genome (Krishna et al., 2017), and Quasimodo
(Romero & Razniewski, 2020; Romero et al., 2019) can provide higher sup-
port for Visually Intelligent Agents (VIA) than ConceptNet and ATOMIC.
Therefore, in this work, we will test the integration of commonsense facts
retrieved from ShapeNet and Quasimodo to enrich a graph of spatial re-
lations (associated with typicality scores derived from Visual Genome) in
the context of developing a Health and Safety robot inspector.
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In (Bastianelli et al., 2018), a preliminary demonstration of a Health and
Safety Robot Inspector was presented. This prototype could query a se-
mantic map representing the KMi space to verify that electric heaters are
kept away from confined areas. Our proposed system significantly expands
HanS’ functionalities, thanks to the introduction of the Robot Architecture
for Visual Intelligence (RAVI).

First, in our system, objects are autonomously detected and classified, as
opposed to being tracked through Augmented Reality tags (ARTags), i.e.,
physical markers affixed to the objects that drastically simplify the object
recognition process.

In addition to the navigation and semantic mapping capabilities show-
cased in (Bastianelli et al., 2018), HanS is currently also able to leverage
size and spatial reasoning capabilities.

Thanks to its spatial reasoning module, HanS can interpret the location
of objects not only with respect to predefined geometric areas on the global
map, but also with respect to the robot’s viewpoint at the time of the
observation.

We also enrich the semantic map with commonsense properties about
the objects other than semantic labels, which only represent their class.
These commonsense properties are automatically extracted from external
KBs.

Moreover, in the constructed semantic map, successive observations of
the same object instance are aggregated to leverage multiple predictions
and reflect changes in the environment, thus addressing the object anchor-
ing problem (Coradeschi & Saffiotti, 2003).

We also consider a more comprehensive range of H&S rules than the orig-
inal HanS demonstrator. Specifically, besides checking which objects lie at
specific locations, as in (Bastianelli et al., 2018), we model finer-grained
Qualitative Spatial Relations (QSR) between objects, thus enabling com-
monsense reasoning on additional object properties beyond their spatial
configuration.

Finally, another key difference between the proposed system and the
original demonstrator by Bastianelli et al. (2018) concerns the automatisa-
tion of HanS’ monitoring behaviour. In the initial implementation of the
HanS platform, the robot was instructed by the user to check a specific rule.
Conversely, in the current implementation, rule checks are autonomously
triggered as soon as new observations are added to the semantic map dur-
ing HanS’ scouting routine.

186



8.2 ravi for autonomous risk assessment

We instantiate the Robot Architecture for Visual Intelligence (RAVI) to model
the task of assessing the risks posed by an observed situation. The re-
sulting system, which is demonstrated in the video available at https:
//www.youtube.com/watch?v=h8sZgLt_KQw, is depicted in Figure 8.1
and consists of the following architectural modules.

semantic mapping Before the robot starts its patrolling rounds, we
manually annotate the geometrical map of the environment with the office
walls through the Graphic User Interface (GUI) that we have introduced in
Chapter 6. Specifically, we extend the interface presented in Chapter 6 to
allow users to annotate Areas of Interest (AoI) on the map. For the HanS
case study, we defined three types of AoI: (i) fire escape routes, (ii) waste
collection areas, and (iii) areas representing the fire call points. Nonethe-
less, the same interface could be seamlessly applied to define other types
of AoI, such as rooms, product-specific stocking spaces, confined areas or
interesting landmarks, depending on the target robotic application. The
AoI labelled in 2D are automatically added to the spatial database and ex-
truded in the 3D space. Figure 8.2 depicts a detailed Entity-Relationship
diagram that clarifies the structure of the spatial database. Consistently
with the setup of Chapter 6, the database is implemented in PostgreSQL.
The annotated walls and areas are stored in the walls and areas tables. In
particular, areas are categorised through the area_type field.

object recognition. Differently from the instantiation of RAVI dis-
cussed in previous chapters, this module receives as input a sequence of
images captured through HanS’ camera sensor, as opposed to a single im-
age frame, and returns a series of object predictions generated via Deep
Learning. Specifically, when the robot reaches a point of interest during
its navigation, the object recognition routine is activated for a specified
duration to collect multiple observations from the target viewpoint. An-
other key addition of this implementation is that the relevant object masks
and bounding boxes are segmented automatically, through Deep Learn-
ing, rather than manually annotated before the classification step. The
segmented regions are then filtered based on the confidence of the seg-
mentation algorithm (st) and fed to the classifier, which is fine-tuned on
the 60 classes in the KMi object taxonomy.
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Figure 8.1: Implementation of the RAVI architecture on board the HanS robot to
autonomously assess the risk of situations observed at the office.
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Figure 8.2: Entity-Relationship (ER) diagram of the spatial database which under-
lies HanS’ semantic map. The database provides a persistent model
of the areas and walls that characterise the target environment. Each
measurement collected through the robot camera is linked to exactly
one object anchor. Each anchor can group multiple observations of the
same object entity. Thus, anchors are linked to measurements through
one-to-many relations.

Measurements

PK object_key

stamp timestamp NOT NULL

convex_hull geometry

label varchar

centroid_3d geometry

robot_position geometry

Anchors

PK anchor_key

location_3d geometry NOT NULL

last_update timestamp NOT NULL

complete boolean

label varchar

convex_hull_union geometry

oriented_envelope geometry

robot_position geometry

bbox geometry

cbb geometry

bottomhsproj geometry

tophsproj geometry

lefthsproj geometry

righthsproj geometry

backhsproj geometry

fronthsproj geometry

d1 double precision

d2 double precision

d3 double precision

Measurements_Anchors

PK (object_key, anchor_key)

FK1 object_key

FK2 anchor_key

Areas

PK area_key

area geometry

stamp timestamp

area_type varchar

Walls

PK wall_key

surface geometry NOT NULL
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3d data processing . The objective of this stage is to model the 3D
object regions from the input 2D masks segmented through DL. As in the
previous implementations of RAVI, object masks derived from the RGB
frames are used to segment the collected PointClouds and to derive the
3D polygons representing each object region. However, because multiple
observations may be grouped under the same object entity, here we con-
sider the union of 3D polygons linked to the same entity before estimating
the size and spatial region of an object. This method choice also explains
the design of Figure 8.2, where the data about object dimensions (d1, d2,
d3), spatial bounding boxes and halfspaces are maintained under the an-
chors table.

object anchoring . Because, in this configuration, the robot collects
successive observations of a scene, we ought to automatically aggregate
observations which relate to the same object entity. To group observations
into distinct object "anchors", we compare their 3D locations. In practice,
each new observation is associated with the nearest object anchor in the
spatial database, i.e., based on a threshold ad, if any matching anchor is
found. Otherwise, a newly observed anchor is created. In the example of
Figure 8.1, let us assume that the heater and books are observed for the
first time. Two new anchors are created in the database when these object
instances are detected. Then, all objects located with a radius ad from the
3D centroid of the heater are associated with the same anchor. Successive
observations of the book pile are similarly aggregated under a second an-
chor. For each observation added to the database, i.e., each record in the
measurements table (Figure 8.2), the robot’s position on the map is also
tracked to establish a correspondence between the spatial database and
the semantic map. As a result, because the robot is mobile and its position
may change across observations, we consider the geometric median of the
robot’s position across observations. The aggregated position is stored in
the robot_position field of the anchors table. Moreover, the system com-
putes the union of all Convex Hulls linked to the same anchor, i.e., the
convex_hull_union attribute of Figure 8.2, to derive a 3D representation of
object regions that accounts for multiple observations. Similarly, because
each observation is associated with a ranked set of object predictions, the
DL rankings that refer to the same object anchor are aggregated at this
stage. Namely, the confidence scores for each class are averaged across ob-
servations. This step mitigates the impact of incorrect classifications that
occur rarely across observations.
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dl prediction selection. After the object recognition and anchor-
ing routines are completed, the reasoning process is activated. As in the
implementations of RAVI discussed previously, only a subset of the DL
predictions is selected for correction through the knowledge-based reason-
ers. In the experiments of Chapters 5-7, predictions were ranked in terms
of their L2 distance in ascending order. For the demonstrator presented in
this chapter, however, a different DL model is used for classification, opti-
mised for running live on mobile devices. As a result, the input predictions
are ranked in descending order of confidence. Nonetheless, the rationale
for filtering predictions remains unchanged: only the DL predictions of
lowest confidence are validated with background knowledge.

spatial reasoner . The reasoning process is applied to the anchors
that have been most recently updated. This set includes: (i) object an-
chors for which a new observation is available and (ii) new anchors that
were created during the latest object recognition and anchoring routine.
These anchors are marked as "incomplete" in the spatial database - i.e., by
setting the complete Boolean flag of Figure 8.2 to False. A graph is gen-
erated that characterises the Qualitative Spatial Relations (QSR) between
the incomplete anchors through the same procedure followed in Chapter
6. Concurrently, the spatial relations between the observed objects and the
nearby Areas of Interest in the semantic map are also added to the graph.
This step allows HanS to infer whether the observed objects lie along a
fire escape route, for example. The spatial graph includes all the object
anchors that were most recently updated, irrespective of confidence scores.
However, if a specific object was also selected to go through the knowledge-
based correction, the spatial typicality scores of candidate classes are also
retrieved from Visual Genome.

size reasoner . Consistently with the methodology of Chapters 5-7,
the predictions that are deemed as invalid in terms of surface area, thick-
ness, and Aspect Ratio (AR) of the object are discarded from the input
ranking. Validity judgements are based on size properties automatically
summarised from individual object measurements, either retrieved from
ShapeNet and Amazon or sourced manually.

meta-reasoning . This module orchestrates the integration of the size
and spatial reasoners with the DL ranking. Specifically, the waterfall or the
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parallel meta-reasoning methods presented in Chapter 7 can be applied at
this stage.

commonsense knowledge preparation. To enrich the spatial
graph with commonsense properties of the observed objects, we rely on ex-
ternal knowledge retrieved from ShapeNet (Savva et al., 2015) and Quasi-
modo (Romero & Razniewski, 2020; Romero et al., 2019). Specifically, we
extract the fabrication materials of objects from ShapeNet, e.g., chair is made
of wood, plastic, or metal. We also select commonsense facts that are relevant
to the HanS case study from the vast Quasimodo Knowledge Base, which
includes "approximately four million statements for over 95.000 different
subjects" (Romero & Razniewski, 2020). Specifically, upon inspecting the
types of facts retrieved from Quasimodo for our target object classes, we
identified a set of predicates that encode the causal and material proper-
ties of objects. These are be made of, be made from, cause, need, has property,
has effect, be important in, be useful in, and get. Because the be made of and be
made from predicates are synonyms, we merge them in the made of predi-
cate. The latter set is then completed with made of relations retrieved from
ShapeNet if any is available. Indeed, for the object classes in the KMi
taxonomy, we found that ShapeNet ensures a higher coverage of material
object properties than Quasimodo. It so happens because while Quasi-
modo covers a higher breadth of concepts, ShapeNet mostly encodes intu-
itive physical knowledge, as revealed through the KB coverage analysis of
Chapter 4. Moreover, given the H&S focus of this application, we scope the
properties provided in Quasimodo through the generic has property pred-
icate down to the following terms: ignition, flammable, combustible, hazard,
dangerous, harmful, and unsafe. The Quasimodo triples are also provided
by a plausibility score, ps, which is obtained by combining the frequency
of occurrence of a fact across the multiple sources that corroborate that
fact (Romero et al., 2019). To capitalise on the availability of this metric,
we retain only facts whose plausibility score exceeds a threshold qt. For
instance, if we set qt to 0.60, in the scenario of Figure 8.1, the property elec-
tric heater cause fires, which has a ps of 0.73 would be retrieved. However,
the less plausible fact electric heater cause allergies (of ps = 0.0006) would be
discarded.

graph enrichment. After leveraging the predictions of the different
reasoners, the risk assessment phase starts. First, the QSR built during the
previous steps is autonomously complemented with the object attributes
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derived from ShapeNet and Quasimodo. This process generates a scene
graph which describes the observed situation. At this stage, properties are
incrementally added to the graph for up to two iterations. This configu-
ration ensures that, on the one hand, properties are also extracted for the
newly-added graph nodes. On the other hand, the number of iterations
is opportunely constrained to exclude edges that are only loosely linked
to the original set of entities. In the scenario of Figure 8.1, the properties
electric heater causes fire and book made of paper are added first. Then, the fire
and paper nodes are further completed with facts such as fire has property
ignition, paper has property flammable, paper need to be notarized, i.e., signed
by a notary. In this way, the key clue for detecting the fire hazard, i.e.,
that paper is flammable, is correctly extracted. However, further query-
ing Quasimodo and ShapeNet to extract facts linked, for example, to the
to be notarized property would be irrelevant or potentially misleading to
interpret the observed scene.

rule-based inference . This module is conceived for checking po-
tential breaches of predefined rules. It receives the scene graph generated
through the previous steps as input. The content of the scene graph is
then checked against the set of rules of interest, which are modelled as
existential logic statements, as explained in the following section. Op-
erationally, rules are treated as items of a checklist or as queries on the
Knowledge Graph. A depth-first search is applied starting from each
node that matches the query to ensure that nodes that are only indirectly
linked are also visited. In particular, the search is extended for up to
two levels to reduce the computational cost of the inference while en-
suring that only concepts in the neighbourhood of the starting node are
visited. Indeed, in the example of Figure 8.1, the robot is expected to
infer that a flammable object is in contact with an ignition source. How-
ever, we also want to avoid the conclusion that concepts such as medicine
and flammable are linked together. If any rules are violated, HanS will
raise a warning message through the command line interface showcased
at https://www.youtube.com/watch?v=h8sZgLt_KQw.

8.3 modelling inference rules

We adopt a generic representation framework to model inference rules for
robot sensemaking tasks. Rules in the proposed framework are expressed
as First Order Logic (FOL) axioms and are compatible with the spatial rep-
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resentation framework introduced in Chapter 6. Therefore, the reference
notation and assumptions we introduced in Chapter 6 also hold for the
remainder of this section.

Specifically, the building block of this representational model remains
the definition of proper spatial region, i.e., a one-piece region that consists
of sets of internally-connected geometric points (Axioms 6.5-6.8). Proper
spatial regions can be used to model not only the objects but also the
Areas of Interest (AoI) in the robot’s environment. Indeed, our domain of
discourse, D, includes all spatial objects of physical extension. Areas of
Interest in a map, such as fire escape routes, fire assembly points, rooms,
or confined areas, also extend to a defined physical space. Namely, for all
o ∈ D:

SpatialObj(o)⇒ ProperSR(sReg(o)), (8.1)

AoI(o)⇒ SpatialObj(o). (8.2)

Hence, the Qualitative Spatial Relations (QSR) defined in Chapter 6 can
be equivalently expressed between objects, between areas, or between ob-
jects and areas. Furthermore, spatial relations in our framework can be
flexibly defined with respect to different frames of reference. The support
of varying spatial reference systems is crucial for robot sensemaking. For
instance, to recognise obstacles along a fire escape route, HanS ought to be
aware that the detected obstacle lies within a fire escape area in the global
frame of reference of the map, FGP. Concurrently, to conclude that an
emergency exit sign is not clearly visible, HanS ought to infer that, from
its viewpoint, i.e., based on a contextualised frame of reference, Fc, the
sign lies behind a second object.

Moreover, by expressing relations that are contextualised with respect
to the observer’s point of view, HanS can more clearly convey what it has
observed to its human collaborators, such as the designated fire wardens
or other members of KMi.

However, to model the case of autonomous risk assessment, the foun-
dational framework laid in Chapter 6 is to be further extended to include
non-spatial concepts.

As can be noted from the excerpt of Figure 8.3, the fire safety rules that
are enforced at The Open University (OU) can be modelled as statements
that involve (i) objects and people (e.g., fire extinguishers, electrical equip-
ment, employees), (ii) Areas of Interest (e.g., fire escape routes, kitchen,
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Figure 8.3: An excerpt of the Open University’s inspection form that is used by
fire wardens to assess the safety of office spaces on a monthly basis.
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designated waste areas), or (iii) attributes of these objects and areas (e.g.,
overloaded, small, combustible).

Therefore, in our framework, spatial objects can also have semantic prop-
erties associated with them. Namely, all spatial objects tracked on the se-
mantic map, SM, are linked to a label that represents their object category:

∀o,o ∈ SM⇔ ∃c, HasCategory(o, c). (8.3)

Optionally, objects ∈ SM can also have specific properties, or attributes,
associated with them, such as, for instance, the facts object is flammable,
and object causes heat. Hence, we define a predicate HasProperty, which
holds between an object, o, and a property, p. For instance:

HasProperty(paper, flammable). (8.4)

Importantly, in our framework, objects inherit the properties of their
fabrication materials. For a material, m and an object, o:

MadeOf(o,m)∧ HasProperty(m, flammable)⇒ HasProperty(o, flammable).
(8.5)

For instance, book is made of paper, and paper is flammable; hence, book
is flammable.1 Similarly, if an object, o, causes a fire, it will be linked to
the ignition property. For a given effect, e:

Causes(o, e)∧ HasProperty(e, ignition)⇒ HasProperty(o, ignition). (8.6)

For instance, Axiom 8.6 applies in the case of an electric heater. Indeed, ac-
cording to the Quasimodo KB, electric heater causes fire, and fire has property
ignition. Using the HasProperty predicate is not the most precise represen-
tation from an ontological perspective, because objects can exhibit a range
of different properties. However, for practicality reasons, we follow a rep-
resentation that is consistent with predicates in the Quasimodo common-
sense resource (as detailed in the knowledge preparation step of Section
8.2).

1 Counter-examples can be made to this statement. For instance, flammable materials may
be shielded by an non-flammable sleeve. However, the simplifying assumption we make
at Axiom 8.5 is sufficient for modelling the scenarios presented in this chapter. Moreover,
because our application scenario concerns the detection of fire hazards, generating false
alarms is preferable to the risk of overlooking a potential threat.
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As shown in Figure 8.3, the OU inspection form is organised as a check-
list that indicates the requirements for passing the inspection. These safety
checks can be modelled as inconsistency checks on a Knowledge Base:
statements that trigger a warning if found invalid.

To put these claims in context, we will show how the fire safety rules that
are relevant to HanS’ use case are modularly encoded in our framework.
Specifically, from the initial set of fire warden checks at The OU, we focus
on rules that pertain to known objects in the 60-class KMi taxonomy.

We leave aside kitchen appliances, which are confined behind fire doors
and thus outside HanS’ reach, as well as fire action notices and multi-
plugs. Moreover, we exclude rules that cannot be feasibly checked by the
HanS robot through visual sensemaking. For instance, verifying that "fire
alarm sounders are clearly audible in work areas" or that "Personal Emer-
gency Evacuation Plans (PEEPs) have been established for employees with
disabilities/requiring assistance" is out of the scope of visual sensemaking.

This selection step leaves us with ten H&S rules, which are also listed
in Table 8.1. The resulting rule base significantly extends the knowledge
base in the preliminary HanS demonstrator, which only tested a single
H&S check in the form object located at confined area (Bastianelli et al., 2018).
In the following, rules are assumed to be universally quantified unless
otherwise stated.

waste_check . Is waste and rubbish kept in a designated area? For a given
spatial object o and area of interest a:

∃o,a HasCategory(o, rubbish bin)∧ ComplCont(o,a)∧

HasCategory(a, waste collection area). (8.7)

In other words, if an object is a rubbish bin, it must lie within a waste col-
lection area. This statement builds on our previous definition of complete
containment between two spatial regions (Axiom 6.19).

ignition_check . Have combustible materials been stored away from sources
of ignition? This statement implies that the rule is violated if a flammable
object is in contact with an ignition source. Hence, given two spatial ob-
jects, o1 and o2:
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Table 8.1: Summary of the reference Health and Safety rules.

Rule nickname Natural language description

waste_check Is waste and rubbish kept in a designated area?

ignition_check Have combustible materials been stored away

from sources of ignition?

fire_call_check Are all fire alarm call points clearly signed

and easily accessible?

fire_escape_check1 Are all fire exit signs in place and unobstructed?

fire_escape_check2 Are fire escape routes kept clear?

fall_check Is the condition of all flooring free

from trip hazards?

door_check Are fire doors kept closed, i.e., not wedged open?

extinguisher_check1 Are portable fire extinguishers clearly labelled?

extinguisher_check2 Are all portable fire extinguishers readily

accessible and not restricted by stored items?

extinguisher_check3 Are portable fire extinguishers either securely

wall mounted or on a supplied stand?

∃o1,¬∃o2 HasProperty(o1, flammable)∧ Touches(o1,o2)∧

HasProperty(o2, ignition). (8.8)

We omit the definition of contact between two objects, which can be re-
trieved at Axiom 6.16.

fire_call_check . Are all fire alarm call points clearly signed and easily
accessible? In other words, HanS ought to verify that a fire alarm sign is
nearby if a fire alarm area is reached. Moreover, it ought to check that no
spatial objects except the safety sign intersect the fire alarm area. Formally:

∃o,a HasCategory(a, fire al area)∧ HasCategory(o, fire al sign)∧

Near(o,a)∧ [¬∃o ′ Int(o ′,a)]. (8.9)

This statements builds on our previous definition of spatial intersection
between objects (Axiom 6.17).
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fire_escape_check1 . Are all fire exit signs in place and unobstructed?
Similarly to the previous check, HanS must verify that fire escape routes
are marked through opportune emergency exit signs. Moreover, the signs
must be visible, i.e., unoccluded by objects blocking their view.

∃o,a HasCategory(a, fire route)∧ HasCategory(o, emergency sign)∧

Near(o,a)∧ [¬∃o ′ InFrontOf(o ′,o)]. (8.10)

Recalling the definition provided at Axiom 6.47, an object o1 is InFrontOf
a second object, o2, if o1 intersects the front halfspace of o2, w.r.t. the
contextualised frame of reference Fc.

fire_escape_check2 . Are fire escape routes kept clear? From this rule
and the previous one, it follows that no objects except emergency exit signs
must occupy a fire escape route:

∃a,¬∃o HasCategory(a, fire route)∧ Int(o,a)∧

¬HasCategory(o, emergency sign). (8.11)

fall_check . Is the condition of all flooring free from trip hazards? To
represent this rule, we assume that people are at risk of tripping over an
object only if the object is too small to be seen. Formally:

∃a,¬∃o HasCategory(a, floor)∧ Touches(o,a)∧ IsSmall(o). (8.12)

Pragmatically, objects are considered small if the volume of their spatial
region, as computed through the volume function, is smaller than or equal
to a threshold V :

IsSmall(o)⇔ volume(sReg(o)) 6 V . (8.13)

door_check . Are fire doors kept closed, i.e., not wedged open? HanS can-
not discriminate the appearance of an open door from the appearance of a
closed one. Indeed, its object recognition module was conceived to gener-
alise different door models and handle contour variances. Thus, to model
this rule, we make the simplifying assumption that a door is wedged open
if and only if it is in contact with any object other than the floor area.
Namely:
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∃o1,¬∃o2 HasCategory(o1, door)∧ Touches(o2,o1)∧¬HasCategory(o2, floor).
(8.14)

Although this assumption does not allow us to differentiate cases where
the door is occluded from cases where the door is held open, it is suffi-
cient to model the proof of concept scenarios of Section 8.5. Nevertheless,
a finer-grained recognition system could be introduced to recognise differ-
ent instances of the class door and different door configurations. Moreover,
this instance-level classifier could capitalise on the hybrid composition of
the RAVI architecture by combining visual and size features. For exam-
ple, an open door, where only the door frame is visible, typically appears
smaller than a closed door.

extinguisher_check1 Are portable fire extinguishers clearly labelled?
HanS is expected to check that dedicated signs convey the presence of fire
extinguishers. In other words, if a fire extinguisher is recognised, a fire
extinguisher sign must be nearby:

∃o1,o2 HasCategory(o1, fire extinguisher)∧ Near(o2,o1)∧

HasCategory(o2, fire extinguisher sign). (8.15)

extinguisher_check2 . Are all portable fire extinguishers readily acces-
sible and not restricted by stored items? This check is meant to ensure that fire
extinguishers are unobstructed, i.e., not occluded from the robot’s view-
point. Specifically, a fire extinguisher is considered accessible if it is not
intersecting any objects except for walls, floors, and dedicated fire extin-
guisher stands (see also rule extinguisher_check3):

∃o1,¬∃o2 HasCategory(o1, fire extinguisher)∧ Int(o2,o1)∧

¬[HasCategory(o2, wall)∨ HasCategory(o2, floor)∨ HasCategory(o2, stand)].
(8.16)

extinguisher_check3 . Are portable fire extinguishers either securely
wall mounted or on a supplied stand? Thanks to the definitions introduced at
Axioms 6.56 and 6.55, we can directly map the wall mounted and on a sup-
plied stand predicates to the AffixedTo and LeansOn relations. Specifically:
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∃o1,o2,a HasCategory(o1, fire extinguisher)∧ [ [AffixedTo(o1,a)

∧ HasCategory(a, wall)]∨ [LeansOn(o1,o2)∧ HasCategory(o2, stand)] ].
(8.17)

Here we have provided a formal representation of the ten rules repre-
senting HanS’ use case. However, the proposed framework generically
consists of spatial entities that are linked through relations and properties.
It does not constrain the types of relations or properties that can be defined
between these entities. Moreover, all checks can be reduced to a series of
logic operations encoded by existential clauses. Therefore, this framework
can be modularly extended to include additional rules and update the
existing rules.

Thanks to having defined rules as a set of existential rules, the proposed
representation is also compatible with the graph model that describes each
observed scene (Section 8.2). Indeed, because the scene graph consists of
nodes of type object, property, or area, it can be queried to validate the
reference rules by checking for specific edges between specific pairs of
nodes. For instance, the rule have combustible materials been stored away from
sources of ignition? is equivalent to the query is there any edge denoting a
spatial relation that links the combustible and ignition properties? Similarly, the
rule is waste kept in a designated area? corresponds to asking the question
is there an edge between a rubbish bin and a waste collection area, and does this
edge represent a containment relation?

To allow a seamless transition between FOL operators and graph queries,
we define an intermediate representation that follows the JavaScript Object
Notation (JSON) standard. In the implemented rule base, FOL variables,
i.e., graph nodes, are qualified through the object:, property:, and area: pre-
fixes. FOL predicates, i.e., graph edges, are identified through the "edge"
keyword. Importantly, this format enables the full expressivity of FOL op-
erators by combining the "any", "and", "or", "negation" keywords. In the
following, we illustrate this representation through two guiding examples.

First, let us consider the case of the rule extinguisher_check3: Are portable
fire extinguishers either securely wall mounted or on a supplied stand? As spec-
ified at Axiom 8.17, this check pertains fire extinguishers. Thus, a node
of type "object:fire_extinguisher" is added to the JSON schema as the root
node of the modelled rule:
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1 "extinguisher_check3": {

2 "node1": "object:fire_extinguisher",

3 "description": "Are portable fire extinguishers

4 either securely wall mounted

5 or on a supplied stand?",

6 "rule": {

7 "or": [

8 {"edge": "AffixedTo",

9 "node2": "object:wall",

10 "negation": false},

11 {"edge": "LeansOn",

12 "node2": "object:stand",

13 "negation": false}]

14 }

15 }

Because the object is expected to be either affixed to the wall or lean-
ing on a stand, the nodes "object:wall" and "object:stand" are also added.
Specifically, the former node is linked to a fire extinguisher through an
edge of type "AffixedTo". In contrast, the latter node is linked to a fire ex-
tinguisher through a "LeansOn" spatial relation. Because the AffixedTo and
LeansOn predicates are part of an OR (∨) logical statement in Axiom 8.17,
the "or" keyword is used to concatenate the two JSON nodes. Lastly, be-
cause none of the involved logical operations is negated in this statement,
the "negation" attributes in the JSON schema are set to "false".

Moreover, we can use the "any" keyword to indicate universally quanti-
fied variables. For instance, in the case of fire_escape_check1 (Are fire escape
routes kept clear? - Axiom 8.10), a rule violation is raised if any object other
than emergency exit signs is found in a fire escape area. Hence, the root
of the JSON schema is a node of type "area:fire_escape_area":

1 "fire_escape_check1": {

2 "node1": "area:fire_escape_area",

3 "description": "Are fire escape routes kept clear?",

4 "rule": {

5 "edge": "Int",

6 "node2": "object:any",

7 "except": "object:emergency_exit_sign",
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8 "negation": true

9 }

10 },

The rule states that no edges representing spatial intersection ("Int")
must exist between the root node and its neighbouring nodes, except for
nodes of class "emergency_exit_sign". We use the expression "node2": "ob-
ject:any" to refer to any such category and combine this expression with
the "except" keyword, to exclude emergency exit signs from this statement.
Lastly, since the rule involves a negation operation, the "negation" attribute
is set to "true" this time.

8.4 the reality gap : implementation on a mobile robot

Deploying a hybrid reasoning system in the case of a mobile robot that
navigates real-world environments entails addressing several challenges,
as well as specific hardware and software constraints. Indeed, there exists
a substantial gap between the simulated experiences of robots and the com-
plexity of real-world environments. This gap is often referred to as "the
reality gap" 2, in the Robotics community. In the remainder of this section,
we review the practical implications of deploying the RAVI architecture in
HanS’ use case.

• First, HanS should operate autonomously and safely navigate the
KMi space. Hence, it ought to be aware of its position during nav-
igation - a capability known as self-localisation. The robot is also
expected to avoid any obstacles along the navigation route. To equip
HanS, i.e., a Turtlebot 2 robot, with navigation, self-localisation and
obstacle avoidance capabilities, we rely on a Velodyne Light Detec-
tion and Ranging (LiDAR) sensor3. Moreover, we capitalise on the
off-the-shelf navigation and mapping modules that are natively pro-
vided by the Robot Operating System (ROS)4, which defines the
standard middleware suite for developing open-source robotic ap-
plications. Specifically, our implementation is compatible with the
newest version of ROS, i.e., ROS2, and integrates the Nav2 (Macen-
ski et al., 2020) package. Thanks to Nav2, we can also capitalise on

2 https://ai.googleblog.com/2017/10/closing-simulation-to-reality-gap-for.html. Last ac-
cessed on Aug 25, 2022.

3 https://velodynelidar.com/. Last accessed on Aug 25, 2022.
4 http://www.ros.org. Last accessed on Aug 25, 2022.
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the NavFn plugin, which computes the shortest path from a source
pose A to a target pose B through Dijkstra’s algorithm (Dijkstra et al.,
1959). Furthermore, we use the DWB plugin to control the robot’s
effort along a trajectory. In this standard configuration, the robot’s
position on the geometrical map of the explored environment is es-
timated through the Adaptive Monte-Carlo Localizer (ACML) - see
also Fox et al. (1999).

• Visual perception is another critical factor that widens the gap be-
tween simulation and reality, or, similarly, between controlled bench-
mark scenarios and reality. Indeed, the evidence of the need for
robotic applications that exhibit improved Visual Intelligence is the
core argument which underlies this Thesis. As substantiated by the
experiments in previous chapters, detecting the presence of objects
in the wild is an open research problem. HanS’ object recognition
performance is influenced by several different factors, including, but
not limited to, changes in the lighting conditions, inaccuracies in the
sensor measurements, and the presence of cluttered scenes where the
objects may be partially or fully occluded.

To mitigate these issues, we developed a series of customised percep-
tion modules that are compatible with the ROS middleware. Specif-
ically, because HanS mounts an Orbbec Astra Pro RGB-Depth (RGB-
D) camera sensor, we record the robot’s RGB and Depth measure-
ments through the ros-astra-camera package. Furthermore, we devel-
oped a dedicated ROS interface that subscribes to the RGB-D topics
published by the camera sensor to capture the relevant perceptual
data on-the-fly.

We chose as a baseline Deep Learning methods that can be run ef-
ficiently on a mobile robotic platform. Namely, we equipped HanS
with an Edge TPU portable accelerator, which is USB-powered. This
component supports inferencing through a subset of state-of-the-art
Deep Learning models that are provided by the PyCoral Python li-
brary5. Specifically, we chose the MobileNet v1 model for object clas-
sification (Howard et al., 2017) because this model can be trained ef-
ficiently and directly on the TPU device through the weight imprint-
ing method (Qi et al., 2018). On the one hand, this method choice
allowed us to bootstrap a DL-based classification module with only
ten training examples per class, i.e., with the same KMi data splits

5 https://coral.ai/docs/reference/py/. Last accessed on Aug 25, 2022.
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used for previous experiments. On the other hand, because the on-
device training through weight imprinting is optimised for images
that consist of at most one object, we had to introduce an automated
module ahead of the MobileNet pipeline to opportunely segment the
input images into individual object regions.

To detect objects live from the robot-collected image stream, we re-
lied on the Mask R-CNN solution (He et al., 2017) that is provided by
the OpenCV image processing library6. As anticipated in Section 8.1,
the Mask R-CNN model has been widely applied for the autonomous
detection of hazards in real-world scenarios (Fang et al., 2020; Wu et
al., 2021). To reduce the computational costs and annotation effort of
the segmentation step, we relied on a Mask R-CNN model that was
previously trained on the MS COCO benchmark dataset (Lin et al.,
2014) without retraining on sensor images from our target applica-
tion scenario.

• Because real-world scenarios can change rapidly, it is also crucial
that the semantic map of HanS’ environment is updated in a timely
fashion. As anticipated in previous chapters, the spatial reasoning
functionalities embedded in the RAVI system can be fully handled
through the PostGIS and SFCGAL plugins for PostgreSQL. Moreover,
we configured a set of automated triggers so that the existing set of
object anchors is updated as soon as a new observation is processed
through the visual perception pipeline.

• To enable faster and more reliable data access, querying, and infer-
ence performance, all the software modules and knowledge bases in-
cluded in RAVI are hosted locally on HanS’ centralised onboard PC,
an Intel NUC mini-PC. Thanks to its small form factor, this PC can be
easily mounted on a Turtlebot robot. It provides an i7 processor and
16 GB of RAM. In particular, the HanS prototype demonstrator was
tested in a Ubuntu 20.04 setup under the noetic ROS distribution.

The code, dataset and models utilised for this implementation are pub-
licly accessible at https://github.com/kmi-robots/HanS. In the following
section, we qualitatively discuss the utility and limitations of this system
to support the autonomous assessment of H&S risks in office environments,
through a series of proof of concept scenarios.

6 https://opencv.org/. Last accessed on Aug 25, 2022.
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8.5 proof of concept scenarios

To assess the utility of the RAVI architecture in HanS’ test case, we selected
ten evaluation scenarios, or sensemaking tasks, that are representative of
the robot’s monitoring routine in KMi.

All the tested scenarios are supported by a graphic overview (Figures
8.4 through 8.13) which shows: (a) one of the input RGB frames that are
included in the image sequence collected through the robot’s camera; (b)
a preview of the object predictions generated through the Mask R-CNN
and MobileNet v1 DL methods. Moreover, in quadrant (c), we provide an
excerpt of the constructed scene graph. Lastly, we provide (d) snapshots
of the command line interface that records HanS’ assessment. Specifically,
a warning is printed on screen if any of the rules in the H&S rule base is
violated.

In the following, we describe the findings and limitations emerging from
each scenario.

scenario 1 . The first scenario (Figure 8.4) depicts two fire extinguish-
ers that are opportunely mounted on the wall and lie below two fire ex-
tinguisher signs. As such, the observed situation does not present any
anomalies. When the RAVI pipeline is applied, the two fire extinguishers
are correctly detected through the DL object recognition module. In some
frames, only one of the two fire extinguishers is detected. Nonetheless, the
anchoring of successive observations ensures that two object anchors of
class fire extinguisher are added to the semantic map. The newly-added
anchors trigger the construction of a spatial graph. As it can be observed
in Figure 8.4c, HanS correctly inferred that one fire extinguisher is on the
left of the other and that both fire extinguishers are affixed to the wall.
The graph is completed with automatically-extracted commonsense facts
about fire extinguishers, such as, e.g., fire extinguishers need to be inspected,
fire extinguishers need to be serviced, and fire extinguishers get cold. Because
rules adhere to the representation of Section 8.3, HanS can autonomously
identify the subset of rules which is relevant to the observed scene (Figure
8.4d), as opposed to running the inference over the complete rule base.
In sum, the robot can correctly conclude that the fire extinguishers are
mounted on the wall and that no other objects block the extinguishers.
Nonetheless, it could not detect the two signs above the fire extinguishers
through the Mask-RCNN algorithm. As a result of segmentation errors
propagated to the reasoning steps, the two signs are excluded from the
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Figure 8.4: Scenario 1 - Inspection of a corner where two fire extinguishers hang
on a wall. (a) Example of a raw input RGB image. (b) Example of
the 2D bounding boxes, object masks, and top-1 Deep Learning pre-
dictions generated for the input image. (c) Excerpt of the scene graph
generated for the input image. Nodes and edges that indicate the spa-
tial relations between object anchors are marked in blue, whereas the
commonsense concepts added through the graph enrichment process
are highlighted in yellow. Only a subset of the retrieved facts is shown
for readability. (d) A snippet of the command line interface that logs
HanS’ risk assessment.
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scene graph. Hence, HanS believes that the two fire extinguishers are not
correctly labelled and raises a false alarm (Figure 8.4d).

scenario 2 . In this configuration, which is similar to scenario 1, the
two fire extinguishers are observed from a different viewpoint (Figure 8.5).
Moreover, a chair now lies in front of the fire extinguisher on the left. As
shown in Figure 8.5b, one of the fire extinguishers is mistaken for a bot-
tle by the DL module, likely due to its shape. Similarly, in another image
frame that is visible in the demo video https://www.youtube.com/watch?
v=h8sZgLt_KQw, the fire extinguisher is mistaken for a printer. However,
these initial predictions are successfully corrected through the size rea-
soner, i.e., because the observed object is known to be typically larger than
bottles and smaller than printers. Furthermore, through the anchoring
steps, multiple predictions are aggregated together, mitigating the impact
of the incorrect predictions. Indeed, because the fire extinguishers have
been previously observed and added to the semantic map (in scenario 1),
the incorrect DL predictions in isolated image frames do not hinder HanS’
perception. However, in the scene graph of Figure 8.5c, the QSR between
the chair and the fire extinguishers were incorrectly estimated. Indeed, the
fire extinguisher on the left-hand side, i.e., fire extinguisher 2, is found to
be in front of the chair when, in fact, it lies behind it. We can hypothesise
that this spatial reasoning error is due to the imprecise construction of the
3D polygon that represents the chair. As shown in Figure 8.5b, the chair
mask segmented through DL includes many pixels from the wall surface
behind the chair. As a result, the object is erroneously considered to lie
mostly behind the fire extinguisher.

Despite this error, because "fire_extinghisher_check2" (Axiom 8.16) was
defined so that any object intersecting a fire extinguisher is considered as
a potential obstruction, a warning is correctly raised for fire extinguisher 2.
However, the same warning is raised for fire extinguisher 1, even though
fire extinguisher 1 appears to be accessible. This false positive may have
been caused by the limitations of modelling directional spatial relations
through 3D halfspaces (Borrmann & Rank, 2010; Deeken et al., 2018). Half-
spaces are derived by extruding the object region by a scaling factor pro-
portional to the object dimensions. Thus, in cases where a large object
region, e.g., the chair of Figure 8.5, includes noisy background pixels, the
object halfspaces are vastly overestimated. As a result, the intersection
region with nearby objects is also overestimated.
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Figure 8.5: Scenario 2 follows the same configuration of scenario 1, however, this
time, the fire extinguisher on the left is obstructed by a chair.
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In sum, in this scenario: (i) the fire extinguishers are found to be op-
portunely mounted on the wall, and the first rule check is passed; (ii) an
obstruction is found due to the presence of the chair; hence, a warning is
correctly raised; (iii) a false warning is raised because no fire extinguisher
signs were detected, as in scenario 1. Additionally, (iv) because the chair
lies on the floor, HanS also checks whether the chair may constitute a trip
hazard. However, no warning is raised in this case because HanS is aware
that a chair is sufficiently large for people to avoid tripping over it. Over-
all, the integration of external knowledge bases allowed HanS to retrieve
different material properties of objects, e.g., chairs are typically made of wood,
plastic, or metal and wood is a flammable material. Interestingly, enriching
the graph also led to the discovery of non-trivial facts: e.g., that chairs
get wobbly, and that a wobbly chair is dangerous; that plastic can get recycled,
but it can also get into the ocean. These commonsense facts can potentially
support different sensemaking scenarios.

scenario 3 . The third scenario depicts an electric heater and a pile
of books that are in close contact (Figure 8.6). Thanks to the object recog-
nition module, HanS correctly detects that an electric heater and a book
are present. HanS also recognises that both objects lie on the floor and
that the heater leans on the book, through the spatial reasoner. A few
object properties are added to the graph, as shown in Figure 8.6c: electric
heater cause fire, fire has property ignition, book made of paper, and paper has
property flammable. The introduced background knowledge also includes
commonsense facts that may increase HanS’ ability to act as a robot assis-
tant in use cases other than H&S monitoring. For instance, knowing that
books are important in life is not helpful in identifying a fire threat but may
improve HanS’ understanding of the role of books when interacting with
people. However, because the introduced knowledge is autonomously ex-
tracted from large-scale resources, noisy facts are also retrieved - e.g., elec-
tric heaters cause headaches. Overall, the constructed graph contains all the
necessary information to conclude that a combustible material is in contact
with a source of ignition. Hence, HanS correctly raises a warning through
the system terminal (Figure 8.6d).

scenario 4 . In this scenario, HanS is inspecting a fire door that marks
the exit to one of the main fire escape routes in KMi, as shown in Figure
8.7. The door is correctly identified as lying on the floor. Thus, the relevant
H&S rules selected for the observed scene are (i) are doors not wedged open, or
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Figure 8.6: Scenario 3 - An electric heater is spotted near a pile of books. Because
a flammable object is in contact with an ignition source, this scenario
represents a potential fire hazard.

kept closed? and (ii) is the condition of all flooring free from trip hazards? As far
as the first rule is concerned, HanS checks for the presence of objects that
are in contact with the door. Thus, the first rule check is passed because no
objects other than the floor are detected that are in contact with the door.

The second rule check is also passed without warnings because the door
is too large to constitute a trip hazard.

As discussed in the previous scenarios, the graph completion enables
the discovery of facts that improve HanS’ understanding of the situation.
For example, through accessing Quasimodo, HanS would have learned
that fire doors need to be kept shut, even if this constraint was not hardcoded
in the H&S rule base (Figure 8.7c). With access to material object properties,
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Figure 8.7: Scenario 4 - Inspection of a fire door, that is currently kept shut, as
advised by the H&S rules.

HanS knows that fire doors are made of wood, metal, and glass. Interestingly,
it also discovers that the metal component of doors can get positively charged.
However, as expected, the knowledge derived from general-purpose and
commonsense resources is too generic to adequately represent domain-
specific, H&S facts. Indeed, knowing that fire doors are made of wood
may be misleading, in this case, as HanS may conclude that fire doors are
flammable without knowing that fire doors are treated with fire-resistant
compounds. In this context, relying on a set of rules that are tailored to
the sensemaking tasks of interest is essential for constraining the reason-
ing process. This evidence supports the view that both domain-specific
and commonsense knowledge resources ought to be leveraged for robot
assistants to operate effectively in real-world scenarios.
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Figure 8.8: Scenario 5 - Same configuration of scenario 4, however, this time, the
fire door is wedged open through a chair, thus violating the H&S rules.

scenario 5 . When the fire door is wedged open through a chair (Fig-
ure 8.8a), HanS can correctly identify the presence of the chair (Figure
8.8b). It also infers that the chair is touching the door (Figure 8.8c). How-
ever, the number of anchors generated for the observed scenes is incorrect.
Specifically, HanS recognised three doors instead of one, as can be noted
in Figure 8.8c. We can explain this result by considering the limitations
of our object segmentation and anchoring system. Indeed, for this proto-
type, we implemented a simple anchoring method, where observations are
aggregated only on the basis of their 3D centroid. Moreover, relying on
an automated image segmentation module produces inaccurate object re-
gions, which may include background pixels outside the object contour. In
the case of the open door, a portion of the corridor space is visible through
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the door and is included in the 3D region representing the door (Figure
8.8b). Thus, the resulting centroids will be distant from one another and
interpreted as belonging to distinct doors. Despite these limitations, HanS
could correctly infer the violation of the rule that doors must be kept shut.

Figure 8.9: Scenario 6 - HanS inspects one of KMi’s waste collection area. A rub-
bish bin is detected, in accordance with the H&S rules, which state that
the presence of rubbish bin is restricted to dedicated waste collection
areas.

scenario 6 . HanS reaches one of the Areas of Interest (AoI) in the
semantic map, i.e., a waste collection area (Figure 8.9a). A rubbish bin is
correctly detected through the object recognition module. As shown in Fig-
ure 8.9c, the resulting scene graph includes not only the knowledge that the
bin is on top of the floor, and that the bin leans on the wall, but also highlights
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Figure 8.10: Scenario 7 - A rubbish bin is spotted outside of the waste collection
area. HanS raises a warning through the system terminal.

the fact that the bin is in a waste collection area. Thus, the check that verifies
that the rubbish bin lies inside a designated area is passed (Figure 8.9d).
The integration of material properties in the graph triggers a check for
the proximity of flammable materials to ignition sources. Specifically, the
bin is found to be made of plastic, and plastic has property flammable (Figure
8.9c). However, no ignition sources are found nearby, and the rule check is
passed. Lastly, the volume occupied by the rubbish bin is larger than the
threshold, V , that would trigger a trip hazard (Axiom 8.12). Importantly,
because HanS runs inferences on a graph representation, the results of the
anchoring and risk assessment phases can be directly explained by inspect-
ing the scene graph. Conversely, because the DL predictions are opaque,
we can only hypothesise an explanation of the prediction in the case of
object segmentation and recognition errors.

215



scenario 7 . However, whenever a rubbish bin is spotted outside of a
waste collection area, i.e., in the scenario illustrated in Figure 8.10, HanS
raises a warning through the command line interface. It is worth noting
that, although the image segmentation module detected two bounding
boxes for the rubbish bin (Figure 8.10b), the predictions are aggregated
into a single anchor (Figure 8.10c). Figure 8.10c also shows that no QSR

were extracted for the observed object, although it lies on the floor. This
result can be explained by considering the object mask of Figure 8.10b,
which was segmented through DL. Because the segmented region excludes
a relevant set of pixels along the bin contour, the object appears to be lying
above the floor. Despite this limitation, HanS could successfully detect the
breach of the H&S rules in this scenario.

scenario 8 . HanS reaches a highly cluttered corner which corresponds
to one of KMi’s fire call points (Figure 8.11). Although some of the books
and paper piles near the bookcase depicted in Figure 8.11a are correctly
recognised, the segmentation module missed the presence of the red sign
that marks the location of the fire call point. Thus, as in the case of the fire
extinguisher signs, a false warning is raised (Figure 8.11d). Nonetheless,
the enrichment of the scene graph ensures that a fire check is opportunely
triggered because papers, i.e., flammable materials, are recognised in the
observed situation (8.11c). However, the fire check is passed since no igni-
tion sources are found nearby.

scenario 9 . In this scenario, HanS is navigating one of KMi’s fire
escape routes (Figure 8.12). Hence, a node of type fire escape area is auto-
matically added to the spatial graph, as shown in Figure 8.12c. The robot
correctly recognises a rubbish bin in the background. Thanks to its spatial
reasoning capabilities and access to a persistent environment model, it also
infers that the rubbish bin lies inside a waste collection area. Moreover, it
could infer that the recognised object is near a fire call point and performs
the relevant checks to search for a fire call sign. Similarly, because it is
currently in a fire escape area, the robot also checks for the presence of
emergency exit signs. Ultimately, both the latter rules are violated because
neither type of sign could be detected (Figure 8.12d). Instead, a larger
portion of the wall is mistaken for a chest of drawers, as shown in Figure
8.12b. As in the case of the other scenarios involving safety signs, the seg-
mentation issues negatively impacted HanS’ risk assessment, leading to
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Figure 8.11: Scenario 8 - HanS reaches a fire call point. Due to segmentation
issues, the fire alarm sign is not detected. As a result, a false warning
is raised through the command line interface.
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false positives. Nevertheless, HanS could correctly conclude that the fire
escape route is free from obstacles.

scenario 10 . This scenario models a situation where a power cord
has been left in the middle of a corridor (Figure 8.13). First, the object
recognition module allows HanS to correctly detect the presence of the
power cord. Then, thanks to its spatial reasoning capabilities, HanS can
infer that the power cord lies on top of the floor and is also located in a fire
escape area, as shown in the graph of Figure 8.13c. Because a fire escape
area appears in the scene graph, HanS autonomously selects the H&S rules
that concern fire escape routes. As a result, a first warning is raised (Figure
8.13d) because the power cord creates an obstacle along the escape route.
A second warning is incorrectly raised because no emergency exit signs are
found in the fire escape area. This error is due to the limited ability of the
DL-based segmentation model to detect safety signs. Nevertheless, HanS
could recognise that the power cord is a potential trip hazard because it is
a relatively small object that lies on the floor.

The results from the examined test scenarios are summarised in Table
8.2 and recapped in the next section.

8.6 summary of findings

In this chapter, we applied the RAVI architecture to the concrete scenario
of a robot that checks that an office environment complies with a set of
Health & Safety rules. To this aim, the proposed solution operates live on a
mobile robotic platform. It combines efficient models for object recognition
based on Deep Learning with the knowledge-driven reasoning capabilities
in RAVI.

Because the robot is expected to verify the enforcement of a set of ref-
erence rules, this implementation of the RAVI architecture includes a ded-
icated component for deliberation. We have defined the reference rules
through a modular representation, which is compatible with graph mod-
els that describe the spatial configuration of the objects, properties, and
Areas of Interest (AoI) in a scene. Crucially, the architecture is equipped
with a commonsense reasoning module that enriches the scene graph with
object properties and relations retrieved from ShapeNet (Savva et al., 2015)
and Quasimodo (Romero & Razniewski, 2020).

Another key addition to the proposed architecture concerns the intro-
duction of the capability to automatically ground observations of the same
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Figure 8.12: Scenario 9 - From HanS’ viewpoint, two Areas of Interest are visible:
a fire call point and a waste collection area. Moreover, HanS is cur-
rently on one of KMi’s fire escape routes. Similarly to the previous
scenario, the safety signs go undetected due to segmentation issues.
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Figure 8.13: Scenario 10 - HanS finds a power cord in the middle of a corridor.
The detected object is a trip hazard and obstructs one of KMi’s fire
escape routes.
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Table 8.2: In each scenario, verified rules are highlighted in green, and violated
rules in red. If the colour of HanS’ prediction is the same as the ground
truth, HanS correctly interpreted the situation.

Scenario Ground truth HanS’ predictions

1) Inspection of extinguisher_check1 extinguisher_check1

two fire extinguishers extinguisher_check2 extinguisher_check2

mounted on a wall. extinguisher_check3 extinguisher_check3

2) A chair extinguisher_check1 extinguisher_check1

is in front of extinguisher_check2 extinguisher_check2

the extinguishers. extinguisher_check3 extinguisher_check3

3) Electric heater ignition_check ignition_check
spotted near fall_check fall_check
a pile of books.

4) Inspection of door_check door_check
a closed fire door. fall_check fall_check

5) Inspection of door_check door_check
a fire door fall_check fall_check
wedged open.

6) Inspection of waste_check waste_check
a waste collection ignition_check ignition_check
area. fall_check fall_check

7) Rubbish bin waste_check waste_check
outside of waste fall_check fall_check not
collection area. triggered

8) Inspection of fire_call_check fire_call_check
fire alarm ignition_check ignition_check
call point. fall_check fall_check

9) Inspection of fire_call_check fire_call_check
fire escape fire_escape_check1 fire_escape_check1

area. fire_escape_check2 fire_escape_check2

waste_check waste_check
ignition_check ignition_check
fall_check fall_check

10) Power cord fire_escape_check1 fire_escape_check1

in the middle of fire_escape_check2 fire_escape_check2

a corridor. fall_check fall_check
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object entity over time, which contributes to the epistemic requirement of
model building (Chapter 3).

Thanks to the newly-introduced anchoring module, multiple measure-
ments of a spatial region and different object predictions can be leveraged
during the inference. This configuration also allows us to update the se-
mantic map model as soon as new information is available about the envi-
ronment.

The analysis of ten evaluation scenarios in HanS’ use case revealed one
major cause of errors negatively impacting the reasoning process: the inac-
curate segmentation of safety signs. Segmentation issues are particularly
prominent in the case of cluttered environments, as in scenario 8, or when-
ever the signs are only visible from a distance, as in scenarios 9 and 10.
These issues, at times, also led to the inaccurate estimation of the spatial
regions occupied by the observed objects, as in scenarios 2, 5, and 7.

These errors can be traced to the limitations of applying a DL model that
was pre-trained on a different image domain, i.e., on the MS COCO bench-
mark collection (Lin et al., 2014), for segmenting the input images. As
such, these results also highlight the gap between state-of-the-art bench-
mark datasets in Computer Vision and the real-world examples encoun-
tered when objects are detected in the wild.

A common approach to mitigating these issues is to train the Neural Net-
work on abundant examples collected from the target image domain. How-
ever, this solution requires significant annotation efforts, as well as access
to extensive computational resources to re-train the model from scratch.
In our solution, we favoured an efficient approach where: (i) we reuse the
parameters learned on a different image domain for extracting the object
regions without re-training the model on the target domain. Moreover,
(ii) we rely on a classification model we fine-tuned on minimal training
examples for classifying the bounding boxes. Specifically, we resort to the
weight imprinting strategy (Qi et al., 2018), which can be run efficiently on
portable Edge TPU accelerators, instead of training the model offline on a
GPU.

Indeed, whenever the object regions could be successfully extracted, the
weight imprinted classifier ensured a satisfactory performance. In the
tested scenarios, many objects could be correctly identified by means of DL

classification alone. Moreover, in the majority of cases where the DL mod-
ule generated inaccurate predictions, the combination of the size reason-
ing, spatial reasoning and object anchoring components of RAVI allowed
HanS to correctly categorise the observed objects.
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Another cause of errors that we discovered relates to the inaccurate
grounding of observations to the same object entity. Specifically, in sce-
nario 5, the database was populated with three instances of the class door
instead of a single one. Indeed, this preliminary implementation relies on
a simple anchoring method, which only considers the distance of object
centroids to aggregate observations. This solution could be extended to
incorporate additional features in the grounding process. For instance, in
addition to the location of observations, their visual similarity and size
similarity could also be considered to judge whether or not observations
concern the same object instance. Moreover, a fine-grained classifier could
be introduced to recognise different instances of the same object class -e.g.,
different chair models. Adding an instance-level classifier would also sup-
port identifying different object configurations - e.g., to recognise whether
a door is open or closed.

Overall, HanS was able to successfully interpret most test scenarios by
identifying the presence of risks, or lack thereof, as shown in Table 8.2. We
found that the proposed framework for visual sensemaking is generally
robust to (i) errors propagated from the segmentation and anchoring steps
and to (ii) the autonomous retrieval of commonsense knowledge from ex-
ternal resources, which are likely to include noisy and irrelevant facts due
to their scale.

These results mark a first promising step towards showcasing the util-
ity of RAVI to support challenging robot deliberation scenarios, where a
higher-level understanding of the state of the environment is required. We
continue the discussion of future research directions in the next chapter,
where we recap the main findings and contributions of this work.
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9
C O N C L U S I O N

As I say, these were helpful lessons for me.
Not only had I learnt that changes were a part of Josie,

and that I should be ready to accommodate them,
I’d begun to understand also, that

this wasn’t a trait peculiar just to Josie,
that people often felt the need to prepare

a side of themselves to display to passersby
– as they might in a store window, and that such display

needn’t be taken so seriously once the moment had passed.

— Kazuo Ishiguro ("Klara and the Sun")

The main objective of this research has been to show that combining
data-driven techniques based on Deep Learning and knowledge-driven
reasoning methods can improve the ability of a service robot to make sense
of its surroundings through the modality of vision.

We have started this inquiry by asking "what makes a robot Visually In-
telligent?" We then identified a framework of epistemic requirements for
developing Visually Intelligent Agents (Chapter 3). Moreover, we also ver-
ified the coverage of the relevant background knowledge that is provided
by open-source, large-scale Knowledge Bases (Chapter 4).

Findings from our requirement analysis and coverage study have in-
formed the design and implementation of RAVI, a hybrid reasoning archi-
tecture, which leverages Deep Learning with knowledge-based, cognitively-
inspired reasoners (Chapters 6-7). In this context, we have also contributed
a methodology for representing the typical sizes and spatial relations of ob-
jects, by repurposing the relevant knowledge representations encoded in
large-scale Knowledge Bases.

Lastly, in Chapter 8, we have examined the test case of HanS, the Health
and Safety robot inspector, to showcase how the RAVI architecture can
support the assessment of Health and Safety risks in office environments.

In the next section, we recap the central hypothesis and research ques-
tions of this study and summarise our contributions. In Section 9.2, we
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consider the limitations of this work and discuss the main assumptions
underlying our approach. This discussion also provides the opportunity
to look ahead at the future directions of this research.
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9.1 main contributions and findings

The foundational hypothesis of this work is that combining Deep Learning
methods with knowledge-based techniques can improve a robot’s performance on
tasks that require Visual Intelligence (e.g., sensemaking), compared to approaches
which rely solely on Deep Learning.

To test this hypothesis, we first asked:

RQ1: what are the epistemic requirements, i.e., the set of required
knowledge components and reasoning capabilities, for developing Vi-
sually Intelligent Agents?

We have derived our initial set of requirements from the top down by
reviewing seminal contributions in the field of Machine and Human Intel-
ligence. The first requirement we have discovered is the concept of learning
as model building, which concerns the access to world models that can be
opportunely adapted to reflect the evolution of both the environment and
the agent’s learning. This requirement also implies building a world model
that enables causal reasoning. A specific type of causal model which is pre-
dominant in visual sensemaking tasks is the one governed by Intuitive (or
Naive) Physics (Hayes, 1988). From Lake et al. (2017) we borrowed the term
compositionality, to refer to the agent’s capability to consider not only the
sub-parts that compose objects, but also the spatial configuration of these
objects (Aditya et al., 2019; Hoffman, 2000). Another key component con-
cerns the abstraction of object representations from generic 2D views, which
are prototypical views of different object categories (Rosch, 1978). In ad-
dition to spatial attributes, the motion trajectories of objects (Kourtzi &
Nakayama, 2002), as well as their affordances (Gibson, 1979), also emerged
as strong features contributing to Visual Intelligence. We collectively refer
to these attributes by means of the term Motion Vision (Hoffman, 2000). Ul-
timately, we also considered the fast inference times that characterise human
perception (Lake et al., 2017) as a discriminating criterion that differenti-
ates Deep Learning methods from classic symbolic approaches in AI.

To verify these top-down requirements, we considered as a benchmark
the robotic tasks that were presented at the latest edition of the Smart
Cities and Robotics Challenge (SciRoc). Through analysing these robotic
scenarios, we could identify one additional requirement contributing to Vi-
sual Intelligence: the Machine Reading capability. This bottom-up analysis
was also instrumental in addressing our second question:
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RQ2: which epistemic requirements are the most important ones for
tackling robotic tasks that require visual sensemaking?

The analysis of the SciRoc episodes confirmed the importance of the
model building and fast perception requirements to tackle sensemaking prob-
lems beyond visual perception, such as action planning, monitoring, and
decision-making. Similarly, the requirements of compositionality and motion
vision were found to potentially support a variety of robotic tasks.

However, when we consider the subset of tasks which are directly con-
cerned with the processing of visual stimuli (e.g., object, people, and ob-
stacle recognition problems), the access to Intuitive Physics knowledge and
generic 2D views of objects emerge as prominent requirements.

To refine these insights, we have examined the specific use case of the
HanS robot inspector. In this context, we characterised the errors that
emerge when Deep Learning is applied to object recognition tasks. This
analysis highlighted three main requirements as the most impactful to
enhancing DL methods. These are, in descending order of importance:
the capability to reason on the typical (i) sizes, (ii) spatial relations, and
(iii) motion trajectories of objects (or lack thereof).

To capitalise on these findings, we have prioritised the implementation
of size and spatial reasoning components within object recognition sys-
tems. In this configuration, we support the requirement of fast percep-
tion by adopting Deep Learning methods for image processing. Moreover,
keeping the importance of model building in mind, we equipped the RAVI
architecture with semantic mapping and object anchoring capabilities.

To support the implementation of architectural modules in RAVI, we
have surveyed the large-scale knowledge repositories which could provide
the required knowledge. In other words, we asked:

RQ3: to what extent can state-of-the-art Knowledge Bases support the
development of Visually Intelligent Agents?

We started by selecting a set of comprehensive Knowledge Bases (Paulius
& Sun, 2019) that are representative of the state-of-the-art up to March 2020.
These include (i) linguistic, (ii) encyclopaedic, (iii) commonsense resources,
as well as, (iv) Knowledge Bases designed for robots, and (v) multi-modal
collections of semantically-annotated images. Then, we also considered
the evolution of the available resources as of July 2022 to validate the find-
ings from our 2020 study.

Although none of the individual KBs exhibits the breadth of properties
required to fully support the development of VIA, this analysis allowed
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us to identify a set of resources which cover complementary requirements.
In particular, we singled out ShapeNet (Savva et al., 2015), Visual Genome
(Krishna et al., 2017), and Quasimodo as valuable repositories of the knowl-
edge representations that are required to tackle H&S monitoring tasks. By
contrast, we could not find any resource that explicitly represents the typ-
ical motion trajectories of objects.

Updating our review with the advances of the last two years further
corroborated these findings. Recently, the predominant research trend has
been to model commonsense knowledge through refining and expanding
the representation of the social interactions and user-centred events in the
ATOMIC and ASER resources (Fang et al., 2021; Hwang et al., 2021; Zhang
et al., 2022). By contrast, object-centric properties, particularly the spatio-
temporal attributes of objects, are still relatively unexplored and underrep-
resented. Nevertheless, recent work (Hwang et al., 2021; Zhang, Khashabi,
et al., 2020) has suggested that combining declarative knowledge with the
latent representations of generative language models can aid the discov-
ery of new facts from Knowledge Bases, especially concerning negated
and contradictory claims (Jiang et al., 2021).

Overall, this coverage study indicated that combining different Knowl-
edge Bases can provide the most exhaustive set of properties required for
VIA. Moreover, because none of the reviewed KBs provides complete cov-
erage of these properties, methods are needed to derive the missing knowl-
edge from existing repositories. With these premises, we continued our ex-
ploration of the performance impact of injecting size and spatial awareness
within a hybrid reasoning system:

RQ4: what are the performance effects of implementing a concrete
architecture which integrates the most impactful epistemic require-
ments?

The core objective of this evaluation is to isolate the contribution of (i)
architectural components based on Deep Learning, (ii) the size reasoning
module, and (iii) the spatial reasoning module. Therefore, we have com-
pared baseline methods based on DL with hybrid systems where size and
spatial knowledge are integrated in post-processing.

First, the introduction of size knowledge led to a significant performance
increase over the DL baselines. These performance benefits were sustained
even when we autonomously abstracted the size knowledge from raw
measurements gathered from a combination of ShapeNet, Amazon and
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manually-sourced data points. Among the tested size features, the sur-
face area of objects led to the highest performance increase compared to
the thickness and Aspect Ratio properties. In HanS’ application scenario,
which comprises object categories of varying sizes, integrating all the latter
three features was most beneficial. However, we also tested a second appli-
cation scenario involving the recognition of Amazon products to perform
manipulation tasks. In this scenario, the object surface area was a better
discriminator than the object thickness because the considered items are
of comparable thickness.

Importantly, in the Amazon case, the introduction of the size reasoner
allowed us to leverage the predictions of two Deep Learning models of
complementary performance: one trained on a subset of known object
classes and one conceived for generalising to classes unseen at training
time.

A repeated pattern we identified is that the performance of the size
reasoner is positively skewed towards the unweighted Precision metric,
yielding a relatively lower unweighted Recall.

Secondly, we introduced a component that can consider the typical spa-
tial relations between objects. As a pre-requisite to this evaluation, we de-
vised a general representation of Qualitative Spatial Relations (QSR) that
supports visual sensemaking in mobile ground robotics. Indeed, because
the proposed framework is robust to variations in the robot’s viewpoint
and object orientation, it can scale up to many application scenarios. Im-
portantly, this framework can be fully implemented with off-the-shelf GIS
technologies. It ensured the accurate extraction of 84% of the spatial rela-
tions sampled from images collected in the HanS’ scenario. Thanks to the
introduced spatial reasoning system, the robot could recognise different
relation types with an average F1 score of 83,1%.

Because the proposed framework maps geometrical spatial operators to
commonsense spatial predicates, it can facilitate the integration of spatial
knowledge from general-purpose resources. To capitalise on this readily
available knowledge, we proposed to derive the typicality of spatial re-
lations from the statistical occurrence of spatial predicates in large-scale
Knowledge Bases. Specifically, based on the findings from our coverage
study, we instantiated this methodology in the case of the Visual Genome
resource, which provides high coverage of the target spatial relations and
object types.

From this broader spatial framework, we devised a module for spatial
reasoning which can be integrated within object recognition pipelines to
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augment the performance of DL methods. Indeed, in HanS’ use case, we
could verify that the introduction of spatial awareness helped improve the
DL performance. However, the relative improvement achieved over the
DL baselines was more considerable in the case of the size reasoner than
in the case of the spatial reasoner. This result confirms the findings from
RQ2, where we hypothesised that the ability to compare objects by size is
more impactful than spatial reasoning for classifying objects. Despite its
relatively lower performance, the spatial reasoner generated predictions of
comparable unweighted Precision and Recall, unlike the size reasoner.

Given the differences observed in the performance of the size and spatial
reasoners, we interrogated on:

RQ5: what are the performance effects of leveraging different reason-
ers within the implemented architecture for VIA?

To orchestrate the contribution of different DL-based and knowledge-
based reasoning modules, we have proposed RAVI, a Robot Architecture
for Visual Intelligence. In RAVI, components based on DL ensuring faster
image processing are combined, in post-processing, with a set of cognitively-
inspired reasoners that implement the epistemic requirements in our frame-
work for VIA. Importantly, the different reasoners are leveraged through
a dedicated meta-reasoning layer. The proposed architecture is modular
and agnostic to the specific reasoners considered.

However, for evaluation purposes, we instantiated RAVI in the case of
leveraging size and spatial awareness to recognise objects in the wild
through the HanS robot. In this scenario, we explored two alternative
strategies for meta-reasoning. The waterfall method applies the size and
spatial reasoning modules in sequence. In a second approach, the DL-
based and size-validated predictions were kept as separate rankings and
fed in parallel to the spatial reasoner.

Crucially, both tested solutions ensured a higher performance than the
individual reasoners. These results support the view that leveraging dif-
ferent reasoners within hybrid architectures can create a positive synergy
between the contributing components. However, the choice of the method
used for reconciling the predictions of different reasoners influences the
overall performance. When recognising office items in the wild, the paral-
lel method ensured the best trade-off between the higher Precision of the
size reasoner and the increased Recall of the spatial reasoner.

To extend our analysis beyond the scope of object recognition, we have
instantiated the RAVI architecture in a more complex test case, where the
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HanS robot checks that an office complies with a set of Health and Safety
(H&S) rules. In this context, we devised a commonsense reasoning mod-
ule, which is capable of considering, in addition to the size and spatial
attributes explored previously, also fabrication materials retrieved from
ShapeNet (Savva et al., 2015), as well as physical and causal properties
derived from Quasimodo (Romero & Razniewski, 2020). At this stage, we
also introduced a simple mechanism for anchoring different observations
of the same object entity. As such, this prototype implementation of RAVI
also contributes to the requirement of model building. We have evaluated
the proposed solution on ten exemplary risk assessment scenarios.

Overall, HanS could successfully interpret most of the observed scenar-
ios by identifying the presence of risks, or lack thereof. The introduced rea-
soners were helpful not only for recognising objects, as measured through
previous experiments, but also for understanding and interpreting the ob-
served situations. Crucially, the proposed system is generally robust to
(i) errors propagated from the segmentation and anchoring steps, as well
as to (ii) the autonomous construction of commonsense knowledge from
external resources, which are likely to include noisy and irrelevant facts
due to their scale.

In sum, we verified that combining Deep Learning methods with knowledge-
based techniques can improve a robot’s performance on object recognition tasks,
compared to approaches which rely solely on Deep Learning. Moreover, our
preliminary investigation of more advanced visual sensemaking tasks has
further confirmed this hypothesis.

Ultimately, this investigation helped us identify the limitations of this
work and conceptualise possible extensions of the proposed approach, as
further discussed in the following section.

9.2 limitations and future directions

The findings from this doctoral project have revealed a series of limitations,
which highlight the main open challenges that future research will need
to tackle.

segmenting objects in the wild. The capability to robustly de-
tect the regions occupied by objects from perceptual data remains an open
problem, especially in real-world scenarios, where objects can partially
overlap, are observed from heterogeneous viewpoints, and under varying
lighting conditions. In this study, the inaccurate segmentation of objects
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was one of the leading causes of error that impacted the robot’s capability
to interpret images. In the HanS test case (Chapter 8), detecting safety
signs was particularly challenging. This issue led to raising false alarms
during the risk assessment phase. State-of-the-art solutions that automate
the segmentation problem through Deep Learning are currently insuffi-
cient to address the challenges posed by complex environments. These
shortcomings call for methods to segment objects effectively from limited
observations. A promising direction to address this problem would be
to test active vision solutions, i.e., methods where the robot actively in-
vestigates the environment to acquire new observations and incrementally
refines the segmented regions. Approaches like the one proposed in (Nils-
son et al., 2021) are particularly interesting because they combine active
vision with an element of interaction with a human oracle, who annotates
only the few object viewpoints to prioritise in the robot’s learning.

finer-grained object anchoring . In Chapter 8, we have presented
a simple strategy for aggregating successive observations of the same ob-
ject entity. Namely, we have only considered the location of the object
centroids for grouping observations. This approach does not generalise to
cases where the objects occlude one another significantly, i.e., where the
centroids of different objects overlap. Moreover, the propagation of seg-
mentation and spatial reasoning errors further complicates this scenario.
Namely, if the spatial region of an object is inaccurately estimated, multi-
ple object anchors will be generated for one object.
Moreover, the location of an object may change over time. Therefore, addi-
tional attributes and properties of objects ought to be considered in the ob-
ject anchoring process. The RACE anchoring method (Günther et al., 2018)
considers the successive object positions and also compares the ranking of
predictions generated by a classification model across object pairs. Simi-
larly, in the ProbAnch system (Persson et al., 2020), the object colour and
semantic category predicted by a classifier are also considered, in addition
to the object position. Crucially, ProbAnch also introduces a probabilistic
reasoning method for tracking objects continuously on the basis of previ-
ous observations, even after they are hidden by other objects. Because the
RAVI architecture includes a size reasoning module, another natural exten-
sion of our current anchoring method would be to compare observations
by size. Moreover, introducing an instance-level classifier can further aid
the anchoring process (Günther et al., 2018).
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instance-level object recognition. The main objective of this
research was to test the hypothesis that a hybrid system which leverages
data-driven and knowledge-driven components can significantly enhance
the Visual Intelligence of a service robot. To ensure that the proposed
approach could be applied to different scenarios, we tackled the general
problem of recognising common object categories. This problem implies
learning object features shared by the different instances of a class - e.g.,
different bottle types. Concurrently, we focused on traits that distinguish
different object categories - allowing us to disambiguate a bottle from a
fire extinguisher, for instance. Thus, by definition, the object recognition
models examined in this work are incapable of recognising the individ-
ual instances of a class - e.g., that Agnese’s water bottle is different from
Enrico Motta’s water bottle and from Enrico Daga’s. However, introduc-
ing instance-level recognition capabilities can benefit the RAVI system in
a number of ways. First, differentiating different object instances by vi-
sual similarity can produce refined object anchors, as anticipated in the
previous paragraph. Furthermore, having access to finer-grained learn-
ing models may facilitate the recognition of different object configurations
and appearances - e.g., to classify a door as open or closed. More broadly,
identifying personal items would improve the robot’s ability to support
daily assistive tasks. For instance, retrieving personal items is essential
for assisting the visually impaired or fragile patients in general (Bardaro,
Antonini, et al., 2022). A foreseeable challenge in this direction is that the
task of instance-level categorisation also entails disambiguating identical
objects. For example, even if Agnese and EnricoM had bought the same
model of bottle we would still want to differentiate the two objects. In this
context, knowing the typical location of the two objects may help - e.g.,
that Agnese’s bottle is typically located on Agnese’s desk, unlike Enrico’s.
Moreover, different strategies will need to be tested for leveraging class
predictions with instance-level predictions. As such, the meta-reasoning
approach proposed in this dissertation offers a viable pathway to begin
testing these hypotheses.

ontology engineering . The framework we have proposed for mod-
elling size and spatial relations autonomously reuses the size and spatial
knowledge of general-purpose Knowledge Bases. However, we could fur-
ther formalise this framework in an ontology structure. At this stage,
we could also integrate concepts borrowed from the KnowRob ontology
(Beetz et al., 2018), which, as emphasised in Chapter 4, defines the pre-
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dominant paradigm for representing affordances and actions in robotics.
As such, interfacing with KnowRob would also be a first step towards
exploring the introduction of reasoning properties which we have not yet
evaluated -i.e., the influence of human (and robot) actions and interactions.
Nevertheless, future research will need to address the problem of repre-
senting knowledge that is currently missing from state-of-the-art resources.
Our review of the research landscape has pinpointed two main types of
missing knowledge. The first missing piece concerns the typical motion
trajectories of objects. Secondly, contradictory knowledge, e.g., axioms
representing adverse and disjoint facts, is rarely handled within ontologies.
In the former case, the open challenge will be to abstract spatio-temporal
knowledge from sensory data, e.g., by tracking the motion trajectories of
objects over time. In the latter case, neuro-symbolic knowledge completion
and link prediction methods could be applied to complement the available
declarative knowledge (Hwang et al., 2021; Jiang et al., 2021; Rizzo et al.,
2021; Zhang, Khashabi, et al., 2020). In sum, after devising a working on-
tology, another interesting research direction would be to autonomously
complete the constructed knowledge by discovering new facts.

incorporating different user perspectives . In Chapter 8, we
have derived a set of proof of concept scenarios inspired by the activities of
fire wardens at The Open University. We chose these evaluation scenarios
pragmatically to demonstrate the utility of the proposed solution in the
context of realistic test cases. However, we have not yet verified how these
use cases are perceived by the potential end users of this system. Thus,
before the HanS prototype is further developed, users and stakeholders
ought to be directly involved - e.g., through one-on-one interviews or focus
groups. Conducting a user study would be helpful not only in identifying
the application scenarios to prioritise but also in evaluating how users
perceive the utility of collaborating with a robotic assistant.

exploring different robotic applications . The Robot Archi-
tecture for Visual Intelligence we have proposed is general and does not
constrain the visual reasoning tasks being tackled. Nonetheless, we are
only beginning to experiment with the deployment of RAVI in real-world
robotic applications. The evaluation conducted in this dissertation has
been primarily focused on the case of monitoring indoor environments
to detect Health and Safety violations. However, many other engaging
robotic scenarios could be considered to continue testing our research hy-
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pothesis. Among others, precision agriculture is one field of application
that recently emerged as particularly compelling (Bertoglio et al., 2021).
Indeed, robot technologies can help reduce the burden and demands that
are placed on human labour for monitoring crops. Moreover, adopting ser-
vice robots in agricultural settings helps reduce the use of herbicides and
pesticides, as well as the emission of Greenhouse Gases (GHG), thus con-
tributing to the green economy. In my future work, I plan to extend this
doctoral work by exploring the scenario of precision agriculture. Besides
providing an impactful use case, this scenario will allow me to test the
utility of the RAVI architecture on a scenario vastly different from that of
the HanS inspector, because it requires to model outdoor environments af-
fected by noticeable seasonal effects. For example, robots surveying crops
need to be aware that the appearance and size of fruit may change over
time depending on their level of ripeness. They also need to recognise that
different tasks and actions are appropriate in the different phases of the
crop lifecycle. Thus, from a Knowledge Representation perspective, this
research provides the opportunity to study the design of world models
that are robust to change and are able to manage uncertainty.

9.3 concluding remarks

In conclusion, we have presented a framework for developing embodied
agents which exhibit high-performance Visual Intelligence. This frame-
work was informed by cognitive evidence of the excellence of the human
mind at tackling vision tasks, but it was also grounded in practical appli-
cation scenarios where robots can assist people.

This work is the result of a doctoral research project developed over
three years and provides a promising starting point and a roadmap for
continuing the investigation of this field. In this sense, our acronym of
choice, Visually Intelligent Agents (VIA), also conceals our auspice to kick-
start future efforts in this direction: "dare il via", in Italian.

Indeed, we are only beginning to comprehend how we can safely and
reliably develop Visually Intelligent systems to produce a positive societal
impact. It is fair to say that we are inhabiting exciting and unprecedented
times from a scientific standpoint.

On the one hand, researchers and practitioners in the Artificial Intel-
ligence community are demonstrating a renewed interest in developing
interdisciplinary methods and theories that borrow lessons from the Cog-
nitive Sciences. This shift is marking the rebirth of a collaboration which

236



has grown quieter for decades, despite the long-standing marriage of these
two fields1.

On the other hand, the significant developments in the technological
maturity of AI and robotics applications have raised many ethical and
societal questions on how these technologies may reshape our everyday
life. These broad socio-technical issues require forming inclusive and in-
terdisciplinary communities, which can contribute a wide variety of voices,
backgrounds, and experiences.

Thus, it is a historically remarkable time for conducting research in AI
and Cognitive Robotics. On the whole, I am very much looking forward
to seeing how research in these fields will unfold.

1 Indeed, the very own definition of the term AI, which was introduced at the now in-
famous "Dartmouth Workshop" in 1956, was inspired by experimental studies in Psy-
chology (Lieto, 2021). Ray Solomononoff’s notes about the workshop are available at
http://raysolomonoff.com/dartmouth/dartray.pdf (last accessed on Aug 25, 2022.)

237

http://raysolomonoff.com/dartmouth/dartray.pdf




B I B L I O G R A P H Y

Aditya, S., Yang, Y., & Baral, C. (2019). Integrating knowledge and rea-
soning in image understanding. Proceedings of the Joint Conference on
Artificial Intelligence (IJCAI), 6252–6259. https://doi.org/10.24963/
ijcai.2019/873 (cit. on pp. 4, 27, 28, 35, 44, 184, 227)

Alatise, M. B., & Hancke, G. P. (2020). A review on challenges of au-
tonomous mobile robot and sensor fusion methods. IEEE Access,
8, 39830–39846. https://doi.org/10 .1109/ACCESS.2020 .2975643

(cit. on p. 2)
Antol, S., Agrawal, A., Lu, J., Mitchell, M., Batra, D., Zitnick, C. L., &

Parikh, D. (2015). Vqa: Visual question answering. Proceedings of the
IEEE International Conference on Computer Vision (ICCV), 2425–2433.
https://doi.org/10.1109/ICCV.2015.279 (cit. on p. 26)

Auer, S., Bizer, C., Kobilarov, G., Lehmann, J., Cyganiak, R., & Ives, Z.
(2007). DBpedia: A nucleus for a Web of open data. Lecture Notes
in Computer Science (including subseries Lecture Notes in Artificial In-
telligence and Lecture Notes in Bioinformatics), 4825 LNCS, 722–735.
https://doi.org/10.1007/978-3-540-76298-0_52 (cit. on pp. 29, 73)

Bagherinezhad, H., Hajishirzi, H., Choi, Y., & Farhadi, A. (2016). Are ele-
phants bigger than butterflies? reasoning about sizes of objects. Pro-
ceedings of the AAAI Conference on Artificial Intelligence, 3449–3456.
https://doi.org/10.1609/aaai.v30i1.10476 (cit. on pp. 91, 94, 95)

Bálint-Benczédi, F., & Beetz, M. (2018). Variations on a theme:“it’s a poor
sort of memory that only works backwards”. Proceedings of the IEEE/RSJ
International Conference on Intelligent Robots and Systems (IROS), 8390–
8396. https://doi.org/10.1109/IROS.2018.8594001 (cit. on p. 76)

Bálint-Benczédi, F., Marton, Z. C., Burner, M., & Beetz, M. (2017). Storing
and retrieving perceptual episodic memories for long-term manipu-
lation tasks. Proceedings of the International Conference on Advanced
Robotics (ICAR), 25–31. https : / / doi . org / 10 . 1109 / ICAR . 2017 .
8023492 (cit. on p. 76)

Bardaro, G., Antonini, A., & Motta, E. (2022). Robots for elderly care in
the home: a landscape analysis and co-design toolkit. International
Journal of Social Robotics, 14(3), 657–681. https://doi.org/10.1007/
S12369-021-00816-3/TABLES/9 (cit. on p. 234)

Bardaro, G., Daga, E., Carvalho, J., Chiatti, A., & Motta, E. (2022). Introduc-
ing a Smart City component in a robotic competition: a field report.
Frontiers in Robotics and AI, 9, 1–17. https://doi.org/10.3389/frobt.
2022.728628 (cit. on pp. 10, 48)

Bastianelli, E., Bardaro, G., Tiddi, I., & Motta, E. (2018). Meet HanS, the
Heath & Safety autonomous inspector. Proceedings of the International

239

https://doi.org/10.24963/ijcai.2019/873
https://doi.org/10.24963/ijcai.2019/873
https://doi.org/10.1109/ACCESS.2020.2975643
https://doi.org/10.1109/ICCV.2015.279
https://doi.org/10.1007/978-3-540-76298-0_52
https://doi.org/10.1609/aaai.v30i1.10476
https://doi.org/10.1109/IROS.2018.8594001
https://doi.org/10.1109/ICAR.2017.8023492
https://doi.org/10.1109/ICAR.2017.8023492
https://doi.org/10.1007/S12369-021-00816-3/TABLES/9
https://doi.org/10.1007/S12369-021-00816-3/TABLES/9
https://doi.org/10.3389/frobt.2022.728628
https://doi.org/10.3389/frobt.2022.728628


Semantic Web Conference (ISWC) - Demo track. ceur - ws . org / Vol -
2180/paper-07.pdf (cit. on pp. 2, 186, 197)

Bateman, J. (2010). Situating spatial language and the role of ontology:
Issues and outlook. Language and Linguistics Compass, 4(8), 639–664.
https://doi.org/10.1111/j.1749-818X.2010.00226.x (cit. on p. 126)

Bateman, J. A., Hois, J., Ross, R., & Tenbrink, T. (2010). A linguistic ontol-
ogy of space for natural language processing. Artificial Intelligence,
174(14), 1027–1071. https://doi.org/10.1016/J.ARTINT.2010.05.008

(cit. on pp. 125, 127)
Beetz, M., Bálint-Benczédi, F., Blodow, N., Nyga, D., Wiedemeyer, T., &

Marton, Z.-C. (2015). Robosherlock: Unstructured information pro-
cessing for robot perception. Proceedings of the IEEE International Con-
ference on Robotics and Automation (ICRA), 1549–1556. https://doi.
org/10.1109/ICRA.2015.7139395 (cit. on p. 76)

Beetz, M., Beßler, D., Haidu, A., Pomarlan, M., Bozcuoğlu, A. K., & Bartels,
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