The Role of Ethnographic Studies in Empirical Software Engineering

How to cite:


For guidance on citations see FAQs.

© 2015 IEEE

Version: Accepted Manuscript

Link(s) to article on publisher’s website:
http://dx.doi.org/doi:10.1109/TSE.2016.2519887

Copyright and Moral Rights for the articles on this site are retained by the individual authors and/or other copyright owners. For more information on Open Research Online’s data policy on reuse of materials please consult the policies page.
The Role of Ethnographic Studies in Empirical Software Engineering

Helen Sharp, Yvonne Dittrich and Cleidson de Souza

Abstract—Ethnography is a qualitative research method used to study people and cultures. It is largely adopted in disciplines outside software engineering, including different areas of computer science. Ethnography can provide an in-depth understanding of the socio-technological realities surrounding everyday software development practice, i.e., it can help to uncover not only what practitioners do, but also why they do it. Despite its potential, ethnography has not been widely adopted by empirical software engineering researchers, and receives little attention in the related literature. The main goal of this paper is to explain how empirical software engineering researchers would benefit from adopting ethnography. This is achieved by explicating four roles that ethnography can play in furthering the goals of empirical software engineering: to strengthen investigations into the social and human aspects of software engineering; to inform the design of software engineering tools; to improve method and process development; and to inform research programmes. This article introduces ethnography, explains its origin, context, strengths and weaknesses, and presents a set of dimensions that position ethnography as a useful and applicable approach to empirical software engineering research. Throughout the paper, relevant examples of ethnographic studies of software practice are used to illustrate the points being made.

Index Terms—D.2.2 Design Tools and Techniques, D.2.14 Human Factors in Software Design, D.2.18 Software Engineering Process, K.4.3.b Computer-supported collaborative work

1 INTRODUCTION

Ethnography is a research method recognized as a significant qualitative empirical approach suited to understanding people and cultures and their associated social and work practices [2]. Ethnographic studies are commonly performed in the Social Sciences [59]. In the context of Computer Science ethnography has been adopted within the CSCW (Computer-Supported Cooperative Work) and HCI communities to conduct studies of the workplace and inform the design of computer applications e.g. [8]. Ethnographic studies are also used every day in the practical development of technology [133], specifically in the context of user experience design. In contrast, ethnography is hardly used at all in empirical software engineering. Proponents of empirical software engineering appear to have limited experience with ethnography and hence there is little support in the literature for applying ethnography to software practice. This in turn leads to a lack of awareness in the community and hence unfamiliarity with the approach. This paper aims to address this situation.

Several articles and journal collections focusing on the use of qualitative methods in software engineering research e.g. [37], [116], [120], and several sets of guidelines for empirical work in software engineering have been published, e.g. [122] and [45], but ethnography receives only tangential or partial treatment. Sjøberg et al [122], for example, do not mention ethnography in their discussion of the future of empirical methods in software engineering. Kitchenham et al’s [74] guidelines for empirical research mention observational studies but the discussion is mostly about experiments conducted in “in situ industrial settings”. Similarly, Seaman [104] discusses participant observation, which is a central concept in ethnography, but does not discuss ethnography itself. Easterbrook et al [45] emphasize that ethnography aims to understand culture (of a community, or an organization or a team), but they don’t explore the potential that understanding such cultures may have for improving software practice. The key strength of ethnography that is overlooked by these and other empirical software engineering articles is the support it provides to explicating the rationalities of practice from an insider’s point of view – to capture both what practitioners do in which context, and why.

While there are some ethnographic studies of software practice, only a few of them were run by software engineering researchers. In addition to the lack of awareness and familiarity, applying ethnographic methods as part of software engineering research is challenging, partly because ethnology and sociology – the homesteads of ethnography – are descriptive and analytical disciplines, whereas software engineering, as an engineering discipline, is interested in improving the way software is developed and built. Practitioners and fellow researchers expect empirical software engineers to discuss possibilities for improvement or new methods and technologies [30], [37], [115] and are puzzled by ethnography that appears to focus only on understanding and describing a
situation. Dittrich [34] reports how the software engineering researchers’ role was co-constructed by practitioners and management to be associated with change as well as research, i.e. they expected recommendations for change to be made.

The lack of software engineering researchers’ familiarity with ethnography has been recognized before, e.g. in his contribution to the software engineering encyclopedia, Rönkkö [97] emphasises the differences in “style, mindset and expectations” between ethnography and software engineering. Ethnographic approaches can be misunderstood or misapplied, leading to results being dismissed with a “so what?” response. In our experience, other forms of field study such as observational study, case study and fieldwork are more commonly used in empirical software engineering. An ethnographic stance would add a different perspective to these approaches. Indeed, case study research is observational rather than transformational, but Runeson et al [102] does not regard ethnography as a major research method, instead considering ethnographic studies as a specialized type of case study with a focus on cultural practices, or long duration studies with large amounts of participant-observer data. We will address these aspects throughout the paper.

Empirical software engineering aims to improve software practice through evidence-driven research that evaluates or develops tools, methods, processes and other aspects of practice. Understanding software development practice and the rationale underlying it is key to this aim, not only so that any changes will be proposed in full knowledge of the context within which it needs to exist, but also in order for practitioners themselves to feel confident in the feasibility of proposals. Two of the fundamental characteristics of ethnography support this aim. Firstly, ethnography takes an empathetic perspective, in which the researcher gains insight into social and work practices as seen through the eyes of those under study. Secondly, ethnography provides an analytical focus that allows the capture of not only what is done in practice, but also why things are done the way they are. This provides a valuable opportunity in the context of empirical software engineering, because capturing both the ‘what’ and the ‘why’ of practice provides a solid foundation for identifying sustainable improvements. In addition, if software engineering researchers conduct the studies themselves, then valuable and practical insights can be achieved. Software engineers are in a unique position compared to social scientists or those “outside” the discipline [88] to be able to adopt the role of a participant observer and to feed back valuable insights and practical consequences into software practice [115].

In this article we argue that ethnographic studies conducted by empirical software engineering researchers would be both valuable and insightful. In addition, we explain why this is the case by illustrating different roles that ethnography can play in empirical software engineering research. Furthermore, and to facilitate a wider uptake of ethnography, we present a set of five dimensions to be considered in the design of any ethnographic study, and specifically those aimed at software practice. These dimensions provide a practical framework to be used by researchers planning to adopt the ethnographic method. As such, they are one of the contributions of this paper.

The rest of the paper is structured as follows. Section 2 introduces ethnography: its history and applicability, its main features and the above-mentioned five dimensions of an ethnographic study. Section 3 focuses on four roles that ethnography could have within empirical software engineering, drawing on existing ethnographic studies of software practice to illustrate the roles. Section 4 discusses four questions relating to the use of ethnography in software engineering: addressing the significance of ethnography’s analytical stance; how to know when ethnography is an appropriate research method; why an empirical software engineer should consider being the ethnographer; and how to design an ethnographic study. Section 5 concludes the paper.

Throughout the paper we reference existing studies of software practice to illustrate the points being made. These studies are not always published within the software engineering community, were not necessarily conducted by software engineers, and in some cases researchers implementing ethnographic research do not report them as such including [31]. Despite that, all the studies we reference have had some level of impact in software engineering research and practice. In addition, eight key examples have been selected to illustrate the five dimensions of ethnographic studies and the four roles of ethnography within empirical software engineering. An overview of these eight is in Table 1; the rest of the paper will refer to these studies as Example <short name>, e.g. Example Testing.

**Table 1**

<table>
<thead>
<tr>
<th>Overview of Example Ethnographic Studies in Software Engineering</th>
</tr>
</thead>
</table>

## 2 AN INTRODUCTION TO ETHNOGRAPHY

Ethnography has its origins in sociology but has been applied successfully outside its ‘home’ discipline. This section introduces ethnography: what is it? where did it come from? where has it been applied? Four main features of ethnography are presented, and five dimensions across which ethnographic studies vary are introduced. These dimensions have been distilled from existing ethnographic studies and related literature, and tailored for presentation to a software engineering audience in order to facilitate the implementation of ethnographic studies by empirical software engineering researchers.

### 2.1 The origins of ethnography

The word ‘ethnography’ can be translated as ‘writing (about) a culture’. The roots of ethnology and anthropology, where ethnography has been developed go back to the enlightenment period. With the ‘discovery’ of the Americas and development of trading relationships...
around the world, knowledge about other peoples became valued. At the same time, understanding of humanity and its variety of cultures and languages was growing [65].

Ethnography, as we know it today, goes back to Malinowski’s research of an island outside Australia during the 1st World War [76]. The central tenet of this approach is to describe another culture from a member’s point of view. That requires the ethnographer to become a member of the culture he is researching. In the process of becoming a member of the culture the ethnographer needs to learn the language, the social norms and rules and the artefacts of the culture that is being investigated. In this process their own cultural norms are challenged. The understanding of and the ability to describe the new culture develop through these learning experiences. In this process, the ethnographer uses herself as an instrument. That is, she experiences directly, and captures the ways in which the foreign culture differs from her home culture. These differences are the central findings of an ethnographic study.¹

During the second half of the 20th century, with the growing importance of qualitative research methods, ethnography became an approach to social research in general, not only of foreign cultures. Hammersley and Atkinson [59] define ethnography as “… a particular method or set of methods. In the most characteristic form it involves the ethnographer participating, overtly or covertly, in people’s daily lives for an extended period of time, watching what happens, listening to what is said, asking questions – in fact, collecting whatever data is available to throw light on the issues that are the focus of the research” (p. 9). Especially the Chicago School of Sociology [10] started to use ethnography to research and understand urban sub-cultures and their rationalities. Furthermore, the Chicago School of Sociology “… introduced a concern with work practices, with how work is carried out by social actors. This eventually led to the adoption of ethnography in the study of use, design, development, and deployment of computational tools” [42:60].

In the area of CSCW, ethnography became one of the sociological methods used to inform the design of computer applications e.g. [2], [24], [107]. This was led by Lucy Suchman’s [123] seminal ethnographic work on Xerox’s machine repair personnel. According to Anderson [2] this was “a pivotal moment in the understanding of what social science might offer the design of interactive computational systems”. Note that Suchman was not the first one to adopt approaches from social sciences, but reinforced the interest in them [42].

2.2 Ethnographic studies outside sociology

Ethnography originated in sociology but it has been successfully applied and adopted in other disciplines too. In Information Systems and Organizational Studies, ethnographic studies are rather unproblematic to the communities, although researchers who were concerned with the design and implementation of information technology had to account for the role of technology in organizations. Traditional ethnography includes the description of tools of the trade, however, it does not address the influence of tools on the culture studied.

Ethnographic studies are part of HCI’s methodological repertoire [93], and variants of ethnography are routinely used in research and practice to, for example, investigate existing activity and develop supporting technologies e.g. [13], [128], to co-design systems with users e.g. [67], and to evaluate interactive products and systems e.g. [17]. In recognition of the need to conduct studies under commercial and other time pressures, ethnography has been adapted to the time-pressured settings of product and software development, e.g. contextual inquiry [62] which relies on a two-hour apprentice-style session with the user doing his usual work in his place of work, and ‘rapid’ ethnography [82] which is based on identifying key informants, using multiple observers and keeping a tight focus.

In the context of CSCW, ethnographic studies help to understand why collaboration and cooperation support is more problematic than anticipated. Observations of people collaborating have become a major source for understanding the difficulties of designing support for them. Though the ethnographic studies themselves often do not easily translate to concrete designs of computer support [41] they help to understand the details of the collaborative practices observed. For instance, the study of the London underground control room [60] showed how operators made their action visible to each other, thus promoting mutual awareness of relevant aspects of the ongoing activity as a base for coordination. Later studies indicated that this mutual awareness is also relevant for software developers [125]. In the context of Participatory Design, ethnography has been widely accepted as a resource in the design process [9].

Altogether the experiences from neighbouring disciplines show that ethnographic methods can be successfully adapted to different contexts and used for ‘unintended’ purposes. Similarly to other qualitative research methods, it seems clear that applying ethnographic methods in software engineering requires a careful design so that they are implemented correctly and important aspects are highlighted in the results. By doing so, the deployment of ethnographic methods will provide a strong foundation to explicate the rationalities of software development

¹At this point you might be asking: “If we’re trying to uncover the perspectives of our informants, why is it not enough to just ask them, e.g. through interviews?” There are two main reasons. First, people tend to say what they think their interviewer wants to hear. Second, they are inclined to create a rationalised account which may (or may not) reflect what is wanted, and to have selective memory. Both of these are natural and not malicious, but it means that using interviews on their own yields only a partial view of the picture, no matter how skilled is the interviewer [96].
practices and thus provide a base to develop and devise adequate processes, tools and techniques.

2.3 Four main features of ethnographic research

There are four main features of ethnographic research: the members’ point of view, a focus on the ordinary detail of life, the analytical stance, and production of ‘thick descriptions’ for academic accountability. These features distinguish ethnographic studies from other observational research. In the following sub-sections, each one is described generally first, and then it is interpreted in the context of empirical software engineering research. Along the way, some important misunderstandings about ethnographic studies are clarified.

The members’ point of view

The distinguishing feature of ethnography is its focus on the informants’ point of view, i.e., ethnography aims to understand what is, or is not, relevant, important, and painful for the informant. An ethnographer will take into account whatever the informant judges as important rather than what he thinks is important. In the anthropological tradition, this can only be achieved by participant observation: an ethnographer spends time working, discussing, participating, living or in more general terms, engaging with the informants. By doing that, she is able to get an understanding of what matters to the informant. This also means that ethnographies traditionally take a long time to be conducted – from months to years. The reason for this is partially explained in the previous section where we describe the context in which ethnography arose: the study of exotic cultures [42]. In this context, ethnographers need to learn a new language, a new way of living, as well as learn to adapt to new food and health conditions which often resulted in ethnographers getting sick in their new “lifestyles”. Because of all these aspects, ethnographies took longer [84]. Nowadays, ethnographers are being employed to study informants that are not exotic, who are from the same culture, and live in similar conditions. Therefore, ethnographies do not need to last long anymore: in general, a couple of weeks is enough time to produce good results [84]. Assuming that studies require a long time to be conducted is a very common myth about ethnographic research.

In empirical software engineering, if the researchers already have some understanding about the setting being studied, e.g. since they understand software development, then ethnographies might be conducted in shorter periods of time. For instance, in Example Agile the ethnographic study of agile practices was conducted over a period of three weeks, with one week of full-time observation followed by two one-day visits over the following two weeks. This period was chosen in this case because the agile team under study had a three-week iteration cycle and hence three weeks was a significant ‘chunk’ of development time.

The fact that people from a culture can, and often do, perform ethnographic studies of their own culture is both an advantage and a limitation. It is an advantage because it allows the ethnographer to grasp more quickly what matters for that culture since she can use prior knowledge to understand what is taking place. On the other hand, the ethnographer must be aware of his own assumptions and biases. He needs to recognise and take account of these in order to understand the important aspects of the culture being studied. Ethnographic researchers talk about ‘bracketing’ their assumptions (i.e. putting assumptions aside until later) until they are confirmed (or not) with respect to the specific context in which the study takes place. There are techniques that can be used to bracket assumptions and avoid biases, but they are out of the scope of this paper.

The ordinary detail of life as it happens

Ethnographies often focus on the ordinary detail of life [2]. In other words, ethnographers are interested in all the details of what members of a culture do in their daily actions, since a culture is enacted through these details. As with the Chicago School of Sociology, empirical software engineering is concerned with working life, i.e. in software developers’ daily work achievements. This has two important implications. Firstly, ethnographers will initially collect several types of data about different aspects of their informants’ work because they do not yet know what is or is not important. Secondly, even though an ethnographer has a research focus to address, she must keep ‘open’ for new possibilities.

As more time is spent at the site, the ethnographer will gain a better understanding of the informants’ work, including concerns, frustrations, expectations, preferences and the like, and therefore will be able to identify aspects that might be more interesting, relevant, and worth exploring for the informant than the original research questions. So because an ethnographer is aiming to see the world from the members’ point of view, data collection plans and expectations need to be flexible. Rigidly sticking with a plan for the day which ignores changes as they happen ‘on the ground’ is not productive. This flexibility is often confounded with lack of rigour, a second myth about ethnographic research. Fetterman [49:1] describes this aspect of ethnography very wisely when he argues: “Ethnographers are noted for their ability to keep an open mind about the group or culture they are studying. This quality, however, does not imply any lack of rigor. The ethnographer enters the field with an open mind not an empty head.”

In the context of empirical software engineering, Dittrich and Giuffrida [36] describe an ethnographic study where they were initially focusing on the usage of social software tools by software developers, but then their focus evolved. They started looking not only at these tools, but more importantly at how they were used in the context of an ecology of communication channels used by software developers, including issue-tracking systems, video-conferencing and screen sharing. The importance of attending to the ordinary details of life lies in the role these details play in relation to how the everyday tasks are addressed. In other words, it is important that the
activities be seen in the real context: who, why, what and how of the moment, rather than be abstracted away into constrained empirical studies.

The analytical stance

Ethnographers are not journalists who solely report what they have observed in a particular situation. Conducting an ethnographic study, especially when writing up its results, involves the interpretation and analysis of what was seen, heard, felt, and found in the field [2], [42]. Anderson [2] is very clear in this point when he illustrates how Malinowski described the “Kula Ring”:

“The centrepiece of this work [Malinowski’s work] is a famous description and explanation of “The Kula Ring”; that is the practice among Trobrianders of sailing hundreds of miles across dangerous seas simply to exchange in very strictly ritualised ways apparently worthless amulets and necklaces. What on earth are the Trobrianders up to in doing this? By dint of his detailed descriptions of what is exchanged, with whom and how often; how the amulets and necklaces circulate around the islands; what the required formulae are; what associated activities may be carried out in association with Kula; what magic governs the journeys; and so forth, Malinowski demonstrates how Kula promotes social integration. In carrying out the Kula, Trobrianders, willy-nilly, are solving one of the central problems of all societies. The function of the Kula is social cohesion.” [2: 7]

The analytical feature of ethnographies is fundamental and powerful, and has been overlooked by research methods articles in empirical software engineering. In fact, this feature has also been neglected by researchers in human-computer interaction [14]. In other words, there is a misconception that ethnography is purely descriptive; that it is only concerned with the description of what has been seen in the field. This is not correct. A true ethnography will not only present the evidence acquired in the field, but will provide an analysis of the results explaining how this evidence is, or is not, relevant for a particular purpose.

Example Awareness demonstrates this analytical aspect of ethnography. de Souza et al [30] discuss the roles of application programming interfaces (APIs) in the coordination of software development work in a large-scale organization. This account reports what was seen during the study, but most importantly, it is reported in an analytical way that demonstrates how APIs are artefacts that can facilitate or hinder the coordination of large software development teams. So ethnography not only provides a detailed account of how software development takes place, but also highlights the local rationalities of the developers’ actions and behaviour, i.e. it explains why things are the way they are, from the community’s point of view. The rationalities are vital because they provide the deep insight upon which future improvements can be built. An ethnographic study in empirical software engineering will aim not simply to observe activity but to determine rationalities and explanations: what causes frustration, stops progress, or makes the team work well; why certain notations are used for certain tasks; why are different communication channels in a distributed project team used for different situations; why is an office laid out in a particular way even though it impacts collaboration; and so on. An ethnographic analysis in empirical software engineering needs to extend findings into insights that can inform the improvement of software development practice through tools or processes, although not all ethnographic work looking at software practice has achieved this.

Thick descriptions for academic accountability

The result of an ethnography is often more comprehensive and detailed when compared to results using other research methods. This is because it aims to communicate the broad picture. This comprehensive and detailed set of data is often referred to as a “rich picture”, or a “thick description” [53] of the community and culture studied. This assures that the results obtained with an ethnography are realistic², have high internal validity, but, on the other hand, have weak external validity, i.e. do not necessarily generalize to other contexts [80]. This causes some empirical software engineering researchers concern as they are seeking generalizability. However, the richness obtained through an ethnographic study allows a detailed investigation of the situation that may yield significant insights that can be transferred to other ‘similar’ contexts. For example, Ferreira et al’s [48] findings emerged from ethnographic studies in just three organisations, but the resulting list of guidelines has been recognised as useful in several other contexts, e.g. [43]. In other words, because of its analytical nature, the results of an ethnographic study are suitable for analytical generalization, but not suitable for statistical generalization.

As Anzai and Simon have commented [3]: “[Even if] one swallow does not make a summer, ... one swallow does prove the existence of swallows. And careful dissection of even one swallow may provide a great deal of reliable information about swallow anatomy”.

2.4 Five dimensions of ethnographic studies

Especially with the adoption of ethnography outside of its original sociological context, a diversity of ethnographic research designs have emerged. There is not a single right way to do ethnography; the following is a key set of five dimensions along which ethnographic studies differ. These dimensions have been distilled from existing ethnographic studies and related literature, and tailored specifically for a software engineering audience. The balance of dimensions chosen for any one study will be influenced by the community or practice to be studied, and by the research question to be answered. This means that these dimensions will provide a starting point for any empirical software engineering researcher interested in

² Realistic in as far as the situation or context within which the evidence is gathered is comparable to the contexts in which you want your evidence to apply [80].
conducting an ethnography study. Table 2 maps these dimensions to the eight example studies used throughout the paper.

**TABLE 2**  
**DIMENSIONS OF ETHNOGRAPHY MAPPED TO EXAMPLE STUDIES**

**Participant or non-participant observation**
Observation is key to ethnographic studies and both participant and non-participant observation are legitimate forms of ethnography. Observation is almost always complemented with other forms of data collection such as interviews or document analysis. The role the researcher takes with respect to the observed community will partly define which areas of the community can be accessed.

Participant observation involves the researcher effectively performing the same actions as the informants [69]. In contrast, non-participant observation involves the ethnographer observing the actions, but not necessarily doing them as well [69]. Participant observation can be impractical in a work-based situation such as software engineering as there are practical concerns about being able to perform all activities a professional software engineer would do in the field site. Participant observation in this context is more often interpreted as taking on a meaningful role within the community and engaging with the community’s everyday business. For instance, when observing software engineering practices, companies are very wary of letting non-employees access their source-code repositories, although some kind of participation is usually necessary in order to keep up with a fast moving project. In this case the researcher might take over documentation tasks [129] or support the project through administration [75].

**The duration of the field study**
Traditionally, an ethnographic study in ethnology would require a long-term participation in the field and extended visits with the community studied, often abroad, and often for many months. The adoption of ethnography by HCI and CSCW researchers led to the acceptance that both long-term and short-term ethnographic studies could provide important insights and meaningful input for design [84]. Examples of long-term ethnography in software engineering include Low et al’s [75] 15 month-long study (4 days a week) of a water utility company and Prior et al’s [94] 20 month-long study (45 days in total) of a group of professional software developers. An example of short-term ethnography in software engineering is Example Agile, which consisted of 7 days of study over a three-week period. These examples illustrate that the researcher does not need to be located full-time at the study site, but that fewer days may be spent at the site, allowing time to start analyzing the data during the field study time. This supports development of the analytical stance and allows for flexibility (see previous section).

**Space and location**
This dimension focuses on where you can find and study your community. Ethnography is traditionally perceived as a method practiced in a delimited geographical space by engaging in face-to-face interactions. However the internet and globalisation have changed that, challenging ethnographic anthropologists and sociologists researching topics such as globalizations, migrations, nationalism and other issues not typically present just in one single site [77]. In global and open source software projects, online environments play a crucial role, and the concept of a field site changes: alongside the physical workplaces, the virtual environment needs to be regarded as a field-site e.g. [61], and online observation will be required [91]. In these settings, the ethnographer cannot be physically present in different sites at the same time [92]. To support this situation, Marcus [77] developed the practice of multi-site ethnography for studies that involve more than one field site and where the ethnographer moves between fieldsites following people, artefacts, metaphors, the plot, life and conflicts. As an example in empirical software engineering, O’Riain [89] investigated software developers in Ireland and Silicon Valley deploying an approach that conducted ethnographies wherever key people were to be found. An alternative strategy is to choose one site from which to study participants, and another is to follow the traces of communication, physical or digital artifacts, and emails, instant messaging logs and intranet blog posts [54]. Most researchers will apply a hybrid approach – observing real settings, participating in the virtual environment and collecting and analyzing documents of different kinds [68], [109], [119].

**The use of theoretical underpinnings**
Ethnographic research does not come with a specific theoretical underpinning that should be used. However, there are several that are commonly used. Table 3 presents the theoretical underpinnings most used in software engineering and related scientific discourses. These theories act as lenses that focus on specific aspects of the field while de-emphasizing others. This means that a theoretical framework strongly influences not only how data analysis is conducted, but also which data is collected. For example, an Activity Theory-informed ethnography would use the notion of activity as the scope for observations and focus on the central elements of an activity system identified by the theory: actors, objects and outcomes, tools involved, written or unwritten rules governing the collaboration, the community the actors belong to, and division of labor involved in achieving the intended outcome. In constrast, ethnography using a distributed cognition underpinning would focus on how the environment, including other people, artefacts and the physical world, supports an activity through the exchange and transformation of information. More details, including examples are in Table 3.

While some ethnographic studies of software engineers do adopt these frameworks, e.g. Martin et al [78] and Rönkkö et al [99] apply an ethnmethodological underpinning, others, e.g. de Souza and Redmiles [29], present their research without adopting a theoretical framework...
during data collection or analysis. Whether or not to use a theoretical underpinning depends on the research question and the ethnographer’s intent (see below). As ethnography applied in software engineering focuses on understanding software engineering as social practice and the rationalities of practice, a group of theories categorized under the term ‘practice theories’ [87] offer themselves as most compatible with the main features of ethnographic research (section 2.3 above). This family of theories regards social practice as constitutive of social organisation and structures. So far, only a few contributions towards a software engineering specific theoretical underpinning have been published. For example, Dittrich [35] suggests initial steps to adopt and adapt practice theory to the software engineering context.

**TABLE 3**

| THE THEORETICAL UNDERPINNINGS MOST USED IN SOFTWARE ENGINEERING AND RELATED SCIENTIFIC DISCOURSES |

The ethnographers’ intent in undertaking the study Traditionally, ethnography investigates an unfamiliar culture and aims to understand it. In this case, how that understanding is acted upon, if at all, was not part of the ethnographers’ intent. However in the early days of ethnography, there were some cases of commercial exploitation of the understanding achieved through ethnographic studies, e.g. with the results being used for targeted marketing. To guard against this and other misuses, many proponents of ethnography today reject the notion of ethnographic results being used to exploit or change the culture it observes [56]. However, in the context of CSCW for instance, ethnographic studies are intended to provide not only an in depth understanding of a work practice and organizational culture, but also support for the design of specific functionality which may then change ways of working.

In the context of software engineering, it may be valuable simply to understand and capture a description of practice. For example, if a community-wide practitioner-driven change has occurred, such as the adoption of agile methods [110], then explicating and disseminating that practice can be informative for empirical researchers; where programmes of reform are driven by government or industry standards, such as software quality management systems [63], then understanding why they are or are not accepted by practitioners can be informative for researchers and practitioners. In these cases, those other than the ethnographers themselves, including the practitioners under study, may use that information to improve, evaluate or modify practice.

On the other hand, simply understanding practice may not satisfy all empirical software engineering researchers, and may also puzzle those under study. For empirical researchers, understanding observed practices is only the starting point to improve them, maybe through evaluating methods, or developing tools and so on. Practitioners being studied may expect help with improving their practices, or addressing their problems and be puzzled if the researchers do not help them to improve, as they are perceived as peers with access to relevant knowledge about methods and tools.

The intent of the ethnographers will change the interaction between the researcher and the field [34]. It is therefore important that the researcher both is open about her research interest and her intent and also takes into account the way her research might impact the observed software development practice.

**Designing the ethnographic study**

When designing an ethnographic study the dimensions discussed above need to be taken into account. These dimensions are not independent, and it is common for one to impact on the other. Location and space, for example, might define intensity and duration of a study. Observing an online community such as in Example PyPy might not require full time observation even over a short time, but if the observed community meets for a sprint, participatory observation might require travelling and participation for as long as the meeting takes place. We will address this aspect in more detail in section 4.4.

Some researchers and practitioners have crystallized certain balances of dimensions and condensed the resultant adaptation of ethnography into an identifiable approach. Examples include rapid ethnography [82] and contextual inquiry [62], mentioned in 2.2 above, and cognitive ethnography [5] This last one is tailored for goal-directed development of technology through data collection in timeslices of observation, tight focus and verifiability through multiple data sets. Making such compromises is not easy or straightforward, and there remain many challenges to designing an ethnographic study for software practice [90]. It is important that any adaptation or design does not compromise the central idea of ethnography, which is to uncover the participants’ viewpoint.

3 ETHNOGRAPHY IN SOFTWARE ENGINEERING

Some of the most well-known research using ethnography in software engineering tried to integrate ethnographic studies into software engineering as a technique for requirements engineering [131]. This paper takes a different stance, it focuses on ethnographic studies as a technique to study the community of software engineers and improve the way in which they work.

The first studies using ethnographic methods to investigate software practice, conducted from a software engineering perspective, were implemented and published in the mid 1990s, often by interdisciplinary groups of researchers including software engineers and sociologists e.g. [63], [75], [121]. For instance, Example Bug Report focused on the concept of a coordination mechanism and has been influential in global software engineering recently (see Table 2). Another example is the work of Hovenden and colleagues [63], who describe a study of quality management that lasted just one week, and was
largely non-participative.

This section presents four different roles for ethnographic studies in empirical software engineering. The discussion is illustrated using the eight example studies introduced above; the way in which they relate to each of these four roles is shown in Table 4. These four roles are:

1. To strengthen investigations into the social and human aspects of software engineering
2. To inform the design of software engineering tools
3. To improve process development
4. To inform research programmes by articulating more specific research questions and complementing other research methods, such as code analysis and quantitative studies, thereby providing context grounded in practice

One study or series of studies may address more than one of these roles.

<table>
<thead>
<tr>
<th>TABLE 4</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>THE ROLE OF ETHNOGRAPHIC STUDIES MAPPED TO EXAMPLE STUDIES</strong></td>
</tr>
</tbody>
</table>

### 3.1 To strengthen research on social and human aspects of software practice

People and their interactions are central to software development, and the significance of the social and human aspects of software practice is well-established. In the early 1970s Weinberg [134] highlighted the importance of social interaction in code development, Nygaard [88] proposed a set of dimensions of ‘Program Development as a Social Activity’, and later, Floyd [50] emphasized the importance of focusing on the software development process as it unfolds in reality as a basis for supporting developers with adequate tools and techniques. Other notable writers were: Scacchi who based software engineering tool development on empirical studies and findings from sociology [7], [81]; and Naur [85] who questioned the value of documentation as a sole communication tool, and emphasized the need to directly communicate the rationale behind the design.

Research on the human and social aspects of software development has quite a broad scope, but its key characteristic is that it covers any aspect that is related to people involved in software development, or their interactions [32]. For example, psychological aspects of individual developers e.g. [33], [103], developer behaviour e.g. [135], teams e.g. [6], users e.g.[1], and so on, would all be considered under this theme. Given its focus on culture and the informants’ perspectives, it is not surprising that ethnography can strengthen investigations of the social and human aspects of software practice.

Research in this area often relies on interview data. Interviews are a good approach to use because they can elicit data from people relating to their thoughts and rationales, which are difficult to obtain through other means. When used on their own or with other self-reporting instruments such as questionnaires, they rely on the informant’s account of events, and any such account is necessarily partial and rationalized [96] (see also footnote 1 above). Ethnography’s focus on daily activity as it unfolds in the real context helps to capture a holistic view of key social and human events relevant to the study of software practice, and hence complements interviews. Together with ethnography’s emphasis on the informants’ perspective, this approach overcomes any limitations of using self-reporting instruments alone. Questions in this area which might be answered using ethnography include *How do developers manage to produce quality code in a complex environment? What is it important not to change? Why do problems, conflicts and successes occur? What is behind compliance and non-compliance with espoused methods?*

Example Agile indicates one set of studies where an ethnographic approach has been used to explore the social and human aspects of software engineering, in particular focusing on team interactions. A key finding from these studies was that the social behaviour of teams helps to enforce the disciplined use of supporting artefacts [111], [112]. This finding was based on a number of individual studies in different settings, all with XP (extreme programming) practitioners and a range of underpinning theories including distributed cognition [66] and cognitive dimensions [57]. One of the consequences of this finding for practice is the need to compensate for social discipline when the social context of the team changes, e.g. through distribution [109]. Another consequence is the need to consider the impact of virtual rather than physical artefacts [108].

Several of the Example studies’ results show that software development is a social process as much as a technical process, e.g. Example Coordination and Example Bug Report, and there are several other ethnographic studies that exemplify this role. For example, Dittrich and Lindeberg [38] identified a rich set of practices that promote user-developer cooperation. Their findings particularly highlight how the dynamics of a participatory and evolutionary process can be accommodated while at the same time making the process accountable and manageable from an organizational perspective. Avram et al.’s study emphasizes the role of ethnography in uncovering the rationale for certain practices [4]. They used participant observation, among other methods, to investigate workflow at the project level and at local level, within a distributed team. Their results confirmed that imposing processes or workflows does not necessarily support the organization in meeting its goals, and that local arrangements may be supportive rather than obstructive.

In short, ethnographic studies of software practice focused on social and human aspects can expose the mechanisms used to make things work, explicating practices that may be taught and shared, explanations that allow key activities or artefacts to be protected, and potential problems to be detected early.

### 3.2 To inform the design of software engineering tools

The relationship between ethnographic research and design is by no means a simple one. In fact, it has been dis-
cussed in the CSCW community since its very beginning. For instance, in 1994 Hughes et al [64] suggested four practical strategies to using ethnography in design. As an example, one of these approaches is called concurrent ethnography, which means that the ethnographic investigation of the work and the systems design proceed in parallel (see Figure 1). Debriefing meetings between ethnographers and designers are held to “identify, discuss, and elaborate issues of relevance to design” [22: 91].

Figure 1. Concurrent Ethnography and Design

Other authors have also discussed this relationship. Anderson [2] concludes that “Ethnography has been drawn into the circle of design. […] The task we now face is to try to understand what the incorporation of this and other modes of social science might mean and just what their investigative methods can contribute. I do not believe this is a straightforward, quick, or painless process.” Dourish and Button [42] highlighted an issue which is crucial to software engineering research too: can a detailed account of how some work takes place be used to provide ‘design recommendations’ for the software that will inevitably also change the work on which the study was based, i.e. the software that will affect the culture and the practice once it is adopted (as discussed in section 2.2)? The debate has continued for several years and Crabtree et al [23] caution designers “to carefully consider the contributions different approaches to ethnography make to design. They are not all the same and widespread adoption of new approaches may undermine the practical relationship ethnography has developed with design as the computer moves into new contexts.”

However, it is important to have in mind that this discussion assumes that ethnographers do not possess design skills [22-95], and therefore, that ethnographers and designers are different stakeholders. This translates the relationship between ethnography and design into an issue of information exchange and communication, i.e., how can the ethnographers report, in a meaningful way, to the designers? And, how can designers address the important aspects of the work highlighted by the ethnographers?

When conducting an ethnographic study of software practice from a software engineering perspective, these roles are not different, i.e., the ethnographer and the designer are one and the same person. Example Awareness illustrates this aspect. The initial study showed that APIs play multiple roles in collaborative software development: they are at the same time contracts between developers, reification of organizations’ boundaries and communication mechanisms, therefore both facilitating and hindering the coordination of software development teams. This resulted from an analysis of the data collected, i.e., this example also illustrates the analytical aspect of the ethnographic work (see section 2.3). This means that building a tool to support these results should not focus on the data per se, but instead on the analytical results.

In Example Awareness, the same authors built and evaluated the tool Ariadne [26], [127]. This illustrates the use of a typical software analysis technique (in this case dependency analysis) to facilitate the coordination of complex software engineering projects. Results of the dependency analysis are used to support the identification of software developers who are working on similar issues, developing redundant parts of the code, and so on. The study was one of the first to establish a research focus on socio-technical dependencies in software engineering and how to manage them. Later on, Cataldo and colleagues [20] extended this approach by focusing on (un)matched coordination needs.

The explicit link between an ethnographic study and tool development is not always made within one piece of work, but it is more common for an ethnographic study to identify areas requiring new tools, or to explain how the existing tool is used and hence how it might be improved: Example Awareness, for instance, focuses on the ethnographic analysis while the results of the tool construction and evaluation are presented in other papers [26], [127]. Similarly, Boden et al [11] studied two teams in small software development German companies and later on implemented the concept of Articulation Spaces [12] to address some of the coordination problems they had observed in these companies.

Being a software engineering researcher and an ethnographer in the context of tool design is not without problems, however. The most important problem to be addressed is the need to be cautious about when to start designing, or better yet, not to start designing too soon. In other qualitative research, hypotheses to be tested in one data collection step may be created in the previous one. In the beginning of the process, software engineers then should avoid making design decisions or even implementing something, when it is unclear which of these hypotheses is true. Instead, the researcher should hypothesize about tools, or features, that could be useful for software developers and seek ways to validate them with the informants. By this, we mean collecting additional data to support, or reject, the hypothesis that a particular set of designs would be useful for the informants. Furthermore, the appropriation of the design will provide additional information about which aspects of the supported practice interact with the task the tool is designed to support. Another risk associated with early design decisions is giving too much emphasis on the data per se.
instead of the focus on the analytical results. For instance, de Souza and colleagues [31] faced this situation during one of their studies. They observed a situation in which the versioning systems and email could be “integrated” to facilitate the studied team’s work. However, as the research progressed they realized it was more important to focus in the overall communication among the different teams. Combining these two tools would be only one limited part of the solution. Again, they reached this conclusion by hypothesizing about solutions and tools, and later on validating them in following data collection periods.

3.3 To inform software process and method improvement

Designing tools for software development is only one way in which software engineering aims to improve software development practice. Methods, processes, and techniques also package research results for practitioners. Ethnographic research provides a unique opportunity to better understand the interaction between methods and the situated context of their deployment and to use that understanding to improve the practice at hand, as well as the methods and processes adopted. If the researcher becomes involved in the deliberation of change and the exploration of methods, though, the role of the researcher changes from a pure observer to an actor and sometimes even a change agent.

The way methods are used informs practice in a different, less visible and less accountable form than tool design and usage. This has been discussed in research focusing on cooperative aspects of software engineering, e.g. [51] and [79]. As other ethnographic research has shown, the application of methods is not as straightforward as many software engineering textbooks imply [15]: methods, processes and techniques, despite their prescriptive nature, are still subject to interpretation in the specific context. Applying ethnographic research to focus on the situated implementation and adaptation of methods, processes and tools in software practice leads to an understanding of how methods, processes and techniques actually influence that practice, what specifically influences the interpretation and appropriation of methods, what makes them work, and what prohibits their application. Two examples that illustrate this role of ethnography are a study by Dittrich and Lindeberg looking at use-oriented software development [38] and Rönkkö et al.’s study on the applicability of personas in specific circumstances [100]. The former is an example of how different processes and techniques together facilitate a participatory design and development process. The latter indicates how external factors impact the applicability of a method, in this case the use of personas.

The rationality of engineering disciplines, though, aims not only at understanding but also improving human affairs by developing technology. Software engineering researchers are interested in developing and evaluating methods, processes and tools as practitioners are interested in improving their practice by applying these innovations. This sometimes leads to the situation that software practitioners as well as their managers expect recommendations and improvement when engaging with software engineering researchers implementing an ethnographic study. For example, in Example Scientist, the software engineering researcher was invited to observe the project specifically in order to provide a reflective account and help the team to solve communication and cooperation problems.

This expectation influences the participants’ interaction with the researcher, and this may be negative as well as positive. For example, the researcher might be perceived as a managerial agent who will provide recommendations to improve control. In turn, the practitioners involved might hide aspects of their practice they do not want to have documented for management. One way to address this situation is to be explicit about the intention of the research and the interaction with the involved stakeholders.

In response to this, Dittrich and colleagues adapted action research as a framework for making the research and intervention accountable both towards the research community and the research setting [34], [40]. Their Cooperative Method Development is based on five guidelines to keep the member’s point of view and the focus on the day-to-day activities when deliberating, implementing and evaluating improvements:

1. an action research cycle consisting of three phases: empirical studies, deliberation of changes, and introduction and research of the changes decided;
2. the empirical research is ethnographically inspired;
3. focusing on the everyday shop floor software development practice;
4. improvements are deliberated and evaluated from the shop floor software development perspective; and
5. the changes are deliberated and implemented together with the practitioners.

Example Architecture illustrates this role for ethnographic studies in empirical software engineering. The study focused on the processes and practices around agile architecture, and applied the above-described Cooperative Method Development approach [40]. The study provided an understanding of the architectural practices that were used in this context, and showed how heavyweight architecture practices that focus on comprehensive documentation might not be suitable in a context where the architect needs to be aware of how the code architecture is evolving. It proposes and evaluates lightweight architecture practices and methods that are in line with the software development practices observed. More widely, Example Architecture shows that when proposing and introducing methods and tools to support architectural practices, the social practices that are to be supported by the tools need to be adapted explicitly.

3.4 To inform research programmes

Ethnographic accounts have the potential to highlight under-researched areas of software engineering, to identify more specific research questions, and to complement
other research methods by providing context for them. For example, Example Agile highlighted the importance of physical artefacts plus social practices to maintain discipline in agile software teams. In this case, the role of physicality in certain tasks had been researched within CSCW, but the findings there had not been translated or applied in this “new” context, software engineering. Questions remained regarding what is lost and what is gained when teams need to become distributed or dispersed, and hence physical artefacts are not feasible [109]. An ethnographic study may form the core of a research project or programme of research (as described in Sections 3.1-3.3) or it may be used to generate new research questions or complement other methods by providing context.

To articulate more specific research questions
Because data collection plans need to be flexible within an ethnographic study, and more importantly, because of the focus on the informants’s point of view, it is very common for such a study to identify more specific research questions once it is underway. These questions may be investigated within the same ethnographic study or through other methods of data collection and analysis as a separate study.

Example Scientist was originally aiming to investigate cooperation problems, believed to be caused by the distributed nature of the project. It was hoped that formal and informal discussions prompted by the researchers would support team members to reflect on their own practices. However this initial focus on distribution was overridden by the research analysis which pointed to conflicting cultural values and practices between the professional software developers and the scientists as scientific end-user developers. The analysis of Example PyPy began with an industrial case study looking at how Open Source teams handle the challenges of distributed development. This initial study led to a more specific focus on how changes to common practice are negotiated, and implemented in order to address these challenges.

To complement other research methods
Ethnography may be the main research approach taken, or it may be used to complement other methods. When used as a complementary approach, ethnographic studies can bring context to more quantitative findings, or other qualitative investigations. For example, Capiluppi et al [16] report a quantitative analysis of code evolution that was developed by one of the Example Agile teams. Through the deep understanding gained of the team under study, useful contextual information was available to help interpret the quantitative findings. Other contextual information such as team facts and figures, practitioners’ descriptions, organizational characterisations etc usually collected through case study research also provides a useful context, but it is of a different nature.

Instead of collecting just measurements or reported activities, the ethnographic investigation reveals how the measurements come about and what the reported activities look like in practice. Observations may also support making connections between various data sets. For instance, when investigating the use of instant messaging in distributed software engineering [55], observation helped understand the relationship between what happened on the instant messaging channel and what happened on other channels like the issue tracker, audio calls, and e-mail.

Several of our Examples illustrate the use of ethnography to complement other research methods. Example Bug report form used interviews and elements of case study research; Example Coordination complemented ethnography with interviews and document analysis; and Example PyPy used open-ended questionnaires.

With the member’s perspective, ethnographic studies contribute an understanding of the rationalities of the observed practice. This facilitates the capture of not only deviation or adherence to methods, but also an understanding of why experienced practitioners might deviate. Based on ethnographic studies and complementary interviews, Example Architecture proposes that there might be good reasons why software architects do not use architectural documentation: they are afraid that they will not be kept up-to-date about the state of the product if team members can access the documented architecture without consulting them.

4 Discussion
The examples throughout this paper illustrate what can be achieved when ethnography is used to investigate software practice, but are these achievable uniquely through an ethnographic approach? It is not possible to state categorically that the findings gleaned through an ethnographic study cannot be uncovered using another empirical method. However it is extremely unlikely that such a deep, rich and detailed understanding of practices and their justifications will be forthcoming unless an ethnographic approach is taken.

4.1 Why the analytical stance matters
An ethnographic study does not produce just an account of activity; it also supports the generation of insights and consequences (through the analytical stance). The core of ethnography in software engineering is to investigate the everyday activities of software engineering practice and to articulate the rationalities of those activities from a members’ point of view. An ethnographic study provides insight into the fine-grained activity through which software practitioners achieve useful and usable software in an imperfect environment: what difficulties they are facing and what, for them, has proven beneficial to address these difficulties. This fine-grained activity often only becomes visible when it becomes problematic, e.g. when coordinating software engineering practices fail over distances [25].

Understanding the fine-grained activity of software practice, and its rationalities increases the chance that improvements in software practices built on these find-
ings will be sustainable, because they take account of local conditions and embed existing local expertise. Specifically, this understanding helps to: identify what not to disturb when introducing new methods, tools and techniques; explain what has happened when things go wrong; uncover the local adaptations necessary in order for methods to be adopted and accepted; design tools to address some of the issues identified; and appreciate the ongoing changes applied to keep projects working successfully.

**What not to disturb:** In Example Architecture, the reason for not adopting recommended software architecture documentation practices was that they interfere with the software architects’ practices that keep themselves up-to-date with emerging issues and concerns that might require changes to the considered software architecture.

**Why things go wrong:** Example Agile provided insights into the role of physical artefacts in a co-located agile software development team, and how the move to a distributed setting disturbs this role. Damian et al. [25] also show that a very little difference in the way a distributed team used the set of tools rendered locally well-established, awareness-creating, coordination mechanisms useless when moving to a distributed setting.

**How methods are interpreted and adopted locally:** Button and Sharrock [15] report the appropriation of methods and techniques beyond what the method authors would understand as a proper implementation of this method. However, the appropriation takes place for good professional reasons. Rather than being read as a sign of incompetence, these appropriations can be seen as a reaction to the mismatch of the rationalities of practice and the method to be applied [98].

**How to design software tools:** Example Awareness illustrates the different roles played by APIs in the coordination of software development work. Furthermore, its analysis suggested the usage of dependency analysis techniques, a traditional technical approach, to uncover social aspects that would be relevant to collaborative software development practice.

**How projects are kept on track:** Example PyPy investigated how distributed development projects, private as well as open source, change their practices in order to react to contextual changes or to address problems identified by the project members. Similarly, Avram et al. [4] show how a commercial distributed team adjusts its local practice to the common infrastructure in order to “keep the local work flowing”. Cohn et al [21] show how software engineers negotiate the boundaries of the project defining what is and what is not part of it.

### 4.2 When is ethnography appropriate

Ethnography is not the only, nor the best qualitative approach to be used in all circumstances, but the more thorough understanding of software practice that ethnography brings has great advantages. For example, software engineering research often develops methods, tools and techniques that are designed to improve practice, but are rarely adopted. Why is this? There has been much debate concerning the evidence required by practitioners to adopt research outcomes, and to adapt their practice e.g. [44]. Although questions remain, it is clear that appreciation of practice and practitioners’ points of view will improve the chances of adoption, and hence these research outcomes can only benefit from the insights ethnography can bring.

Qualitative research has long been discussed as a way to generate hypotheses and problem formulations that then can be investigated using quantitative research methods. Seaman [104] was one of the first within software engineering to promote qualitative research with this idea. However it is also appropriate even within areas that have been well-researched because ethnographic studies (within and outside software practice) provides a different perspective that can produce new insights [121].

In Example PyPy, earlier observations of how members of a distributed industrial project coped with distributed software engineering led the ethnographic researcher to understand that distributed teams consciously adjust their practices when contingent changes in cross-site collaboration arise. Similar practices of articulation and meta-work were thereafter observed in the PyPy project.

Such re-negotiation of coordination and cooperation practices have not been reported previously from studies in empirical software engineering. Similarly, Example Awareness looked at a technical construct (APIs) and uncovered their role in the coordination of software development work, which was a new insight. In both examples we see that the ethnographic research unearthed unexpected, innovative research questions, which in turn led to a better understanding of the cooperative and social aspects of software engineering.

Ethnography puts cooperative, social and human aspects of software engineering practice in the centre, and is therefore very well-suited to any research question focusing on these aspects. Whether or not, more broadly, an ethnographic study is appropriate as the main source of data depends largely on the research question to be answered [95]. For example, asking ‘How do software practitioners develop systems using XP?’ rather than ‘Is single programmer coding more productive than pair programming?’ or ‘Why don’t scientists adhere to a company manual of software development practice?’ rather than ‘Does structuring the manual this way help scientists produce more lines of code an hour?’

However all empirical phenomena take place within a context, and that context will influence the phenomenon, and hence its study. Using ethnography as a contextual research method is therefore relevant for a much wider set of research questions, especially if sustainable improvements are sought, because they can then take account of local conditions and embed existing local expertise.

There are many (empirical) software engineering questions that an ethnographic study may address: What is so interesting about discussions of APIs (Example Awareness)? How do software engineers use graphical repre-
sentations in design [124]? How do they use artefacts in their environments in Agile Development? And can they replace these tangible artefacts when working in a distributed manner without losing the benefits of physicality (Example Agile)? How do software engineers involve their users throughout the software development that is, on first sight, governed by a waterfall model [38]? Why do steering committees carefully re-plan a delayed development project using the terminology of the company-wide project model while at the same time violating the historical project model, compared to others with different goals - requiring more engagement from the researchers and informants. Example Architecture illustrates such a study design.

Finally, it is important to have in mind that ethnographic research allows the adaptation of the research design based on initial findings, therefore the kind of engagement and participation often will need to be adapted during the course of the study.

5. Conclusion

Ethnographic studies can and have already contributed to the goals of empirical software engineering. The four main features of ethnography underpin the value of these studies to an engineering discipline such as empirical software engineering as follows:

1. a focus on the members’ point of view allows the rationalities of practice to be made explicit, and hence exposes why software engineers do what they do;
2. a focus on the ordinary detail of life emphasises local context and local expertise which can be overlooked when using other research approaches;
3. the analytical stance makes the results of an ethnographic study more than a simple account of activity; and
4. the production of ‘thick descriptions’ supports academic accountability.

Section 3 highlighted four significant roles that ethnographic studies of software practice can and have fulfilled. Each of these roles is substantial and contributes to the goals of empirical software engineering, but this list is not exhaustive and might be extended through future studies. Many examples of ethnographic studies that have
focused on software engineering have been referred to in this paper. Eight of these are focused on in more detail to illustrate the implications that such studies have had (see Table 1), the five dimensions of an ethnographic study (see Table 2), and the four roles that ethnographic studies may play in empirical software engineering (see Table 4).

By investigating and articulating both the work behaviour and the rationalities behind that behaviour, meaningful and sustainable improvements can be researched, devised and introduced to practice. Moreover, if software engineers undertake the ethnographic study themselves, then this can increase the likelihood of the findings being of use within an empirical software engineering context.

Adopting paradigms that have a different disciplinary origin can be daunting, and adopting ethnography is no different. Each study design requires a number of decisions about the usage of the ethnographic method within the specific context and circumstances. In section 2.4, we discussed five dimension along which the studies reviewed for this article differ: the degree and kind of participation, the duration of the study, the space and location of the study, the theoretical underpinning applied, and the researchers' intent. Approaching the design of an ethnographic study with these five dimensions provides a practical framework for the newcomer, supporting the design according to the research question being investigated, the context of the fieldwork and the characteristics of the main focus of the study. As mentioned above, ethnographic research allows adaptation as new data and findings unfolds. This means that the study does not need to be over-engineered; the researcher needs to start and be aware of and sensible to the circumstances of the study and adapt her research accordingly.

The central contribution of ethnographic studies is their ability to uncover the rationalities of the observed practices. Therefore, ethnographic studies provide an important complement to other empirical research methods, like experiments, that rely on prior formulation of hypotheses. Ethnographic studies help understand how, and more importantly, why, software teams do the things that they do, such as organize themselves in a specific way, coordinate their activities, apply or not apply methods, and use, or not, specific tools and techniques. These findings not only improve our insight into the subject of our discipline but can and should also be used to inform tool design and method development.

ACKNOWLEDGMENT

The authors wish to thank attendees at their tutorials during ICSE over the last 5 years, and all the collaborators who have supported our ethnographic studies.

REFERENCES


through artifacts and conversation. Computer Supported Cooperative Work (CSCW), 18(5-6), 401-443.


Helen Sharp  
BSc (Hons; 1981) MSc (1982) PhD (1988) PGCHTLE (2003) is Professor of Software Engineering at The Open University. Her research focuses on the study of professional software practice and the effect of human and social aspects on software development. She has been conducting qualitative studies of software practice since the early 1990s and has produced over 100 peer-reviewed articles. She is very active in both the software engineering and interaction design (HCI) communities and has had a long association with practitioner-related conferences. Helen is joint author of one of the leading textbooks on Interaction Design (id-book.com) now in its fourth edition. She is associate editor of *TSE*, on the advisory board of *IEEE Software*, the editorial board of *JSS*, and reviews for many journals and conferences. Prof Sharp is a member of the IEEE Computer Society, BCS and ACM.

Yvonne Dittrich  
Dipl-Inform (1989) PhD (1997) previously at Blekinge Institute of Technology, Sweden, is an associate professor at the IT University of Copenhagen, Denmark. Her research interests are use-oriented design and development of software and software development as cooperative work. She has been applying ethnographically inspired empirical methods in research cooperation with industrial partners since 1997 and developed ‘Cooperative Method Development’, a research approach that combines ethnography and software process improvement. Through editing special issues in leading journals she contributed to the establishment of the research area ‘Cooperative and Human Aspects of Software Engineering’. Yvonne is contributing to Software engineering, Computer Supported Cooperative Work and Participatory Design communities. Her publication list counts over 60 peer-reviewed articles. She is regularly reviewing for major software engineering journals and is member of the ACM, the German Informatics Society, and the Forum InformatikerInnen für Frieden und Gesellschaftliche Verantwortung.

Cleidson R. B. de Souza  
B.Sc. (1996), M.Sc. (1998) and Ph.D. (2005), previously employed at IBM Research Brazil, is a Senior Researcher at the Vale Institute of Technology and an Associate Professor at the Federal University of Pará, Brazil. His main research interest is computer-supported cooperative work (CSCW) as applied to software engineering—that is, how software engineers work together to develop software systems. He uses research approaches such as ethnographic studies, surveys, and tool development and evaluation to understand and augment software developers’ work. His work has appeared at top conferences and journals in both Software Engineering and CSCW, and he has helped to organize the series of CHASE (Cooperative and Human Aspects of Software Engineering) workshops. He is a member of the ACM, the Brazilian Computer Society and an affiliate member of the Brazilian Academy of Science.
<table>
<thead>
<tr>
<th>Example’s short name</th>
<th>Main Publication(s)</th>
<th>Focus question(s)</th>
<th>Context</th>
<th>Main finding(s)</th>
<th>Implication for empirical software engineering</th>
</tr>
</thead>
<tbody>
<tr>
<td>Agile</td>
<td>[110], [111], [112]</td>
<td>How agile methods (specifically XP) are put into practice</td>
<td>Various organisations including small start-ups and large investment banks</td>
<td>Explication of agile methods in practice, Mechanisms of co-ordination and collaboration, The role of physical artefacts</td>
<td>Practice varies from written descriptions, Specific new research questions</td>
</tr>
<tr>
<td>Architecture</td>
<td>[129], [130]</td>
<td>How can the software architecture and the architecture practices in the company be improved</td>
<td>The redevelopment of a software product line for hydraulic simulation software of one-dimensional water systems like rivers, water supply and sewers, The development team and their cooperation with engineers developing specific modelling systems</td>
<td>An understanding of the development practices and the corresponding architectural practices, Adaptation of architectural practices to the agile development context</td>
<td>A set of methods for lightweight architecture, When proposing and introducing methods and tools supporting architectural practices, the change of the social practices that are meant to be supported by the tools need to be considered explicitly</td>
</tr>
<tr>
<td>Awareness</td>
<td>[26], [28], [29]</td>
<td>How do software engineers manage technical dependencies as part of their day-to-day development</td>
<td>Two different organizations and teams, One in NASA/Ames Research Center, the other is one of the largest software development companies in the United States with products ranging from operating systems to software development tools</td>
<td>APIs play multiple roles in collaborative software development: contracts between developers, reification of organizational boundaries and communication mechanisms</td>
<td>Management of dependencies is an activity undertaken by software developers on a daily basis</td>
</tr>
<tr>
<td><strong>Bug report</strong></td>
<td>[18], [19]</td>
<td>How do various paper-, board- and computer-based mechanisms supported the coordination of debugging.</td>
<td>The beginning of the 1990s in the IT unit of Foss Electric a company providing process technology before web-based issue handlers like Bugzilla were widely used.</td>
<td>Developers use a coordination mechanism consisting of a physical form (bug report) and social protocol.</td>
<td>The research informed the concept of ‘coordination mechanism’ as consisting of social protocols supported by an artefact. This concept has widely informed the CSCW discourse, and is increasingly cited in research on coordination in (global) software engineering.</td>
</tr>
<tr>
<td><strong>Coordination</strong></td>
<td>[58]</td>
<td>What are the practices necessary to coordinate the integration and built procedure of huge software products.</td>
<td>Three organisations developing software products of different sizes. The software engineers, the project managers, architects and built managers of the projects were studied.</td>
<td>To prevent development problems, software architects, project managers and also software engineers apply preventive strategies, like designing project organization and meeting structures, involving relevant actors bottom up in the architectural design, or communicating changes that effect others widely, that both take organizational contingencies into account and shape the organization of the project.</td>
<td>Re-composition of software from components and modules is not just a technical problem to be solved by integration, built tools and procedures but needs to be addressed in project management, meeting structures and last but not least the architecture.</td>
</tr>
<tr>
<td><strong>PyPy</strong></td>
<td>[117], [118], [119]</td>
<td>How to adapt the community’s processes, practices and constitutions to welcome new developers to the OSS project.</td>
<td>The way the PyPy open source community discusses and implements changes to its practices in order to address problems with the current organization identified by the community.</td>
<td>The strategies developed by especially distributed software projects to cope with changes in the environment.</td>
<td>Software projects – open source as well as corporate ones – consciously adapt their practice to accommodate changing circumstances. The need for reflection and improvement of the usage of methods and tools becomes visible as an integral part of software engineering.</td>
</tr>
<tr>
<td>Scientist</td>
<td>[105], [106]</td>
<td>How to integrate software engineering practices into scientific software development</td>
<td>Joint development of a Laboratory Information Management System (LIMS) between several UK labs working with related kinds of experiments. In this project, professional software developers were cooperating with scientific end-user developers, with scientists as the customers/users also by-and-large having experience of scientific end-user development.</td>
<td>Change of problem focus away from distribution and onto culture clashes between scientists and software engineers.</td>
<td>Collaborations between professional and end-user developers can be problematic as these two groups might have differing values and practices. Software engineering needs to adapt its methods, tools and processes to relate to different software development cultures.</td>
</tr>
<tr>
<td>Testing</td>
<td>[78], [105]</td>
<td>What testing actually involves</td>
<td>The fieldwork covers several organisations. Researchers focused on day-to-day 'run of the mill' testing. Different forms of testing were observed in each project, including user acceptance testing, unit and regression testing.</td>
<td>Testing is a cooperative activity that cannot be improved by technical means alone.</td>
<td>Testing is a co-operative activity and improvements need to take social and co-operative aspects into account besides devising technical innovations.</td>
</tr>
<tr>
<td>Short name</td>
<td>Degree of participation</td>
<td>Duration</td>
<td>Space and location</td>
<td>Theoretical underpinning</td>
<td>Ethnographer’s intent</td>
</tr>
<tr>
<td>------------</td>
<td>-------------------------</td>
<td>----------</td>
<td>-------------------</td>
<td>--------------------------</td>
<td>-----------------------</td>
</tr>
<tr>
<td>Agile</td>
<td>mixed degrees of partici-</td>
<td>at least one iteration per study</td>
<td>co-located (mostly), and dispersed</td>
<td>distributed cognition, cognitive dimensions and technological frames</td>
<td>To produce a detailed account of a new area, and identify practitioner-relevant research questions</td>
</tr>
<tr>
<td></td>
<td>pation across studies</td>
<td>(one to three weeks)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Architecture</td>
<td>Participatory observa-</td>
<td>the whole action research took place over two years, with periods of intense fieldwork (4 days a week) but also rather sparse visits (once every second week)</td>
<td>co-located</td>
<td>none</td>
<td>To improve practice, develop and evaluate method development</td>
</tr>
<tr>
<td></td>
<td>tion and participation, workshops, lightweight intervention.</td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Awareness</td>
<td>Participation at the first and non-participation at the second</td>
<td>8 weeks and 11 weeks (two studies)</td>
<td>co-located (mostly), and dispersed</td>
<td>none</td>
<td>To understand and provide improved tool support</td>
</tr>
<tr>
<td>Bug report</td>
<td>participation</td>
<td>Fieldwork consisting of 21 interviews, participation in 10 project meetings and about 75 hours of observation over 6 months</td>
<td>co-located</td>
<td>ethnomethodology, practice theory</td>
<td>understanding</td>
</tr>
<tr>
<td>Coordination</td>
<td>Participation and non-participation</td>
<td>The study analyses field work from 3 different sites: Field site 1: 3 months part observation over 100 interviews; Field site 2: 3 days participatory observation 14 interviews; Field site 3: consulting 3 projects about integration procedures.</td>
<td>not stated</td>
<td>none</td>
<td>understanding</td>
</tr>
<tr>
<td>Role</td>
<td>Participation</td>
<td>Observation Timeline</td>
<td>Methodology</td>
<td>Purpose</td>
<td></td>
</tr>
<tr>
<td>----------</td>
<td>---------------</td>
<td>----------------------</td>
<td>-------------</td>
<td>---------</td>
<td></td>
</tr>
<tr>
<td>PyPy</td>
<td>mixed degrees of participation</td>
<td>7 days of observation (one sprint)</td>
<td>distributed</td>
<td>Social Practice Theory, social theory of learning, ethnomethodology</td>
<td>understanding the reflective aspects of the observed practices that led to change decided and implemented by the practitioners</td>
</tr>
<tr>
<td>Scientist</td>
<td>no participation</td>
<td>4 + years, although the observation was limited to project meetings</td>
<td>distributed</td>
<td>none</td>
<td>To help practitioners understand and solve a problem</td>
</tr>
<tr>
<td>Testing</td>
<td>no participation</td>
<td>30 days fieldwork over 10 months (in agile project)</td>
<td>co-located</td>
<td>ethnomethodology</td>
<td>To understand how testing is conducted and to emphasise the importance of CSCW research to SE</td>
</tr>
</tbody>
</table>
Table 3 The theoretical underpinnings most used in software engineering and related scientific discourses

<table>
<thead>
<tr>
<th>Theoretical underpinnings</th>
<th>Basic concept</th>
<th>Focus of analysis</th>
<th>Main References</th>
<th>Examples in SE and related areas (not necessarily ethnographic studies)</th>
</tr>
</thead>
<tbody>
<tr>
<td>Ethnomethodology</td>
<td>The social order of a group or community is continually reconstructed through the social interaction of the group.</td>
<td>Fine grained interaction analysis of specific encounters; how do members of the team, group or community (re)-establish their social order in the interaction.</td>
<td>52</td>
<td>[15], [78], [99], [117]</td>
</tr>
<tr>
<td>Distributed Cognition</td>
<td>Most cognitively challenging tasks are achieved through a ‘cognitive system,’ which entails interactions among people, the artefacts they use, and the environment they are working in. This contrasts with other cognitive approaches, by focusing on what is happening across a system of individuals and artefacts rather than what is happening inside the head of one individual.</td>
<td>How is information propagated through interactions between different media, i.e. how is information represented and re-represented as it moves through the cognitive system between individuals and artefacts that are used during activities, e.g. code, diagrams, sketches, spoken word.</td>
<td>66</td>
<td>[110], [111], [112]</td>
</tr>
<tr>
<td>Activity Theory</td>
<td>Human activity is purposeful, motivated by an anticipated outcome. However, all activity is mediated through technical or semiotic tools and organisational structures</td>
<td>Analysis focuses on identifying interacting activity systems consisting of actors, objects and outcomes, mediating tools, written or unwritten rules governing the collaboration, the community the actors belong to and the norms of this community, and division of labor involved in achieving the intended outcome</td>
<td>47, 46</td>
<td>[126], [83]</td>
</tr>
<tr>
<td>Actor Network Theory</td>
<td>Understanding social institutions, like science and academia or technology development, and their evolution can be done</td>
<td>Analysis of empirical material focuses on the interaction of human and non-human actors (material objects like artefacts)</td>
<td>73, 72, 74</td>
<td>[71], [27]</td>
</tr>
</tbody>
</table>
by studying the interaction of human and non-human actors. The latter can be, e.g., artefacts, tools, methods, or documents. The non-human actors represent black-box results of similar heterogeneous systems. Human and non-human actors are analyzed similarly.

<table>
<thead>
<tr>
<th>Example's short name</th>
<th>Social and human aspects</th>
<th>Software engineering tools</th>
<th>Process improvement</th>
<th>Inform research programmes</th>
</tr>
</thead>
<tbody>
<tr>
<td>Agile</td>
<td>X</td>
<td></td>
<td>X</td>
<td></td>
</tr>
<tr>
<td>Architecture</td>
<td>X</td>
<td>X</td>
<td>X</td>
<td></td>
</tr>
<tr>
<td>Awareness</td>
<td>X</td>
<td>X</td>
<td></td>
<td>X</td>
</tr>
<tr>
<td>Bug report</td>
<td>X</td>
<td>X</td>
<td></td>
<td>X</td>
</tr>
<tr>
<td>Coordination</td>
<td>X</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>PyPy</td>
<td>X</td>
<td></td>
<td>X</td>
<td>X</td>
</tr>
<tr>
<td>Scientist</td>
<td>X</td>
<td></td>
<td>X</td>
<td>X</td>
</tr>
<tr>
<td>Testing</td>
<td>X</td>
<td></td>
<td>X (but only later)</td>
<td></td>
</tr>
</tbody>
</table>